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Preface

This book is the lecture notes of AI618, Generative Models and Unsupervised
Learning, a graduate course taught by Jong Chul Ye at KAIST. Every chapter began
as a scribe note written by a student who attended the lecture, and was then merged,
corrected, and edited into the chapter you are reading.

What the course is for

Generative modelling has accumulated a great many methods in a short time, and most
treatments of it are surveys: here is a GAN, here is a VAE, here is a diffusion model, each
introduced on its own terms. The course this book comes from is deliberately not that.
It puts the emphasis on a coherent framework that gives a unified perspective on
the whole subject, so that the methods appear as points in one landscape rather than as
a list.

That means the mathematics is not optional background. Probability theory and optimal
transport are developed because they are what makes the unity visible — the same
transport problem that defines the Wasserstein distance in Chapter 1 returns as the
Schrodinger bridge in the diffusion chapters and as the straight-line probability path in
the flow chapters. Where a method is usually presented as a new idea, this book tries to
show which older idea it is a special case of.

The course also insists on the implementations, from classical GANs through to diffusion
and flow models, discrete diffusion, and alignment with RLHF. Where a chapter states a
result, it should also say what you would have to write down to run it.

How the book is organised

Five parts, following the course:

Optimal Transport, Adversarial and Latent Variable Models. Statistical dis-
tances between distributions — f-divergences, integral probability metrics — and then
optimal transport: Monge and Kantorovich, duality, Wasserstein distances. Then GANs
read through that lens, from the original minimax objective out to ~-GAN, W-GAN,
McGAN, geometric GAN and LS-GAN, followed by style: style transfer and the Style-
GAN family, unpaired translation with CycleGAN and its optimal transport form, and
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multi-domain translation. Then the likelihood side: the ELBO, VAE and -VAE, nor-
malizing flows. The part closes on self-supervised denoising, where Tweedie’s formula
turns denoising into score estimation and opens the door to everything that follows.

Diffusion Models. DDPM and its variational bound, score-based models through
the lens of stochastic differential equations, the probability flow ODE. Conditioning
and guidance across two chapters, latent diffusion, Schrodinger bridges, acceleration by
high-order solvers and consistency models, and the applications that made the family
matter: editing, inverse problems, video and 3D.

Flow Models. Flow matching and its conditional form, rectified flow and straightening,
the exact relationship to diffusion, and the Kolmogorov equations underneath both.

Discrete Diffusion. What has to change when the state space is categorical: discrete
flow matching, diffusion language models, the duality with the continuous construction,
and the recent large models built on it.

Alignment with Reinforcement Learning. RLHF, DPO and GRPO, their transfer
to diffusion and flow models, and the newer objectives that avoid trajectory likelihoods
altogether.

The through-line is worth stating once: a score, a velocity field, and a transport
map are three ways of writing the same object. A reader who finishes the book
should be able to move between them without thinking about it.

How it was made

Each lecture was written up independently by several students. Those notes were graded
against a published rubric — coverage, technical correctness, exposition, figures, and
derivations — with a language model producing three independent readings per note and
a human reading every one before any grade was recorded. The model’s score decided
which notes were candidates for a chapter; it never decided a grade.

Chapters are merged, not chosen. With only a few independent write-ups of a lecture,
the best of them still has gaps, and the grading pass produced an explicit list of what
each note was missing. The merge starts from the strongest note and fills its gaps from
the others.

Reading this book

Chapters follow the lecture order and the parts above. Notation is consistent within
a chapter and mostly consistent across chapters; where a chapter departs from earlier
usage it says so at the start. A chapter still marked not yet written is one whose scribe
notes have not been merged.



Contributing

The two references the course leans on throughout are Jong Chul Ye’s Geometry of
Deep Learning (Springer, 2022) and Lipman et al., Flow Matching Guide and Code
(arXiv:2412.06264).

Contributing

Corrections are welcome from anyone, in or out of the course. Open an issue or a pull
request. If you are reporting a mathematical error, quote the statement and say why it
is wrong — that is more useful than a patch.

License

Licensed under CC BY 4.0. You may share and adapt this material, including com-
mercially, with attribution. The students who wrote these notes are credited in each
chapter.


https://doi.org/10.1007/978-981-16-6046-7
https://doi.org/10.1007/978-981-16-6046-7
https://arxiv.org/abs/2412.06264
https://creativecommons.org/licenses/by/4.0/




Mathematical Preliminaries

In this chapter, we briefly review the basic mathematical concepts that are required to
understand the materials of this book.

Metric Space

A metric space (X, d) is a set X together with a metric d on the set. Here, a metric is a
function that defines a concept of distance between any two members of the set, which is
formally defined as follows.

Definition 0.1. A metric on a set X is a function called the distance d : X' x X — R,
where R, is the set of non-negative real numbers. For all z,y,z € XX, this function is
required to satisfy the following conditions:

1. d

\Y

x, (non-negativity).

0
0

[\

if and only if z = y.

U

x, d(y,z) (symmetry).

S~

(z,9)
d(z,y)
(z,9)
d(z,z) < d(z,y) + d(y, z) (triangle inequality).

Before going further it is worth seeing that the axioms are satisfied by more than the
familiar distance, and that they do exclude things.

Example 0.1. The following are metric spaces.

1. The Euclidean metric d(z,y) = | — y|, on R™.

2. The discrete metric on any set, d(z,y) = 1 if  # y and 0 otherwise. Every subset
is open under it, so it is a useful source of counterexamples.

3. The supremum metric on C|[a,b|, the continuous functions on [a,b], d(f,g) =
SUD, () |f(t) — g(t)|. Convergence in this metric is uniform convergence.

4. The metric induced by any norm on a vector space, d(z,y) = ||« — y||, of which the
l, metrics of the [, norms are the family we use most.
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By contrast, the squared Euclidean distance d(z,y) = |* — y|3 is not a metric: with
x =0,y =1, z=2 on the real line it gives d(x, z) = 4 while d(x,y) + d(y, z) = 2, so the
triangle inequality fails. It is nonetheless a perfectly good objective function, which is
why the distinction matters — being a useful measure of discrepancy and being a metric
are different things.

A metric on a space induces topological properties like open and closed sets, which lead
to the study of more abstract topological spaces. Specifically, about any point x in a
metric space X, we define the open ball of radius r > 0 about = as the set

B,(x) = {y € X+ d(z,y) <r}.
Using this, we have the formal definition of openness and closedness of a set.

Definition 0.2. A subset U C X is called open if for every x € U there exists an r > 0
such that B, (z) is contained in U. The complement of an open set is called closed.

A sequence (z,,) in a metric space X is said to converge to the limit € X if and only if
for every € > 0, there exists a natural number N such that d(x,,,x) < e foralln > N. A
subset & of the metric space X is closed if and only if every sequence in & that converges
to a limit in X has its limit in §. In addition, a sequence of elements (z,,) is a Cauchy
sequence if and only if (iff) for every e > 0, there is some N > 1 such that

d(z,,z,,) <&, ¥V m,n>N.

no

We are now ready to define the important concepts in metric spaces.

Definition 0.3. A metric space X is said to be complete if every Cauchy sequence
converges to a limit; or if d(x,,, x,,) — 0 as both n and m independently go to infinity,
then there is some y € X with d(z,,,y) — 0.

Completeness is a property of the space, not of the metric alone. The rationals Q with
d(z,y) = |xr — y| are not complete: the sequence 1,1.4,1.41,1.414, ... is Cauchy in Q but
its limit v/2 is not a rational number. The same sequence in R converges. This is the
sense in which R completes Q, and it is why the iterative algorithms mentioned above
are stated over R™ rather than over the numbers a computer can actually represent.

We turn now to maps between metric spaces. Continuity is defined first in the general
form, and the Lipschitz condition afterwards as a stronger requirement.
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Definition 0.4. Let (X,dy) and (¥,dy) be metric spaces. A function f : X — ¥ is
continuous at o € X if for every € > 0 there exists 6 > 0 such that

dy(z,20) <6 = dy(f(z), flzg)) <. (0.1)

It is continuous if it is continuous at every point, and uniformly continuous if the same §
works at every point, i.e. if for every e > 0 there is a 0 > 0 such that dy(f(z), f(y)) <e
whenever do-(z,y) < 0.

Two equivalent formulations are worth recording, because each is the convenient one in a
different argument. First, f is continuous if and only if the preimage f~1(V) of every
open V C Y is open in ' — the formulation that survives when the metric is dropped
and only the topology is kept. Second, f is continuous at z, if and only if f(z,) — f(z)
for every sequence x,, — x, which is the one used to pass a limit through a function.

Definition 0.5. Given two metric spaces (X, dy) and (¥,dy), where d)- denotes the
metric on the set X' and dy is the metric on set 4, a function f : X' Y is called Lipschitz
continuous if there exists a real constant K > 0 such that, for all z;, x5 € X,

dy(f(%)a f(zy)) < de@% Ty).

Here, the constant K is often called the Lipschitz constant, and a function f with the
Lipschitz constant K is called K-Lipschitz function.

The three conditions stand in a strict hierarchy,

Lipschitz = uniformly continuous = continuous, (0.2)

and neither implication reverses. Taking 6 = ¢/K in Equation 0.1 proves the first, and
the second is immediate from the definitions. For the failures: f(x) = v/ on [0,1]
is uniformly continuous but not Lipschitz, since its slope is unbounded near 0; and
f(x) = 22 on R is continuous but not uniformly continuous, since the § that works near
the origin fails far from it. The distinction is not academic here — a Lipschitz gradient is
exactly the hypothesis under which gradient descent with a fixed step size is guaranteed
to descend.
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Vector Space

A vector space V is a set that is closed under finite vector addition and scalar multiplication.
In machine learning applications, the scalars are usually members of real or complex
values, in which case V is called a vector space over real numbers, or complex numbers.

Stated in full, a vector space over a field F (for us R or C) is a set V with an addition
and a scalar multiplication satisfying, for all u,v,w € V and «, 8 € F:

l.u+v=v+4uand (u+v)+w=u+ (v+w);

2. there is a zero vector 0 with v + 0 = wu, and each u has an inverse —u with
u+ (—u) = 0;

3. a(fu) = (af)u and 1lu = u;

4. a(u+v) =au+ av and (a+ f)u = au + Pu.

A subspace of V is a subset that is itself a vector space under the same operations.
Verifying the eight axioms again is unnecessary: a non-empty W C V is a subspace
precisely when it is closed under linear combination, that is when au + Sv € W for all
u,v € W and all scalars «, 8. Every subspace contains 0, which is the quickest way to
rule one out.

For example, the Euclidean n-space R™ is called a real vector space, and C" is called
a complex vector space. In the n-dimensional Euclidean space R™, every element is
represented by a list of n real numbers, addition is component-wise, and scalar multipli-
cation is multiplication on each term separately. More specifically, we define a column
n-real-valued vector x to be an array of n real numbers, denoted by

T= | :[1'1 Ty - :Bn]TE[R",

where the superscript | denotes the adjoint. Note that for a real vector, the adjoint is
just a transpose. Then, the sum of the two vectors x and y, denoted by = + ¥, is defined
by

-

vry=[v+y Tptyy v T, Y
Similarly, the scalar multiplication with a scalar a € R is defined by
]T

04:17:[04931 Ty, o ax,
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In addition, we formally define the inner product and the norm in a vector space as
follows.

Definition 0.6. Let V be a vector space over R. A function (-,-);, : V x V i R is an
inner product on V if:

1. Linear: <a1f1+a2f27g>V = a1<fl7g>V+a2<f27.g>V fOI' all Qp, Qo € R and f]_?f27g €
V.

2. Symmetric: (f,g)p = (g, f)p-

3. (f,f)y = 0and (f, f) =0 if and only if f = 0.

If the underlying vector space V is obvious, we usually represent the inner product
without the subscript V, i.e. (f,g). For example, the inner product of the two vectors
f,g € R™ is defined as

n
-
(f,9)= Zfzgz =fg
i=1
Two nonzero vectors x,y are called orthogonal when

<l‘,y> =0,

which we denote as « 1 y. A vector x is orthogonal to a subset & C V, denoted by z L &,
if it is orthogonal to every element of 5. The orthogonal complement of §, denoted by
8+, consists of all vectors in V that are orthogonal to every vector in 8, i.e.

St={zeV:(vz)=0, Yve 8}

Definition 0.7. A norm | - | is a real-valued function defined on the vector space that
has the following properties:

1. |z| >0, and |z| = 0 if and only if z = 0.
2. ||az| = |a||z| for any scalar «.

3. Triangular inequality: |z + y| < ||z + |y|| for any vectors x and y.
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The Ip Norms

The family we use throughout is the [, norms, written | - [,. For x € R" and p > 1,

n 1/p
], = (Z m\p> , (0.3)

with the limiting case |z],, = lim, , ||z]l, = max; |z;|. The cases p = 1, p = 2 and
p = oo account for nearly every norm in this book: | - |, is the induced norm of the
Euclidean inner product, | - ||; is the sparsity-promoting surrogate of the discussion of

convexity, and || - | o, is the dual norm of | - |;, as Table 3 records.

The first two norm axioms are immediate from Equation 0.3. The third is Minkowski’s
inequality, |z + y[, < ||lzll, + |y[, for p > 1, which is where the restriction on p enters.

It is worth seeing that the restriction is real rather than a technicality. Define [z, by
Equation 0.3 for some 0 < p < 1 — say p = 1/2 — and take

Then |lz[; /2 = [lyl1 /2 = 1, while

2
lz +yl1 /2 = (112 + 11/2) =4>2=|z]y)5 + [yll/2,

so the triangle inequality fails and | - [; 5 is not a norm. The geometric statement of the
same fact is that the set {z : |z, < 1} is convex for p > 1 and non-convex for p < 1, its
faces bending in towards the origin. Such || - |, are called quasi-norms, and they satisfy
the triangle inequality only up to a constant.

The non-convexity is exactly why they are used. The count of non-zero entries, written
||, is the quantity one actually wants to minimise in a sparse recovery problem, and
minimising it is combinatorial. The quasi-norms with p < 1 approximate || - |, better
than | -||; does — at the price of the convexity that makes | - ||; tractable. That trade
is the subject of a large literature, and the discussion of convexity explains what is lost
when convexity goes.

From the inner product, we can obtain the so-called induced norm:

|z = v/ (z,2).

Similarly, the definition of the metric in the metric space section informs us that a norm
in a vector space 1V induces a metric, i.e.

10
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d(l‘,y): ”:E_y”a fUa?JEV

The norm and inner product in a vector space have special relations. For example, for
any two vectors z,y € V, the following Cauchy—Schwarz inequality always holds:

(@, m)| <[]yl (0.4)

The proof is short enough to give, and the argument — minimise a quadratic that is
non-negative by construction — recurs throughout the book.

Proof. If y = 0 both sides vanish, so assume y # 0 and take the real case. For every
teR,

0 < ]z —ty|? = |l=]* — 2t¢w, y) + 2]y|>.

The right-hand side is a quadratic in ¢ that is never negative, so its discriminant cannot
be positive: 4(x,y)? — 4|z|?|y|? < 0, which is Equation 0.4. Equivalently, substituting
the minimiser t* = (z,y)/|y||* gives 0 < |z]? — (z,y)?/|y|*. For a complex inner product
the same argument runs with ¢ chosen to align the phase of (x,y). This concludes the
proof. O

Equality holds if and only if |z — t*y| = 0, that is if and only if z and y are linearly
dependent. One consequence is that the induced norm really is a norm: expanding
|z +y|? = |z]|* + 2(z,y) + ||ly|* and bounding the middle term by Equation 0.4 gives
|z + y)|? < (J]z]| + |y[))?, which is the triangle inequality.

Banach and Hilbert Space

An inner product space is defined as a vector space that is equipped with an inner product.
A normed space is a vector space on which a norm is defined. An inner product space
is always a normed space since we can define a norm as || f| = /(f, f), which is often
called the induced norm. Among the various forms of the normed space, one of the most
useful normed spaces is the Banach space.

Definition 0.8. The Banach space is a complete normed space.

11
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Here, the “completeness” is especially important from the optimization perspective, since
most optimization algorithms are implemented in an iterative manner so that the final
solution of the iterative method should belong to the underlying space J. Recall that
the convergence property is a property of a metric space. Therefore, the Banach space
can be regarded as a vector space equipped with desirable properties of a metric space.
Similarly, we can define the Hilbert space.

Definition 0.9. The Hilbert space is a complete inner product space.

We can easily see that the Hilbert space is also a Banach space thanks to the induced
norm. The inclusion relationship between vector spaces, normed spaces, inner product
spaces, Banach spaces and Hilbert spaces is illustrated in Figure 1.

Reproducing Kernel Hilbert Space
Il
/ Ji \

Banach
Space

Inner Product
Space

Hilbert Space

Normed Space
\\\YectorSpace 4///

Figure 1.: RKHS, Hilbert space, Banach space, and vector space.

As shown in Figure 1, the Hilbert space has many nice mathematical structures such
as inner product, norm, completeness, etc., so it is widely used in the machine learning
literature. The following are well-known examples of Hilbert spaces:

e 12(Z): a function space composed of square summable discrete-time signals, i.e.

1*(2) = {UC ={z 7 | i |z < OO}-

l=—00

Here, the inner product is defined as

<IE, y)j—[ = Z xllTl? VIE, Yy € H. (05)

l=—00

o L?(R): a function space composed of square integrable continuous-time signals, i.e.

L2(R) = {ac(t) | /OO o(t)|2dt < oo}.

—00

12
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Here, the inner product is defined as

(@) = [ (et (0.6)

Among the various forms of the Hilbert space, the reproducing kernel Hilbert space
(RKHS) is of particular interest in the classical machine learning literature. Here, the
readers are reminded that the RKHS is only a subset of the Hilbert space as shown in
Figure 1, i.e. the Hilbert space is more general than the RKHS.

What distinguishes an RKHS is that pointwise evaluation is well behaved. In a general
function space, two functions can be close in norm yet differ wildly at a given point —
in L2(R) the value f(z) at a single = is not even defined, since changing f on a set of
measure zero changes nothing.

Definition 0.10. A Hilbert space A of functions f : X +— R is a reproducing kernel
Hilbert space if for every € X the evaluation functional §, : f  f(z) is bounded, that
is if there is a constant C,, with |f(x)| < C,|f| 4 for all f € J.

Boundedness is the whole of the definition, and the familiar machinery follows from it.
By the Riesz representation theorem a bounded linear functional is an inner product
against some element, so for each = there exists k, € J with

which is the reproducing property. Writing k(z,y) = k,(x) = (k,,k,)4 defines the

reproducing kernel, a symmetric function that is positive definite: for any points 4, ..., z,,
and any coefficients ¢4, ..., c,,,
2
i, i H

The Moore—Aronszajn theorem is the converse, and it is what makes the notion useful:
every symmetric positive-definite k arises this way from exactly one RKHS. One may
therefore choose a kernel and never construct the space at all, which is the content of the
“kernel trick” — the Gaussian kernel k(z,y) = exp(—|z — y|?/20?) being the standard
example, with the polynomial kernel k(x,y) = ((x,y) + ¢)? the other common one. The
Gaussian kernel’s RKHS is infinite-dimensional, so a finite inner product computation
stands in for one in a space that cannot be written down.

13
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Basis and Frames

The set of vectors {zy,--, 2} is said to be linearly independent if a linear combination
denoted by

al.'ljl + a2.'132 + + akxk = 0

implies that

The set of all vectors reachable by taking linear combinations of vectors in a set & is
called the span of 8. For example, if § = {z,;}¥ |, then we have

k
span(§) = {Z a;z;, Vo, € IR} :
=1

A set B = {b;}", of elements (vectors) in a vector space V is called a basis, if every
element of V may be written in a unique way as a linear combination of elements of 3,
that is, for all f € V, there exists unique coefficients {c;} such that

f= icibi.

i=1

A set B is a basis of V if and only if every element of B is linearly independent and
span(B) = V. The coefficients of this linear combination are referred to as expansion
coefficients, or coordinates on B of the vector. The elements of a basis are called basis
vectors. Any two bases of the same vector space have the same number of elements,
and that number is the dimension dim V. So the phrase “m-dimensional space” means
exactly that every basis of it has m elements, and a set of more than m vectors in it
is necessarily dependent. For example, when V = R?, the following two sets are some

Wbl R

For function spaces, the number of basis vectors can be infinite. For example, for the
space V. composed of periodic functions with the period of T', the following complex
sinusoidals constitute its basis:

s 27t

B={pnO}7 o, wnlt)=e"7,

14
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so that any function z(t) € V» can be represented by

dt)= S anpnld)

n=—oo

where the expansion coefficient is given by

1 *
%=Téwwmw.

In fact, this basis expansion is often called the Fourier series.

Unlike the basis, which leads to the unique expansion, the frame is composed of redundant
basis vectors, which allows multiple representations. For example, consider the following

frame in R?:
= (i 1.1}

Then, we can easily see that the frame allows multiple representations of, for example,
x =[2,3]" as shown in the following:

T = 20 + 3vy = vy + 2v3.
Frames can also be extended to deal with function spaces, in which case the number of
frame elements is infinite.

Formally, a set of functions

P = [¢k]ker — [ ¢k71 ¢k ]

in a Hilbert space H is called a frame if it satisfies the following inequality:

ol fI2 < ST 612 < BIFR. Vi€ H, 0.8)

kel

where «, 8 > 0 are called the frame bounds. If & = 3, then the frame is said to be tight.
In fact, an orthonormal basis is a special case of a tight frame with a = § = 1, which is
Parseval’s identity. A general basis need not be a frame at all.

The frame inequality says a redundant expansion loses nothing; what makes it usable is
that the expansion can be inverted. Collect the frame vectors as the analysis operator ® :
H = P(T), (®f), = (f, ¢p), whose adjoint ®* is the synthesis operator ®*c = > CuPr-
Their composition is the frame operator

15
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S=0'®,  Sf=> (f, )¢ (0.9)

kel

In this notation the frame inequality reads al < S < 51, so the lower bound « > 0 is
exactly the statement that S is invertible. Setting ¢, := S~1¢,, the canonical dual frame,
and applying S~! to Equation 0.9 gives the reconstruction formula

F=Y (f o0 = _(f )0 (0.10)

kel kel

For a tight frame S = «l, so d;k = a !¢, and the formula collapses to
f=at > (fsék)dp — no inverse to compute. This is why tight frames are
the ones worth constructing, and with o = 1 it is the ordinary orthonormal expansion.

Note that Equation 0.10 is not the only expansion of f: when the frame is redundant the
coeflicients are not unique, and the canonical dual is the choice that gives the coefficient
sequence of least 2 norm. Choosing a different expansion — the sparsest rather than the
smallest — is the starting point of sparse coding.

Some Matrix Algebra

In the following, we introduce some matrix algebra that is useful in understanding the
materials in this book.

A matriz is a rectangular array of numbers, denoted by an upper case letter, say A. A
matrix with m rows and n columns is called an m X n matrix given by

aj;  Gp2 A1n
A= |G OG22 Gan
Am1 Gm2 Ao,

The k-th column of matrix A is often denoted by a;. The maximal number of linearly
independent columns of A is called the rank of the matrix A. It is easy to show that

Rank(A) = dim span ([a;, -, a,]) -

The trace of a square matrix A € R™*™, denoted Tr(A) is defined to be the sum of
elements on the main diagonal (from the upper left to the lower right) of A:

Tr(A) = i a;; -
=1

16
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Definition 0.11. The range space of a matrix A € R™*", denoted by R(A), is defined
by R(A) := {Ax | Vz € R"}.

Definition 0.12. The null space of a matrix A € R™*™, denoted by N (A), is defined by
N(A) :={zx € R" | Ax = 0}.

A subset of a vector space is called a subspace if it is closed under both addition and
scalar multiplication. We can easily see that the range and null spaces are subspaces.
Moreover, we can show the following fundamental property:

RA:=N(A), NAL=RA"). (0.11)

Both identities follow from the definitions in one line. A vector y is orthogonal to R(A)
exactly when (y, Az) = 0 for all z, and since (y, Az) = (A 'y, z), that holds for all z
precisely when Ay = 0. The second identity is the first applied to A" .

These are the four fundamental subspaces of A € R™*™. Writing r = rank(A), their
dimensions are

dim R(A) = dim R(A") = r, dimN(A) =n—r, dimN(A") =m—r. (0.12)

The first equality — that the column rank and the row rank agree — is what lets one speak
of the rank at all. The second is the rank—nullity theorem, dim R(A) + dim N (A) = n:
every dimension of the domain is either mapped somewhere or collapsed.

Together with Equation 0.11, Equation 0.12 says that A splits its domain and codomain
into orthogonal pieces,

R"=R(AH@N(A), R*"=RASNA"), (0.13)

and that A maps the r-dimensional R(A") bijectively onto the r-dimensional R(A) while
sending N (A) to zero. This is the picture behind the pseudo-inverse of the pseudo-
inverse: inverting the bijective part is the most that can be asked of a matrix that is not
invertible.

If a vector space V is Hilbert space, then it is known that for a subspace § € ¥V and the
vector y € V, the point in § that is closest to y exists and is unique, and given by

v="Psy

where Pg is the projector associated with the subspace §. In particular, if the subspace
S has a basis B, then the projector for & is given by

17
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Ps=B(B'B)"'B'.
The eigen-decomposition of a square matrix is defined as follows.

Definition 0.13. A (nonzero) vector v € C" is an eigenvector of a square matrix
A € C™*™ if it satisfies the linear equation

Av = A,
where X is a scalar, termed the eigenvalue corresponding to v.

Equivalently, A is an eigenvalue when A — A is singular, so the eigenvalues are the roots
of the characteristic polynomial det(A — AI) = 0. An n x n matrix therefore has n
eigenvalues over C, counted with multiplicity.

If A has n linearly independent eigenvectors, collecting them as the columns of V' and the
eigenvalues into a diagonal A turns the n equations Av, = \;v, into the single statement
AV =VA, and V is invertible, so

A=VAV L (0.14)

Such an A is called diagonalisable. Not every matrix is: the independent eigenvectors may
be fewer than n, as for [} 1], which has the single eigenvalue 1 and only one eigenvector
direction.

The symmetric case is both better behaved and the one we need. The spectral theorem
states that a real symmetric A = A" — or a Hermitian A = A¥ in the complex case
— is always diagonalisable, its eigenvalues are real, and its eigenvectors can be chosen
orthonormal, so that Equation 0.14 becomes

A=UAU", U'u=1I (0.15)

This is the statement that gives meaning to the ordering of eigenvalues used for positive
semidefinite operators later in this chapter, and it connects the eigen-decomposition to the
SVD defined next: A" A is symmetric and positive semidefinite for any A, its eigenvectors
are the right singular vectors of A, and its eigenvalues are the squared singular values,
A\ (AT A) = 0,(A)2. The matrix norms defined below are written in exactly that form.

We now define the singular value decomposition (SVD) of A.

18
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Theorem 0.1. If A € C™*™ is a rank r matriz, then there exist matrices U € C"™*" and
V e C"™" such that URU = VHEV = I, and A= USVE | where B denotes the conjugate
transpose, 1, is the r x r identity matriz and X is an r X r diagonal matriz whose diagonal
entries, called singular values, satisfy

0-120-22"‘20-T>0.

The decomposition can be written as

o, 0 -« 0
0 oo "
A=uy - u) : 02 w0 [vy - ”r]T:Z%“k”;v
0 - 0 o k=1

T

where u;, and vy, are called left singular vectors and right singular vectors, respectively.

Using the SVD, we can easily show the following:
Priay =UU", Pyyry=VV'

The Moore—Penrose Pseudo-inverse
The decomposition Equation 0.13 says that A is a bijection from R(A") onto R(A), and

inverting that bijection is what the pseudo-inverse does. In terms of the compact SVD
A=USVT,

-
1

At=vs iUt =) J—vku; (0.16)

which is well defined because ¥ collects only the r non-zero singular values. When A is

invertible, At =A7L

Applying Equation 0.16 to the projectors obtained above gives

ATA=VVT =24, AAT=UUT = Py, (0.17)

so neither product is the identity unless the corresponding null space is trivial. These
two identities are half of the four Penrose conditions, which characterise AT uniquely as
the matrix X satisfying

AXA=4, XAX=X, (AX)T=AX, (XAT=XA  (0.18)
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The reason the pseudo-inverse appears throughout inverse problems is the following.
Consider min, || Az — b||3, which need not have a unique solution and, if b ¢ R(A), has
no exact one. The residual is smallest when Az is the projection of b onto R(A), and
among all z achieving it, adding any element of N (A) changes nothing. Then

= Afp

is the unique minimiser lying in R (AT), i.e. the least-squares solution of smallest norm.
This is the first example in the book of a problem with no unique answer being made
well posed by choosing among the solutions, and Equation 0.16 shows the price: the
small singular values sit in a denominator, so a o, near zero amplifies whatever noise b
carries in the direction w,. Every regularisation scheme in later chapters is, in one way
or another, a response to that.

Using the SVD, we can define the matrix norm. Among the various forms of matrix
norms for a matrix X € R™*", the spectral norm | X||, and the nuclear norm | X||, are
quite often used, which are defined by

HX||2 = Umax(X) = (Amax(XTX))l/za
1 X1, = Z%(X) =) (X)),

)

where o, (-) and A, () denote the largest singular value and eigenvalue, respectively.

The following matrix inversion lemma is quite useful.

Lemma 0.1.

(I+UCv)y =1—U(c +VvU) Y,
-1 41 -1 1 —17\ "1 -1 (0.19)
(A+UCV) ' =A"—ATU(CT +vATIU) VAT

Kronecker Product

In mathematics, the Kronecker product, sometimes denoted by ®, is an operation on
two matrices of arbitrary size resulting in a block matrix. The formal definition is given
as follows.

Definition 0.14. If A is an m X n matrix and B is a p X ¢ matrix, then the Kronecker
product A ® B is the pm x gn block matrix:

apnB - a,B
A®B = :
a,B - a,,B
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The Kronecker product has many important properties, which can be exploited to simplify
many matrix-related operations. Some of the basic properties are provided in the following
lemma. The proofs of the lemmas are straightforward, which can easily be found from a
standard linear algebra textbook.

Lemma 0.2.
A®(B+(C)=A®B+AC.

(B+C)®@ A=B@A+C®A
A® B+ B® A.
(A®B)®@C=A® (BaC).
(A®B)T =A" @ B'.

(A® B '=A"'® B

(0.20)

Lemma 0.3. If A, B,C and D are matrices of such a size that one can form the matriz
products AC' and BD, then

(A® B)(C ® D) = AC ® BD. (0.21)

One of the important usages of the Kronecker product comes from the vectorization
operation of a matrix. For this we first define the following two operations.

Definition 0.15. If A= [a; - a,] € R™", then
ay
Vec(A) = € R™™,
aTL

UnVec(Vec(A)) = UnVec (

)-

From these definitions, we can obtain the following two lemmas which will be extensively
used here.

Lemma 0.4. For the matrices A, B,C with appropriate sizes, we have

Vec(CAB) = (B" ® C)Vec(A), (0.22)

where Vec(-) is the column-wise vectorization operation.
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Lemma 0.5. For the vectors x € R™,y € R™, we have
Vec(zy") = (y @ I,,,)z,

where I, denotes the m x m identity matrix.

Proof. By plugging C = 1,,,A =x and B = y' into Equation 0.22, we conclude the
proof. O

Matrix and Vector Calculus

In computing a derivative of a scalar, vector, or matrix with respect to a scalar, vector,
or matrix, we should be consistent with the notation. In fact, there are two different
conventions: numerator layout and denominator layout. For example, for a given scalar

y and a column vector x = [z1,-+,z,]" € R", the numerator layout has the following
convention:
dzy
Oy _ oy . oyy Oz _ | %
or - [0z, oz, |’ 6y - 89'% ’
9y

implying that the number of the row follows that of the numerator. On the other hand,
the denominator layout notation provides

dy
1)
9y _ |0 32_[% .o Oz]
- . M - 9
ox By y 9y %y
ox

n

where the number of resulting rows follows that of the denominator. Either layout
convention is okay, but we should be consistent in using the convention.

Here, we will follow the denominator layout convention. The main motivation for using
the denominator layout is from the derivative with respect to the matrix. More specifically,
for a given scalar ¢ and a matrix W € R™*", according to the denominator layout, we
have

de Owy owy,,
— | : -~ i | eRmm (0.23)
ow dc dc

ow T Bw

ml mmn

Furthermore, this notation leads to the following familiar result:
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T T

Accordingly, for a given scalar ¢ and a matrix W € R™*™, we can show that

& := UnVec

ac E |Rm><n
oW - OVec(W)

Y

in order to be consistent with Equation 0.23. Under the denominator layout notation,
for given vectors x € R™ and y € R™, the derivative of a vector with respect to a vector
is given by

% v Oun
o T Oxq

a—y = | ermn (0.25)
x Oy .. Oyn
ox,, oz,

Then, the chain rule can be specified as follows:

dc(g(w)) _ Oudg(u) Oc(g)
ox or Ou 0g

(0.26)
Equation 0.24 also leads to

0Ax

o= Al (0.27)

Finally, the following result is useful.
Lemma 0.6. Let A € R™*™ and x € R™. Then, we have

0Azx

Vec(d) ~ L& Lm:

Proof. Using Lemma 0.4, we have Az = Vec(Az) = (2" ® I,,,)Vec(A). Thus,

0Axz  O(z' ®1,,)Vec(A)
OVec(A) OVec(A)
=" ®l,)’

=x®1,,

where we use Equation 0.24 and Equation 0.20 for the second and the third equalities,
respectively. Q.E.D. O
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Lemma 0.7. Let x,a and B denote vectors and a matriz with appropriate sizes, respec-
tively. Then, we have

Ox'a Oa'z

ox oz
oz B
x@x - = (B+B')z.

For a given scalar function ¢ : x € R™ i+ R, the derivative is often called the gradient,
which can be represented by the denominator layout:

or N
Vé.f%eﬂ%.

Elements of Convex Optimization

Some Definitions

Let X,Y and Z be non-empty sets. The identity operator on A is denoted by J,
ie. Jx =x,Vo € H. Let D C H be a non-empty set. The set of the fixed points of an
operator 7 : D+ D is denoted by

FixT ={x €D | Tz = z}.

Let X and Y be real normed vector space. As a special case of an operator, we define a
set of linear operators:

B(X,Y)={T : X+~ Y| T is linear and continuous}

and we write B(X) = B(X,X). Let f: X+ [—00, 0] be a function. The domain of f

is
domf = {z € X|f(x) < o0},

the graph of f is

graf = {(z,y) € X x R|f(x) =y},

and the epigraph of f is
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epif = {(z,y):x € X,y € Ry > f(z)}.

The indicator function vo : X +— [—00,00] of € C X is defined as

0, ifxzecd,
e (@) ={

oo, otherwise.

We often use another definition of the indicator function:

1, ifxed,
X@(CE) = 0

otherwise.

The support function of a set € is defined as

Se(z) = sup{(z,y)|y € C}.

An affine function is denoted by

x=>Tx+b, zeX,yely, T eBXY).

A function f is called lower semicontinuous at x if for every € > 0 there exists a
neighbourhood U of z, such that f(x) > f(z,) — e for all € . This is expressed as

liminf f(z) > f(z,).

T

A function is lower semicontinuous if and only if all of its lower level sets {z € X : f(z) <
a} are closed. Alternatively, f is lower semicontinuous if and only if the epigraph of f is
closed. A function is proper if —oo ¢ f(X) and domf # ().

f(z)
\\epif/
(a) (b)

Figure 2.: Epigraphs for (a) a lower semicontinuous function, and (b) a function which is
not lower semicontinuous.

A self-adjoint operator A : H +— H is positive semidefinite if and only if
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(x,Ax) >0, VzrelH.

A self-adjoint operator A : H +— H is positive definite if and only if

(x, Az) >0, Vxe H\{0}.

For simplicity, we denote A > 0 (resp. A > 0 ) for positive semidefinite (resp. positive
definite) operators. If A : C* = C”, then 57, and S denote the set of n x n positive
definite and positive semidefinite matrices, respectively. Here, the eigenvalues of positive
semidefinite (resp. positive definite) are all real and non-negative (resp. positive).

Convex Sets, Convex Functions

A function f(x) is a convex function if domf is a convex set and

f(O0xy + (1 —=0)xy) <Of(zy) + (1—0)f(zs)

for all z;,2, € domf, 0 <0 < 1. A convex set is a set that contains every line segment
between any two points in the set (see Figure 3). Specifically, a set € is convex if
xy, 2Ty € C, then Oz, + (1 — )z, € C for all 0 < § < 1. The relation between a convex
function and a convex set can also be stated using its epigraph. Specifically, a function
f(z) is convex if and only if its epigraph epif is a convex set.

Non-convex set

Convex function

Convex set

Figure 3.: A convex set and a convex function.
Convexity is preserved under various operations. For example, if {f;},c; is a family of

convex functions, then, sup,_; f; is convex. In addition, a set of convex functions is closed
under addition and multiplication by strictly positive real numbers. Moreover, the limit
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point of a convergent sequence of convex functions is also convex. Important examples of
convex functions are summarized in Table 1.

Table 1.: Examples of convex functions.

Name f(x)
exponential e, VaeR
quadratic over 22y, (z,y) ERxR
linear
2 .
Huber function { [=*/21, %f NG
2= /2, it Jo] > p

relative entropy
indicator function
support function
distance to a set
affine function
quadratic function

P-norms
l-norm

max function
log-sum-exponential
Gaussian data
fidelity

Poisson data
fidelity

spectral norm
nuclear norm

ylogy —ylogz, (z,y) e R, xR |
te(x), C: convex set

Se(x) =sup{(z,y)|ly € C}

d(z,8) = infcs |z — y]

Te+b, z€R"

z'Qz/2, x€R",QEeS,

lel, = (3, lagl?) ", p = 1

[#]o = max; |z

max{wl,---,mn}
log (Z?:l ewi>, z = (z,,,z®) R
”y_A:E”2> reH

(1, Az) — (y,log(Ax)), zeR",1=(1,-,1)€R"

[ X0z = ma(X) = Apax (X X))2, X € R™*7
|1, =32, 04(X) = 3, ((XT X)) 2, X e R

A function f is concave if —f is convex. It is easy to show that an affine function
f(xz) = Az + b is both convex and concave. Examples of concave functions that are often
used in this textbook can be found in Table 2.

Table 2.: Examples of concave functions.

Name f(z)

powers ¢, 0<p<1l, weR,,
1

geometric mean (H:”: . xl) "

logarithm logz, weR,,

log determinant logdet(X), XeS, .
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Subdifferentials

The directional derivative of f at x € domf in the direction of y € A is defined by

0.28
al0 (0% ( )

if the limit exists. If the limit exists for all y € J, then one says that f is Gateauz
differentiable at x. Suppose f’(z;-) is linear and continuous on # . Then, there exist a
unique gradient vector V f(x) € H such that

[ (zy) =y, Vf(x)), Yyel.

If a function is differentiable, the convexity of a function can easily be checked using the
first- and second-order differentiability, as stated in the following:

Theorem 0.2. Let f : H + (—o0, 00| be proper. Suppose that domf is open and convez,
and f is Gateaux differentiable on domf. Then, the following are equivalent:

1. f is conver.
2. (First-order): f(y) > f(z)+ (y —z,Vf(z)), Vz,yeH.
3. (Monotonicity of gradient): (y —x,Vf(y) —Vf(z)) >0, Vz,yelX.

Theorem 0.2 uses the gradient only. When f is twice differentiable there is a second
characterisation, and it is usually the one that settles a concrete case.

Theorem 0.3. Let f be twice differentiable with domf open and convex. Then f is
convez if and only if its Hessian is positive semidefinite everywhere,

V2f(z) = 0, Vz € domf. (0.29)

On the real line this reads f”(z) > 0, the familiar test. Two cautions about the strict
version. If V2f(x) = 0 everywhere then f is strictly convex, but the converse fails:
f(x) = a* is strictly convex while f”(0) = 0. And strict convexity is weaker than strong
converity, which asks for V2 f(x) = ul with g > 0 — a uniform curvature bound that
strict convexity does not provide, and the hypothesis under which gradient descent
converges at a linear rate.

As an example, take the quadratic f(z) = %xTQx — b'z with Q symmetric. Here
Vf(xz) =Qx —band V2f(z) = Q, so f is convex exactly when @ > 0, strongly convex
exactly when @ > 0, and in that case the minimiser is the solution of Qx = b. By
Equation 0.15 the eigenvalues of () decide all three questions at once.
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If the convergence in Equation 0.28 is uniform with respect to y on bounded sets, i.e.

i &+ Y) — fl2) — (g, Vi)

=0, 0.30
oms vl (0.30)

then f is Frechet differentiable and V f(x) is called the Frechet gradient of f at z. If f is
differentiable and convex, then it is clear that

x € argmin f < Vf(x) =0.

However, if f is not differentiable, we need a more general framework to characterize the
minimizers. The sub-differential of f is a set-valued operator defined as

Of(x) ={ueH: fly) = f(x) +{y—z,u), VyeIH}. (0.31)

The elements of sub-differential Jf(x) are called sub-gradients of f at x. Another
important role of the subdifferentials comes from Fermat’s rule that characterizes the
global minimizers (Figure 4):

Theorem 0.4. Let f : H + (—o0, 00| be proper. Then,

argmin f = zer0f = {x € H | 0 € 0f(z)}. (0.32)
f(x) : differentiable flz) =|=|
Vi) =0 0 € af(0)
af(0) = [-1,1]

9f(x) ={V ()}

Figure 4.: Fermat’s rule for the global minimizer.
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Convex Conjugate

A convex conjugate or conver dual is very important concept for both classical and modern
convex optimization techniques. Formally, the conjugate function f* : H + [—o0, 00| of
a function f: H + [—o0, 0] is defined as

£*(u) = sup {{u, ) — (). (0.33)

PS4

The transform in Equation 0.33 is often called Legendre-Fenchel transform.

Figure 5(a) shows a geometric interpretation of the convex conjugate when A = R. For
example, when f(z) = 22 — z, the convex conjugate f*(u) at u = 1 is the maximum
difference between g(x) = x and f(x) = x%2—x, which occurs at = 1 in this example. The
difference is also equal to the magnitude of the y-intercept of the supporting hyperplane
of f(z) at x = 1. Figure 5(b) shows another intuitive example. Here, f(z) = bz + c.
In this case, the difference between the line g,(z) = u;z and f(z) becomes infinite at
x — —oo. Similarly, the difference between the line g,(x) = u,z and f(z) becomes
infinite at £ — co0. Only when v = b does the maximum distance become finite, and it is
then equal to —c. Therefore, the convex conjugate of f(z) = bx + ¢ is

—c, u="»b
JM(U):{OO’ u%l;

Table 3 summarizes these findings for a variety of functions that are often used in
biomedical imaging applications.

9(x) = (u, z) 92(2) = us
flz) =22z flx)y=bx+ec

Supporting
Hyper-plane g1 (;E) =ur

:

(a) (b)

Figure 5.: (a) Geometry of convex conjugate. (b) Examples of finding convex conjugate
for f(z) =bx + c.
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Table 3.: Examples of convex conjugate pairs used often in biomedical imaging problems.

f(x) dom 7 (u) dom *
flax) D f*(u/a) D
f(x+0) D [ (u) — (b, u) D
af(x),a>0 D af*(u/a D
—c u=">
br +c D ’ b
{—l—oo, u#tb {8}
1/x R, ., —2y/—u —R,
—logx Ry —(1 + log(—u)) —Ryy
zlogx R, et R
V14 z? R —V1—u? [—1,1]
e’ R ulog(u) —u R,
log(1 + €*) R ulog(u) + (1 —u)log(l —u) [0, 1]
—log(1 —e") R__ ulog(u) — (1 4 u)log(1 + ) R,
[z]? lul? 1 1
o P> 1 R syt = 1 R
(4 R { {uecR™:
© e >1 Juloe < 1)
b -
(a,z) +b R™  u=a {a} CR™
00, uFa
301Qr, QeS,, R™ u' Q u R
to(x) c Sc(u) H
log (Zi:1 e“i) R™ D ugloguy, >0 u; =1 N
—logdet X Sn. log det(—U)™' —n —sn,

Here, D C A and we use the interpretation 0log0 = 0. It is clear that f* is convex since

f* is a point-wise supremum of a convex function of y. In general, if f : H > [—o0, 0],
then the following hold:

1. For a € R, we have

(af)* = af*(-/a). (0.34)

2. Fenchel-Young inequality:

f(@) + f*(y) > (y,x), Va,ye€H. (0.35)

3. Let f, g be proper functions from H to (—oo,oc]. Then,

flx)+g(x) > —f"(u) —g*(—u), Vr,ueclH. (0.36)
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If f is convex, proper, and lower semicontinuous, then the following properties hold:

=1

y€0f(x) = fla)+ () = (z,9) <> z € If*(y). (0.37)

Lagrangian Dual Formulation

Perhaps one of the most important uses of convex conjugate is to obtain the dual
formulation. More specifically, for a given primal problem (P),

(P): min f(z) +g(z),

we can obtain the associated dual problem using Equation 0.36:

(D):  —minf*(u) +g*(~u).

The gap between the primal and dual problem is called the duality gap.

Example 0.2 (Dual for Composite Function). For the given primal problem:

(P): min f(x)+ g(Az), (0.38)

reR™

with A € R™*™ the dual problem is given by

(D) : — min f*(ATu) + g*(—u).

ueR™

Proof. Note that (P) is equivalent to the following constraint minimization problem:

minf(z) + g(y)

"I;My

subject toAx =y,

which provides

min f(z) + g(Az) > min f(z) + g(y) +u' (Az) —u'y
= min{f(z) + (4"w)"z} + min{g(y) —u'y}

= —f(=A"u) = g* (),
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where the first line drops the constraint Ax = y, so the relaxation is a lower bound for
every u, and the second line holds with equality because the minimisation separates in x
and y.

Since this holds for every u, taking the supremum gives
max —f*(—A"u) — g*(u) = — min f*(—A"u) + g*(u),
ueR™ weR™M
and substituting u < —u yields the dual problem
— min f*(A"u) + g*(—u).
ueR™
This concludes the proof. ]

Example 0.3 (Quadratic Programming under Affine Constraint). Consider the following
optimization problem:

1
P : min imTaz subject to b= Ax

with A € R™*". Now, we define € = {0} such that b — Az € €. Then, the original
minimization problem becomes

1
minie(y) + 2’z
T,y 2
subject toy = b — Ax.

Therefore, we have

1 1
min e (b — Ax) + §$T.CE > min e (y) + ixT:r +u'(b— Ax —y)
z T,y

1
> mintp(y) — u'y + min §xTx —u' Az +u'b
Yy x
1
>min —u'y +min~z'x —u' Az +u'b
ye{o} z 2

1
— —iuTAATu +u'b,

where the last equality comes from z = A" at the minimizer. Hence, the dual problem
becomes

1
D:min —u' AATu —uTb.
ueR™ 2
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Why is this dual formulation useful? Suppose that A is highly ill-posed, say that
n = 1000 and m = 1. Then, the dual problem (D) is a one-dimensional problem which
is computationally much less expensive than the primal problem (P) of the dimension

n = 1000. After the dual solution # is obtained, the primal solution is just & = A" .
We formally define a Lagrangian dual problem.

Definition 0.16. Suppose that a primal problem is given by

minf,(x)
subject tof;(x) <0, i=1,-,n,
h;(x)=0, i=1,-,p

Then, the associated Lagrangian dual problem is defined by

maxg(a, V)
a,v

subject toa > 0,
where a = [ay,-+,,,] and v = [vy,+,v,] are referred to as the dual variables or La-
grangian multipliers, o > 0 implies that each element is non-negative, and the Lagrangian
dual function g(a,v) is defined by

n}

gla,v) = il,;f{fb(w) + Zaifi(x) + Zthj(@} .

=1 =1

Two properties hold with no assumption on the primal problem at all. First, g is concave,
being a pointwise infimum of functions that are affine in («, ) — so the dual problem
is a concave maximisation, hence convex, even when the primal is not. Second, weak
duality: for any feasible x and any o > 0,

p

gla,v) < fo(@*‘zaifi(l’)*'z&hj(x) < folz), (0.39)

j=1

where the first inequality is the definition of the infimum and the second holds because
a;fi(r) <0 and h;(z) = 0 at a feasible z. Taking the best on each side gives d* < p*,
and the difference p* — d* > 0 is the duality gap. This is what makes the dual useful
even when it is not tight: any feasible dual point certifies a lower bound on the primal
optimum.

One of the important findings in convex optimization theory is that if the primal problem
is convex and a constraint qualification holds — for example Slater’s condition, which
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asks that some strictly feasible point exist, i.e. a point x with f;(x) < 0 for all i and
h;(z) = 0 for all j — then we have the following strong duality:

glar,v) = fo(a®), (0.40)

where z* and o*,v* are the optimal solutions for the primal and dual problems, respec-
tively. i.e. the duality gap is zero. Often, the dual formulation is easier to solve than the
primal problem.

When strong duality holds and the functions are differentiable, the primal and dual
optima are characterised by the Karush—Kuhn—Tucker conditions: at z* and (o, v"),

(primal feasibility),

(dual feasibility),
(complementary slackness),
(

stationarity).

V fol +Za*Vf )+ D vy Vhy(at) =
(0.41)

Complementary slackness is the informative one: a constraint that is inactive at the
optimum carries a zero multiplier, so the multipliers say which constraints are actually
binding. For a convex problem satisfying Slater’s condition the KKT conditions are
necessary and sufficient, which turns a constrained problem into a system of equations
and inequalities. Note that stationarity is the constrained analogue of V f = 0, and that
Fermat’s rule of the subdifferential section generalises it to the non-differentiable case.

There is also an interesting geometric interpretation, which will be explained later in this
book.

Written by Jong Chul Ye.
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Part 1.

Optimal Transport, Adversarial and
Latent Variable Models
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1. Statistical Distance and Optimal
Transport

1.1. Overview

A generative model does not produce a single number that we can compare against a
label. It produces a whole distribution, and training it means making that distribution
resemble the distribution the data came from. So before any architecture is discussed,
we need an answer to a prior question: given two probability distributions over the same
space, what does it mean to say that one is close to the other, and how close?

This lecture gives two answers, and they are genuinely different. The first compares
distributions pointwise, through the ratio of their densities; this produces the family
of f-divergences, of which the Kullback—Leibler and Jensen—Shannon divergences are
the members that generative modelling actually uses. The second compares them by
asking how much work it takes to carry the mass of one distribution onto the other;
this produces optimal transport and the Wasserstein distances. The distinction is not
decorative. We will see that when two distributions have disjoint supports — which,
for a generative model of images, is the normal situation rather than an edge case —
every f-divergence is constant and therefore carries no gradient, while the Wasserstein
distance still varies smoothly. That single fact is the reason the GAN literature moved
from the original minimax objective to the Wasserstein one, and it is the reason this
material comes first in the course.

By the end the reader should be able to state and prove what an f-divergence is and
when it is finite, derive the Kullback—Leibler and Jensen—Shannon divergences from their
generators, recognise integral probability metrics as the dual-norm view of the same
problem and estimate one of them from samples, set up both Monge’s and Kantorovich’s
transport problems and say why the first can fail in three different ways, prove Kantorovich
duality in the discrete case and read off from it both the Kantorovich—-Rubinstein form of
W, and the c-cyclical monotonicity of optimal plans, and identify the optimal transport
map between two Gaussians as an instance of Brenier’s theorem.

This chapter assumes the metric space, convexity and duality material of the preliminaries
chapter and does not restate it.
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1. Statistical Distance and Optimal Transport

1.2. Notation

Symbol Meaning

X, Y Polish spaces; the data space and the
latent space

P(X) Borel probability measures on X'

v probability measures; u is the source, v the
target

P,Q the same measures when densities or
masses are meant

vl v is absolutely continuous with respect to
I

dv/dp Radon-Nikodym derivative of v with
respect to p

Typ push-forward of p under the map T'

II(p,v) couplings of p and v

c(z,y) transport cost from x to y

¢° c-transform of the potential ¢

Lip, (&) 1-Lipschitz real functions on X'

Gy generator with parameters 6

Ddata the unknown data distribution

Throughout, log is the natural logarithm and the convention Olog0 = 0 is in force,
justified by continuity of tlogt at ¢t = 0.

1.3. Why the distance between distributions is the question

Fix a latent space Y carrying a simple reference measure v — in practice v = N(0,1) —
and a data space X'. A generator is a measurable map Gy : ¥ — X. It does not model a
density directly. What it gives us is a procedure for drawing samples: take z ~ v and
return Gy(z). The distribution of the result is the image of v under G,, written

tg = Goyv, (1.1)

and made precise in Definition 1.2 below and drawn in Figure 1.1. Training the generator
means choosing 6 so that u, resembles py.., which we only ever see through a finite
sample. So we need a function D(ig, Pyats) that is small exactly when the two agree, and
— this is the part that is easy to forget — whose gradient in 6 points somewhere useful
when they do not.
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1.4. The measure-theoretic minimum

Written out, the whole of generative modelling in this chapter is

m@in D(pg, 1) subject to po = Gouv, (1.2)

the form in which the lecture states it (Ye 2026a, 51) and the one that organises the
geometric reading of GANs due to Lei and co-authors (Lei et al. 2017). Everything that
follows is a choice of D in Equation 1.2, and the chapter is in effect a catalogue of those
choices and of what each one does to the gradient.

There is an obstruction, and it is structural rather than accidental. The support of p,
is contained in Gy(Y), the image of a space of dimension dim Y, which in practice is a
hundred or so. The data are believed to lie near a manifold of similarly low dimension
inside a pixel space of dimension 10° or more. Two such sets, both of measure zero in the
ambient space, generically fail to overlap. Any discrepancy built out of the ratio of two
densities is therefore being asked to compare 0/0 almost everywhere, and we will prove
in Section 1.7 that it responds by saturating at a constant. Keeping that obstruction in
view is what organises the rest of the chapter.

y

po = Gouv

Figure 1.1.: The setting, and the obstruction. The latent measure v on Y is carried by
the generator to y, = Gy,v, which lives on the image G,(4) — the shaded
patch inside X', not all of it. The data measure p sits elsewhere on the same
low-dimensional set. Two such supports generically fail to overlap, which is
why a discrepancy built from a ratio of densities has nothing to compare.
From the course slides (Ye 2026a, 10).

1.4. The measure-theoretic minimum
This section fixes three definitions that the rest of the chapter uses without further

comment. It is deliberately brief; the preliminaries chapter treats measure and integration
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properly.

Definition 1.1 (Absolutely continuous measure). Let p and v be measures on a measur-
able space (2, ). We say v is absolutely continuous with respect to u, written v < p, if
1(A) = 0 implies v(A) = 0 for every A € F.

The condition says that v cannot put mass where p puts none. It is the exact hypothesis
under which a density of v with respect to u can exist, which is the content of the next
theorem. Figure 1.2 contrasts the two cases.

(a) vy fails b) vpu
14 1%
Iz /\ 1z
» X / \ > X
—
A: u(A)=0, v(A)>0 every null set of y is a null set of ¢

Figure 1.2.: Absolute continuity. In (a) the measure v charges a region that p does not,
so no density of v against p can exist there and v<<u. In (b) the support of
v sits inside that of 4 and v < pu.

Theorem 1.1 (Radon—Nikodym). Let A and v be o-finite measures on (Q,F) with
A K v. Then there is a non-negative F -measurable function g on 2, unique up to v-null
sets, such that

AMA) = /gdu, AeT. (1.3)
A

The function g is written dA\/dv. A proof is given in Section 1.16 rather than here,
because the argument is self-contained but long enough to interrupt the development. An
ordinary probability density function is the special case in which v is Lebesgue measure:
writing p = dP/dx recovers P(A) = pr(a;) dz.

Definition 1.2 (Push-forward of a measure). Let (X', 3B;) and (X5, B,) be measurable
spaces, f a measure on the first, and T : X'y — X5 measurable. The push-forward Ty 1
is the measure on B, defined by

(Typ)(A) = p(T7H(A)) = p({z : T(x) € A}). (1.4)
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1.4. The measure-theoretic minimum

Read Equation 1.4 as a statement about sampling: if z ~ p then T'(z) ~ T, u. For a
generator this is exactly Equation 1.1, and it is worth noting what the definition does
not require. There is no inverse of T anywhere in it — only the preimage of a set, which
exists for any map — and no density. A generator that collapses a whole region of latent
space to one image is perfectly well described.

G, '(A)

I3

Go

ZOCATNE VR

A

latent space Y, v data space X, pp=Gopv

Figure 1.3.: What the definition says, drawn. The mass p, assigns to a region A is
by definition the mass v assigns to the latent codes that land in A, so the
preimage G,'(A) — a set, not an inverse map — is the only thing the
construction needs.

Figure 1.3 is Equation 1.4 with the sets drawn in.

The following lemma is used repeatedly and is never stated in the lecture, so we prove
it.

Lemma 1.1 (Change of variables). Let T': X'y — X5 be measurable and let h : X5 —
[0, 00] be measurable. Then

/ hd(T#,u):/ (hoT)dp. (1.5)
X

2 xl

Proof. Take first h = 1, for A € B,. The left-hand side is (T, p1)(A), which is p(T~'(A))
by Equation 1.4. The right-hand side is [ 1,(T(z)) du(z), and 1,(T(x)) = 17-1(4)(),
so it is also u(T~1(A)). The two sides agree.

By linearity of the integral they agree for non-negative simple functions. For general
measurable h > 0 choose simple h,, T h pointwise; then h, o T 1 h o T pointwise, and
monotone convergence applied on each side gives the result. An integrable h of arbitrary
sign follows by splitting into A" and h™. O

In particular, taking h to be a cost function turns an integral against a push-forward
measure into an integral against the original one; this is the step that makes Monge’s
problem in Section 1.10 computable at all.
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1.5. Metrics and divergences are not the same thing

Definition 1.3 (Metric). A metric on a set X is a function d : X' x X' — R such that
for all x,y,z € X

Definition 1.4 (Divergence). A divergence on P(X) is a function D : P(X) x P(X) —
[0, oo] satisfying only conditions 1 and 2 of Definition 1.3. Symmetry and the triangle
inequality are not required.

The distinction is exactly what separates the two halves of this chapter. The f-divergences
of Section 1.6 satisfy only the first two conditions: Dy; (P|Q) and Dk, (Q|P) are different
numbers, and there is no triangle inequality relating three distributions. The Wasserstein
distance of Section 1.9 satisfies all four and is a metric in the full sense — we prove this
as Theorem 1.3. Statistical distances thus split into a divergence branch, which leads to
the GAN and f-GAN objectives, and a metric branch, which leads to W-GAN.

One more definition from the preliminaries is needed later, in the Kantorovich—Rubinstein

theorem.

Definition 1.5 (Lipschitz continuity). Given metric spaces (X,dy) and (¥,dy), a
function f: X — ¥ is Lipschitz continuous with constant K > 0 if dy(f(x,), f(z3)) <

K dy (w1, 24) for all z;,25 € X'. We write Lip, (X)) for the real-valued functions on '
that are Lipschitz with constant 1.

1.6. Divergences generated by a convex function

The first family of statistical distances compares P and ) through the ratio of their
densities, passed through a convex function.

Definition 1.6 (f-divergence). Let 1 and v be probability measures on a space 2 with
i < v, and let f be a convex function with f(1) = 0. The f-divergence of u from v is

D)= [ 1(5) av (16)

If p < € and v < £ for a common measure § on €2, with densities p = du/d¢ and
q = dv/d&, this reads
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1.6. Divergences generated by a convex function
_ p(x)
Dy(P|Q):= | f q(x) d€(x), (1.7)
o \a(@)

and in the discrete case, with P and @ probability mass functions,

P(x)
Q(x)) (1.8)

mmwzzpwd

Two features of Equation 1.6 are worth naming before we go on, because both come back
later. The integration is against the second argument, and the ratio is of the first to
the second; swapping P and @ therefore gives a different number in general. And the
definition presupposes p < v, so that du/dv exists at all by Theorem 1.1. When that
fails, Equation 1.6 is not repaired by any pointwise convention: the standard extension
splits p into its absolutely continuous and singular parts and charges the singular part
at the recession slope of f, which is Equation 1.16 below. Finiteness then depends
on f at both ends, on f(0) as well as on lim,_,  f(u)/u, and not on growth alone:
reverse Kullback—Leibler has recession slope 0 and is still +00 on singular pairs, because
f(0) = 4o00. This is the seed of Section 1.7.

The requirement f(1) = 0 is a normalisation, and convexity is what makes the whole
family well behaved:

Proposition 1.1 (Non-negativity). For any convex f with f(1) =0, D;(P|Q) > 0. If
in addition f is strictly convez at 1, then D,(P|Q) = 0 if and only if P = Q.

Proof. Write the divergence as an expectation under () of the random variable U =

Dy(P|Q) = Eq[f(U)].

Since f is convex, Jensen’s inequality gives Eq[f(U)] > f(Eg[U]). The expectation inside
is

Edm—/ﬁgﬂ@%@—/M@%@—L

because p is a probability density. Hence D;(P|Q) > f(1) = 0, which is the first claim.

For the second, suppose D;(P[Q) = 0. Convexity supplies a supporting line at u = 1:
there is @ € R with f(u) > f(1) +a(u —1) = a(u— 1) for every u > 0. Since Eg[U] = 1,
subtracting that line changes nothing;:
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0=D(P|Q) =Eq[f(U)] = Eq[f(U) —a(U —1)],

and the integrand is non-negative. A non-negative random variable with zero expectation
vanishes almost surely, so f(U) = a(U — 1) Q-almost surely. If f is strictly convex at 1
the supporting line meets the graph only at u = 1, so U = 1 @-almost surely; that is,
p = q almost everywhere and P = (). Conversely if P = () then U = 1 and the integrand
is f(1) = 0 everywhere. O

Choosing f selects a member of the family.

Divergence Generator f(u) Symmetric Bounded

Kullback—Leibler ulogu no no

Reverse —logu no no

Kullback—Leibler

Pearson x? (u—1)2 no no

Squared Hellinger (Vu—1)2 yes yes, by 2

Total variation Tlu—1| yes yes, by 1

Jensen—Shannon (u+1)log %H + yes yes, by 2log 2
ulogu

1.6.1. Kullback—Leibler divergence

Take f(t) = tlogt, which is convex on (0,00) and vanishes at ¢ = 1. Substituting into
Equation 1.8,

P(x) o P(x)
Q) * Q(x)

P(x)
= ZP Q) (1.9)
= ZP x)log P(x) — ZP(QC) log Q(x)

Dy, (P|Q) = ZQ

where the cancellation in the second line is legitimate wherever Q(z) > 0, and the terms
with P(x) = 0 contribute nothing under the convention 0log0 = 0. The entropy and
cross-entropy appearing in Equation 1.9 are

ZP ) log P(z ZP ) log Q(z (1.10)
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Equation 1.9 is why Dy, is also called the relative entropy: it is the excess in the average
number of nats needed to describe samples from P using a code built for ), over the
best code for P itself. It also explains why minimising a cross-entropy loss over ¢ and
minimising Dy (P|Qy) are the same problem — H(P) does not depend on 6.

Note where Equation 1.9 breaks. If there is a point with P(z) > 0 and Q(z) = 0 then the
ratio is infinite and Dyp, (P|Q) = +oo: the generator f(t) = tlogt satisfies f(t)/t — oc.
So Dy, is finite only when P <« (), which is precisely the hypothesis of Definition 1.6
and, as we will see, precisely what a generative model cannot guarantee.

Taking f(u) = —logu instead gives

D4(PIQ) = Y Q) oz ) = Dias QIP) (111)

the reverse Kullback—Leibler divergence, finite only when @ <« P. The asymmetry is
not a technicality: minimising Dy (P|Q,) over 6 penalises putting no mass where P
has some, so the fitted model spreads out to cover every mode; minimising Dy (Qyl|P)
penalises putting mass where P has none, so the fitted model contracts onto one mode
and ignores the rest. Figure 1.4 shows the two fits side by side.

minimise Dy (P || Qp) minimise Dk (Qg || P)

R mass-covering mode-seeking

- 0

-50 =25 0.0 2.5 5.0 =50 =25 0.0 2.5 5.0
X X

Figure 1.4.: Mass-covering versus mode-seeking. A unimodal @), is fitted to a bimodal
P under the two orderings of the Kullback—Leibler divergence. Minimising
D1, (P|Qg) forces @y to cover both modes and so to place mass in the valley
between them; minimising Dy (Qg|P) lets it lock onto a single mode. This
is the divergence-level description of mode collapse.
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1.6.2. Total variation

The generator f(u) = i|u — 1| is convex and vanishes at u = 1, so it defines an f-

divergence. It is the one member of the family that is also a metric, and the one that
will reappear in Section 1.8 from the other direction entirely.

Proposition 1.2 (Total variation). With f(u) = §lu— 1],

Dy(P|Q) = é/lp(ﬂc) —q(x)| d€(x) = Sup [P(A) — Q(A)] =:6(P,Q), (1.12)
the supremum being over measurable sets A.
Proof. The first equality is immediate from Equation 1.7:

/!

For the second, write 7 = p — ¢ and let A* = {z : p(x) > ¢(x)}. Since P and Q are
probability measures, [rd¢ =0, so

/ rd{z—/ rdfz/ |r| d§.

The integrand |r| equals r on A* and —r off it, so

/]r\dfz/*rd§+/<A*)u|r]d§:2/A*rd§,

giving P(A*) — Q(A*) = %f|r\ d€. That attains the supremum. For the upper bound,
any measurable A satisfies

/mg’ < max{/ r+d§,/r—d§} < /r+d§: ;/mdg,
A A A

where the last equality uses [77d¢ = [r~dg, itself a restatement of [rd¢ = 0. O

p
q—l\quzé/\p—qlde

[P(A) = Q(A)] =

Unlike the Kullback—Leibler divergence, Equation 1.12 never exceeds 1 and never needs
absolute continuity: the generator %]u — 1] grows linearly, so f(u)/u stays bounded.
Boundedness will turn out to be exactly the problem rather than the cure.
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1.6. Divergences generated by a convex function

1.6.3. Jensen—Shannon divergence

The Jensen—Shannon divergence symmetrises the Kullback—Leibler divergence by com-
paring both arguments against their average.

Definition 1.7 (Jensen—Shannon divergence). For probability measures P and @, set
M = (P + Q). Then

Dis(P|Q) = %DKL<P“M) + %DKL<Q”M)' (1.13)

Symmetry is immediate, since M is unchanged by swapping P and (). The substantive
point is that Equation 1.13 is always finite, which the Kullback—Leibler divergence is
not.

Lemma 1.2 (The mixture dominates both arguments). P < M and Q < M, so both
Radon—Nikodym derivatives dP/dM and dQ/dM exist and Equation 1.13 is well defined

for every pair P, Q.

Proof. Let A be measurable with M (A) = 0. By definition of M,

Both P(A) > 0 and Q(A) > 0, and a sum of non-negative terms vanishes only if each
vanishes, so P(A) = Q(A) = 0. By Definition 1.1 this is exactly P <« M and Q < M. O

This is the whole advantage over the Kullback—Leibler divergence. To use Dy (P|Q)
we must know in advance that P <« @), which for a model distribution and an unknown
data distribution we never do.

Proposition 1.3 (Jensen—Shannon is bounded). 0 < D;q(P|Q) < log2, with the upper
bound attained exactly when P and Q) are mutually singular.

Proof. The lower bound is Proposition 1.1. For the upper bound, note that pointwise
M = (P + Q) > 1P as measures, so dP/dM < 2 M-almost everywhere. Hence

dpP
Dy (P|M) = /1Og<d]\4> dP < /lodeP = log 2,

and the same bound holds for Dy; (Q|M). Substituting both into Equation 1.13 gives
Dy < %1og2 + %log2 = log 2.
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1. Statistical Distance and Optimal Transport

Equality requires dP/dM = 2 P-almost everywhere. Because P + @ = 2M, the two
derivatives satisfy dP/dM + dQ/dM = 2 M-almost everywhere, so on the set S =
{dP/dM = 2} we have dQ/dM = 0 and therefore

Q(S) = /;ﬁ M =0,

while P(S) = 1. So P and @ are carried by the disjoint sets S and S€¢, which is mutual
singularity. Conversely, if P and @ live on disjoint sets S and 5S¢, then on S we have
M = %P and dP/dM = 2, and symmetrically on S¢, so both divergences equal log2. [J

Finally we connect Equation 1.13 back to Definition 1.6, and here the lecture’s two slides
do not quite agree with each other.

Proposition 1.4 (The Jensen-Shannon generator carries a factor of two). Let fjg(u) =
(u+1) logui+1 + ulogu. Then fjg is convexr with f;4(1) =0, and

Dy (PlQ) =2 Dys(P[Q). (1.14)

Proof. That fq(1) =2logl+1-logl =0 is direct. For convexity, differentiate twice on
u > 0:

2u 1 1 1
_1 1 1:1 ” - - _ _ 0
+logu Ut Js() u u+1l u(utl) ~

, 2
st(U) = log ut 1

For the identity, substitute into Equation 1.8 with v = P(x)/Q(z) and clear denominators:

D, (P|Q) = ZQ( ) o7 1+glogg
_Z[P+QlogPQQ+PI g}

2
Now M = (P + Q) gives ¢ = %, SO
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1.7. Disjoint supports and the vanishing gradient

D, (PIQ) =% [Plog % +Qlog % + Plog P]

z Q
:Zx: [Plog(ﬁ-é) +Qlog]{3]
:ZPlogg—i—ZQlog%

= Dy, (P|M) + Dy, (Q| M),

which by Equation 1.13 is 2D;4(P|Q). O

The factor of two is not an error in either statement; it is a collision of two conventions.
Equation 1.13 is the information-theoretic normalisation, under which the divergence
is bounded by log2 and equals the mutual information between a sample and a fair
coin choosing which of P and () produced it. f;q is the generator tabulated in the
f-GAN literature, which omits the % so that the associated variational objective matches
the original GAN loss up to an additive log4. This chapter uses Equation 1.13
throughout, so that the bound of Proposition 1.3 reads log 2; a reader comparing against
a table of f-divergence generators should expect the other normalisation and divide by
two.

1.7. Disjoint supports and the vanishing gradient

Everything so far has quietly assumed that the density ratio p/q means something. This
section shows what happens when it does not, which for generative models is the typical
case rather than a pathology. The conclusion is that every f-divergence saturates at a
constant that does not depend on how far apart the two distributions are, and that a
constant has no gradient.

To say this cleanly we need the standard extension of Definition 1.6 to pairs that are
not absolutely continuous. Let P = P + P1 be the Lebesgue decomposition of P with
respect to (), and define the recession slope

F/(00) == lim Y € (—o0, +00], (1.15)
which exists in the extended reals because f is convex. The f-divergence is then

dPaC ,
D,(PIQ) = [ 1(%5y ) 4@ + o) PH(®), (1.16)

which agrees with Equation 1.6 when P < @, since then P+ = 0.
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1. Statistical Distance and Optimal Transport

Theorem 1.2 (Saturation on disjoint supports). Let P and Q be mutually singular
probability measures, written P 1 Q). Then for every generator f,

Dy(P|Q) = f(0) + f'(o0), (1.17)

a constant depending only on f and not on P or Q).

Proof. Mutual singularity means there is a measurable set S with P(S) = 1 and Q(S) = 0.
Then P is carried by S and @) by S¢, so the Lebesgue decomposition of P with respect
to Q is P2 =0 and P+ = P, whence dP*/dQ = 0 Q-almost everywhere. Substituting
into Equation 1.16,

Dy(PIQ) = [ £(0)dQ + f(o0) P = J(0) - 1+ f'(o0) - 1,
since P and () are probability measures. ]

Evaluating Equation 1.17 for the generators tabulated earlier gives the saturation values
directly, and they agree with the bounds proved above.

Divergence f(0) 1/ (00) Value when P 1 @
Kullback-Leibler 0 400 400

Reverse 400 0 400
Kullback-Leibler

Pearson x? 1 400 400

Squared Hellinger 1 1 2

Total variation % % 1

Jensen—Shannon (as log?2 log 2 2log?2

f1s)

The last row is a useful consistency check on Proposition 1.4: dividing the saturation
value 2log2 by the factor of two recovers exactly the bound log2 of Proposition 1.3,
attained precisely on mutually singular pairs. The Pearson x? row is the one generator
the chapter tabulates but never works through; Section 1.15.1 does so.
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1.7. Disjoint supports and the vanishing gradient

1.7.1. What this costs a generator

Example 1.1 (Two parallel segments). Let Z ~ Uniform[0, 1] and work in R2. Define y,
to be the law of (0,Z2) and, for 6 € R, define p, to be the law of (0, Z). Each is uniform
on a vertical unit segment, and for 6 # 0 the two segments are disjoint. Then

log2, 0+#0
1, 00 +oo, 00
(s 1) = {0 O Dl = {0 170

Proof. For 6 # 0 the supports are the disjoint segments {0} x [0,1] and {0} x [0, 1],
so py L pe and the last three claims are Theorem 1.2 read off the table, with the
Jensen—Shannon entry divided by two to match the normalisation of Equation 1.13. At
f = 0 the two measures coincide and every divergence vanishes by Proposition 1.1.

For W,, whose definition is Definition 1.10 below, take the coupling 7 induced by the
map (0,2) > (6, z), that is, the law of ((0,Z), (0, Z)). Its marginals are p, and pu, by
construction, and its cost is

E1(0,2) — (0, 2)| = E[6] = [6],

so Wi (pg, tg) < |0]. Conversely, let m be any coupling and let (X,Y) ~ 7. Writing
X,Y; for first coordinates, X; = 0 almost surely and Y; = 6 almost surely, so [ X —Y| >
|X; — Y;| = |0] pointwise, and taking expectations gives E|X — Y| > |0|. Hence
W, (pos pg) = 16|, and the two bounds agree. O

Figure 1.5 is the picture to keep. Suppose we train a generator whose only parameter is
the horizontal offset 6, and we descend the divergence in 6. Under W, the objective is
|0], with derivative sign(): from any starting point the gradient points at the answer.
Under the Jensen—Shannon divergence the objective is the constant log?2 for every 6 =+ 0,
so its derivative is zero everywhere except at the single point we are trying to find. The
optimiser receives no information at all. Under the Kullback—Leibler divergence the
objective is not even finite.

This is not an artefact of a one-dimensional toy. By Equation 1.1 the model distribution
Ly is supported on Gy(Y), the image of a latent space of dimension perhaps 100, embedded
in a pixel space of dimension perhaps 10°; and the data are taken to lie on a manifold
of comparably small dimension. Two sets of dimension 100 inside R10” that are not
deliberately arranged to meet will be mutually singular, so Theorem 1.2 applies at
essentially every 6, not just at isolated ones. A generator trained against an f-divergence
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1. Statistical Distance and Optimal Transport

discrepancy

-1.5 -1.0 -0.5 0.0 0.5 1.0 1.5
displacement 6

Figure 1.5.: The four discrepancies of Example 1.1 as functions of the displacement 6
between two parallel unit segments in the plane. The Wasserstein distance is
the only one that varies with ; the Jensen—Shannon divergence and the total
variation jump to their saturation values the instant the supports separate
and stay there, and the Kullback—Leibler divergence is infinite throughout.
A gradient step on any curve but the first has nothing to follow.

is therefore relying on the discriminator never becoming very good — an unstable thing
to rely on, and the observed behaviour of the original GAN.

Two escapes exist. One is to stop comparing densities pointwise and start comparing
expectations of test functions, which is Section 1.8. The other is to measure how far
mass must physically move, which is Section 1.10 onwards. They turn out to be the same
escape, and they meet in Theorem 1.7.

1.8. Integral probability metrics

An f-divergence asks how the two distributions differ at each point. An integral probability
metric asks instead how differently they answer a restricted set of questions.

Definition 1.8 (Integral probability metric). Let & be a class of real measurable
functions on X'. The integral probability metric associated with F is

/hdu—/hdu
x x

dy(p,v) := sup . (1.18)

hesF
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1.8. Integral probability metrics

The name “dual-norm view” comes from reading Equation 1.18 as a norm on the signed
measure p — v. Probability measures pair with bounded functions by integration, so
1 — v acts as a linear functional on the space of test functions; Equation 1.18 is the
operator norm of that functional, measured over the unit ball . Different choices of
F are different norms on the same object, and, as we are about to see, three familiar
quantities are three choices. How literally that dual-norm reading may be taken, and
which topology each choice induces, are examined in Section 1.15.2.

Throughout we take & symmetric, & = —5, as all three classes below are; the absolute
value in Equation 1.18 may then be dropped, since h and —h both compete in the
supremum.

Proposition 1.5 (Integral probability metrics are pseudo-metrics). Let every h € F be
integrable with respect to both measures. Then d4 is non-negative, symmetric, vanishes
when u = v, and satisfies the triangle inequality. It is a metric on P(X) if and only if F
is measure-determining, meaning that f hdp = fhdl/ for all h € F implies p = v.

Proof. Non-negativity is clear, as is d4 (i, ) = 0. Symmetry holds because the absolute
value is unchanged when p and v are exchanged. For the triangle inequality, fix h € F
and any third measure p; then

’/hdu—/hdv g‘/hdu—/hdp‘—{—‘/hdp—/hdy

The right-hand side does not depend on h, so taking the supremum over h € F on the
left preserves the inequality.

<dg(p, p) +ds(p,v).

Finally, ds(u,v) = 0 says exactly that [hdp = [ hdv for every h € F. That this forces
1 = v is the definition of measure-determining, so the second axiom of Definition 1.3
holds precisely under that hypothesis. O

Note how little was needed: no density ratio, no absolute continuity, and no common
dominating measure. This is why integral probability metrics survive the situation that
defeats Section 1.7.

1.8.1. Three instances

Total variation. Take F to be the indicators {1, : A measurable}. Then [1,du —
J14dv = pu(A) —v(A), so Equation 1.18 reduces to sup ,|u(A) — v(A)|, which is &(u, v)
by Proposition 1.2. Taking instead the sup-norm ball {h : ||k, < 1} gives 20(u,v), since
the supremum is attained at h = sign(p — q).
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1. Statistical Distance and Optimal Transport

So total variation belongs to both families. That is not a coincidence about our proof, and
it is essentially the only overlap: up to a constant multiple, total variation is the unique
non-trivial statistical distance that is both an f-divergence and an integral probability
metric, as Figure 1.6 records.

f-divergences integral probability metrics
(density ratio) (test functions)
DKL : Wl
reverse Dk | total MMD
Dss | variation Dudley
Hellinger, Pearson ;(2“:\ Kolmogorov-Smirnov,

N\

saturate on disjoint supports no density ratio needed

Figure 1.6.: The two families of statistical distances and what lies in each. Every f-
divergence saturates on disjoint supports by Theorem 1.2; the integral
probability metrics on the right need no density ratio and need not saturate.
Total variation is essentially the only member of both.

Wasserstein-1. Take & = Lip (X) from Definition 1.5. The resulting integral proba-
bility metric is W;. This is the Kantorovich-Rubinstein theorem and it is genuinely a
theorem rather than a definition, because W is defined in Definition 1.10 as an infimum
over couplings with no test functions in sight. We prove it as Theorem 1.7, once duality
is available.

Maximum mean discrepancy. Let k be a positive-definite kernel on X" and #, its
reproducing kernel Hilbert space, so that h(z) = (h, k(-,z)) 4., for every h € ). Take
F to be the unit ball {h : [k, <1}

Proposition 1.6 (Maximum mean discrepancy). Assume [+/k(z,z)du(z) and

[ Vk(y,y)dv(y) are finite, and define the mean embeddings m, = [k(-,z)du(z) and
m, = [k(-,y)dv(y) in F\. Then

MMD(H7 V) = d?(u7 V) = ”my, - ml/”}[k) (119)

and

MMD? (i, v) = B, k(e 2’) =28, , k(@ y) +E, k(YY) (1.20)
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1.9. Wasserstein distances

Proof. By the reproducing property and the finiteness assumption, integration against
is an inner product with the mean embedding;:

/hd,u, = /(h,k(-,x))%k du(z) = <h,/k('7$) dﬂ(x)>}[k = (h, mu)%k,

the exchange of integral and inner product being justified by the same finiteness assump-
tion. Subtracting the same identity for v,

/hdu—/hdu— (hymy, —my,) 5, -

Taking the supremum of the absolute value over the unit ball is the definition of the dual
norm in a Hilbert space, which by Cauchy-Schwarz equals [m, —m, |4, , attained at
h = (m, —m,)/|m, —m,[. That is Equation 1.19.

For Equation 1.20, expand the squared norm and use the reproducing property once
more:

(mgs e, = { [ KC2)duto). [ 1eavw)) = [ [0kt dudy = [ [ ey anav,

and similarly for (m,,m,) and (m,,m,). Substituting into [m, —m,|* = (m,,m,) —

M’
2(m,,,m,) + (m,,m,) gives the result.

Equation 1.20 is what makes the maximum mean discrepancy practical: it is written
entirely in terms of expectations of the kernel, so it can be estimated from two samples
without any density estimate and without solving the supremum. The two standard
estimators, and the condition on the kernel under which the maximum mean discrepancy
separates distributions at all, are in Section 1.15.3.

This is the discrepancy behind the moment-matching generative models, and it is where
McGAN and MMD-GAN enter in the next lecture.

1.9. Wasserstein distances

We now build the second family. Instead of comparing p and v where they sit, we ask
what it would cost to carry the mass of one onto the other. The bookkeeping device for
“carrying mass” is a joint distribution.

o7



1. Statistical Distance and Optimal Transport

Definition 1.9 (Coupling). Let u € P(X) and v € P(Y). A coupling of p and v is a
probability measure m on X x ¥ whose marginals are p and v:

(A xY)=ulA), (X x B) =v(B) (1.21)
for all measurable A C X', B C Y. The set of couplings is written IT(u,v).

Read m(dz,dy) as the amount of mass moved from x to y. The two constraints in
Equation 1.21 say that everything sent out of x adds up to what p had there, and
everything arriving at y adds up to what v needs there. The set II(p,v) is never empty:
the product measure p ® v, which ignores where mass came from, is always a coupling.

e
.

Figure 1.7.: A coupling and the two marginals it must reproduce. The shaded density is
a joint 7 on the plane; the curve above is its first marginal and the curve to
the right its second, each obtained by integrating out the other coordinate.
Equation 1.21 asks exactly that these two curves be p and v. Nothing asks
the joint to be the product of them — this one is not, having two modes
where a product would have four — and the freedom left over is the set
II(4s, v) that Definition 1.10 minimises over. From the course slides.

Definition 1.10 (Wasserstein distance). Let (M, d) be a Polish metric space and let
p > 1. For p,v € P(M) with finite p-th moments, the p-th Wasserstein distance is

W, (u,v) = ( inf /MXM d(z,y)P dw(m,y)) v = < inf [Ew[d(X,Y)le/p. (1.22)

mell(p,v) mell(p,v)
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1.9. Wasserstein distances

)

For p = 1 this is the earth-mover distance: the least total amount of “mass times distance’
needed to rearrange one pile of earth into the other. The name is worth taking literally,
because it is the source of the intuition that Figure 1.5 makes precise — moving two
separated piles closer together reduces the cost continuously, whereas asking whether
they overlap gives the same answer until the instant they touch.

That Equation 1.22 really is a metric, and not merely a divergence, is the structural fact
that distinguishes this family from Section 1.6.

Theorem 1.3 (Wasserstein is a metric). For p > 1, W, satisfies all four azioms of
Definition 1.3 on the set of probability measures on M with finite p-th moments.

Proof. Non-negativity is immediate, since d? > 0.

Symmetry. If € l(p,v), let S(z,y) = (y,7) and put 7’ = S,7. By Equation 1.4 its
marginals are those of 7 in the opposite order, so 7’ € II(v, 1), and by Lemma 1.1 its
cost is [ d(y,x)Pdr = [ d(x,y)Pdr because d is symmetric. So S, is a cost-preserving
bijection between II(u,v) and II(v, u), and the two infima agree.

Identity of indiscernibles. If yu = v, the coupling 7 = (id,id),u concentrated on the
diagonal has cost [ d(z,2)Pdu = 0, so W, (u, u) = 0. Conversely suppose W, (u, ) = 0
and let m be an optimal coupling, which exists by Theorem 1.5 — this is the one place
the proof uses the standing assumption of Definition 1.10 that M is Polish, the cost
dP being continuous and hence lower semicontinuous. Then [ d(z,y)Pdr = 0 with a
non-negative integrand, so d(z,y) = 0 and hence = = y for m-almost every pair; that is,
7 is concentrated on the diagonal A = {(z,z)}, a measurable set since M is metric. As
m(A) = 1, intersecting with A leaves any m-measure unchanged, and for measurable A
the sets (A x M) N A and (M x A) N A coincide — both are {(z,z) : z € A}. Hence

WA) =m(AX M) =7(M x A) =v(A),

and p = v.

Triangle inequality. Let py, py, g be given and take w4 € (g, p1) and mog € 11y, f15).
The gluing lemma provides a measure ¢ on M x M x M whose projection onto the
first two coordinates is 75 and onto the last two is my5; it is built by disintegrating
both couplings over their shared marginal p, and setting do(z,,z,,z3) = dm(z |
Zy) dmos (g | T4) duy(x,y). Its projection onto the first and third coordinates is some
T3 € (py, pg). Then
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1/p
(s pig) < /d m175531107/‘7)

(
(/ (T1,T5) d(:UQ,a:3))pda> 1/p
(

1/p 1/p
/d Ty, To pda) + (/ d(x2,x3)pda>
1/p 1/p

using the triangle inequality for d in the second step and Minkowski’s inequality in
LP(o) in the third. Taking the infimum over 7, and w3 separately gives W, (1, i3) <

W, (11, po) + Wy (g, 13)- O

IA

IA

By Jensen’s inequality W, < W, for p > 1, so the Wasserstein distances form an
increasing family. We will use Wl almost exclusively, because it is the one with a dual
formulation simple enough to implement. Being a metric is not by itself what matters for
Section 1.14 — which topology the metric induces is — and Section 1.15.4 settles that.

1.10. Monge’s formulation

Historically the transport problem was posed not with couplings but with maps: each
grain of earth is assigned one destination.

Definition 1.11 (Transportation map). A measurable T': X' — Y transports pu € P(X)
tov e P(Y) if

v(B) = p(T7*(B)) for all measurable B, (1.23)

that is, if v =T, u in the sense of Definition 1.2.

Figure 1.8 also shows what will go wrong. A map sends each source point somewhere; it
cannot send one point to two places. When v has mass where no single destination will
do — the two humps on the right, fed from one hump on the left — a transport map
may fail to exist at all, which is Proposition 1.7 below.

Definition 1.12 (Monge’s problem). Given a cost ¢ : X x ¥ — [0, 00}, Monge’s optimal
transport problem is

min M(T) := / c(z, T (x)) dp(x) subject to v = Typ. (1.24)
x
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1.10. Monge’s formulation

v="Typ

I 4 v
R

Transportation map

O

X Yy

Figure 1.8.: A transportation map. FEvery bit of mass under pu on X is assigned a
destination by 7', and the mass that arrives is ¥ on Y. The constraint
Equation 1.23 is the whole of Monge’s requirement: nothing is said about

how T' is built, only about where the mass ends up. From the course slides
(Ye 2026a, 36).

The objective is benign; the constraint is not. The map 7"+ Tl 1 is nonlinear, and the
feasible set {T" : Tyyu = v} is not convex: if T, and 7} both push p to v, there is no
reason for 3(Tj + T;) to do so. So Equation 1.24 cannot be attacked by the standard
machinery of convex optimisation. Worse, it can be infeasible.

Proposition 1.7 (Monge’s problem may admit no solution). Let = §, on R and
v=12%(00_,+6,). Then no measurable T satisfies Tyup = v, so Equation 1.24 has no
feasible point at all.

Proof. Suppose Ty = v. For any measurable B, Equation 1.23 gives v(B
w(T~Y(B)) = 6,(T1(B)), which is 1 if 0 € T~1(B) and 0 otherwise. So v(B) € {0,1
for every B. But v({1}) = 3, a contradiction.

O |l

The obstruction is plain once seen: a map sends the single atom at 0 somewhere, and
it can only send it to one place, whereas v requires the mass to end up in two. A map
cannot split mass. This is exactly what Section 1.11 repairs. Atoms are the crudest
obstruction but not the only one; Section 1.15.5 gives two more, one of which shows that
a non-atomic p does not make Monge’s problem well behaved either.

When a solution does exist, the one-dimensional case can be written down.

Theorem 1.4 (Transport on the line). Let u,v be probability measures on R with
continuous, strictly increasing distribution functions F and G. Then T = G~ 'oF satisfies
Typ=v, and for c(z,y) = |z —y[P with p > 1 it is optimal, giving

we) = ( 1R -6 s . (fle-crwparm) RS
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1. Statistical Distance and Optimal Transport

Proof. We prove the push-forward claim and the formula; optimality of the monotone
map for convex costs is classical and we cite it rather than reprove it.

Fix y € R. Since G is continuous and strictly increasing, and likewise F’,

e
E
|
3
=,
I
=
—~—
8
g

where the second and third lines apply the increasing bijections G and F'~! to both sides
of the inequality. So Ty p1 and v have the same distribution function, hence are equal.

Given optimality, the cost of T"is WJ. By Lemma 1.1 with the substitution z = F —1(2),
which carries Lebesgue measure on [0, 1] to u,

x—T(x)|Pdu(z) = Fl)—GYF(F2)|dz = 1F_1z—G_1zpdz,
[ir=T@pau = [P0 -6 EE = [P -6

which is Equation 1.25. ]

1.0 1
—_ F ) /

N G (2 (V/)/ 77
0.6 - / =7

N / Tx)=G~'(F)) =/
i /

0:2 - // ;/
0.0 / /

Figure 1.9.: Transport on the line. The map 7' = G~ ! o F carries the quantile of y at level
z to the quantile of v at the same level, so the horizontal gap between the
two inverse distribution functions is exactly the distance each unit of mass
travels. Integrating the p-th power of that gap over z gives Equation 1.25.
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1.10. Monge’s formulation

In Figure 1.9 the map is read off horizontally: fix a level z, find the point that u places
at that quantile and the point that v places at the same quantile, and the arrow between
them is where that parcel of mass goes. The next example carries this through with
numbers.

Example 1.2 (A transport computed by hand). Let p = Uniform[0,1] and v =
Uniform[2,4]. Then F(z) =z on [0,1] and G(y) = (y—2)/2 on [2,4], so F~1(z) = z and
G~ '(2) = 2 + 2z, and the optimal map is

T(z) =G Y(F(z)) =2+ 2z.

The map stretches the unit interval to twice its length and shifts it. By Equation 1.25
the transport costs are

1 1
le/ |z—(2+22)|dz:/ (2+2)dz= =
0 0

1/2

2423 \"? o7 _g\12 1
_(2+2)° | _ (7 8) — /2 < 25166
3 3

W, = (/01(2+z)2dz)

Two sanity checks. The value W, = 5/2 equals the distance between the two means,
3 —1/2, as it must here because T'(x) — = 2 + x never changes sign, so no mass moves
against the flow. And W, < W,, as Jensen’s inequality requires.

The computation is short enough to check numerically, which is worth doing once to see
that the coupling really is optimal and not merely feasible:

import numpy as np
from scipy.stats import wasserstein_distance

rng = np.random.default_rng(0)

x = rng.uniform(0.0, 1.0, 2_000_000) # mu = Uniform[O, 1]
y = rng.uniform(2.0, 4.0, 2_000_000) # nu = Uniform[2, 4]
print (wasserstein_distance(x, y)) # ~2.5000 matches W_1 = 5/2

print(np.mean(np.abs(x - (2 + 2 * x)))) # ~2.5000 cost of T(x) = 2 + 2x
print(np.sqrt(np.mean((x - (2 + 2 * x)) **x 2))) # ~2.5166 matches W_2

A second instance, with a map that is not affine, shows the two readings of Theorem 1.4
side by side.
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A. Push-forward map B. Quantile matching
Source: X ~ Uniform|0, 1] 1.0 1 Flu=n
[1/4, 1] (probability 3/4) — G lw)=Vvu
AL
~ > 0.8
. . . o
0 7 3 1 .§
S 0.6
3
T
T(x) = Vx <
® 0.4 A
£
o ° ® ° 0.2
0 1 St 1
2 V2
\d J
W 0.0 . . . T
[1/2,1] (probability 3/4) 0.0 0.2 0.4 0.6 0.8 1.0
Target: Y with density 2y on [0,1] cumulative probability u

Figure 1.10.: One transport problem, seen twice. A. The push-forward of Equation 1.4
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made concrete: T'(x) = /z carries X ~ Uniform[0,1] to the law with
density 2y on [0, 1], and the target event [%, 1] receives exactly the mass
its preimage [i, 1] had, namely % This 7" is the monotone map G~ o F of
Theorem 1.4, since F(x) = z and G(y) = y?. B. The same pair through their
quantile functions. Equation 1.25 integrates the horizontal gap between

F~! and G7!, so W, is the shaded area between the two curves, here

1
i\ (Vu—u)du=2—3=1.



1.11. Kantorovich’s relaxation

1.11. Kantorovich’s relaxation

Kantorovich’s reformulation replaces the map by a coupling, and so allows mass at a
single point to be split between several destinations. It is the problem we already wrote
down as Equation 1.22, now stated for a general cost.

Definition 1.13 (Kantorovich’s problem). Given p € P(X), v € P(Y) and a cost c,

K(m) ::/x c(z,y)dn(z,y), 7T6rlgll(in )[K(7r). (1.26)
xY v

Three things improve at once. The objective is linear in 7, the constraint set IT(u,v) is
convex — a convex combination of couplings is a coupling, since Equation 1.21 is linear
in m — and on finite spaces the whole thing is a linear program, the observation for which
Kantorovich shared the 1975 Nobel Memorial Prize in Economics. Section 1.15.6 writes
that program out, and reads off it both why the dual of Section 1.12 is the practical
formulation and when the relaxation costs nothing.

Proposition 1.8 (The relaxation is genuine). Every transport map induces a coupling
of the same cost, so

min K(m) < inf M(T). 1.97
WGH(/,L,V) ( ) T:T#IJ,ZI/ ( ) ( )

Proof. Let T satisty Typ = v and put 7y = (id, T') 4 p1, the law of (X, T'(X)) for X ~ p.
Its first marginal is  because the first coordinate of (id,T’) is the identity, and its second
marginal is T, = v; so mp € I[I(p,v). By Lemma 1.1 its cost is

[ etwpdnr(om = [ e (@) duta) =MD,

Hence every value attained by M is attained by K, and the infimum over the larger set is
no larger. O

The inequality in Equation 1.27 can be strict, and Proposition 1.7 is the extreme case:
the right-hand side is an infimum over the empty set, hence 400, while the left-hand side
is finite. Indeed with p = 6y, v = 1(6_; + 6;) and ¢(z,y) = |z — y|, the only coupling
ism= %5(07,1) + %5(07” — it splits the atom, which no map can do — and its cost is 1.
Figure 1.11 draws the two formulations on this example.

Unlike Monge’s problem, Kantorovich’s always has a solution.
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Monge Kantorovich
H= 50 H= 50

® ® ® ®
v=1@_1+6) v=3(6-1+61)

a map sends the atom to one place: a coupling splits the atom:
no feasible T feasible, and optimal

Figure 1.11.: Monge versus Kantorovich. On the left a transport map must send all the
mass at a source point to a single destination, which is impossible when
the source is one atom and the target is two. On the right a coupling may
split that atom, and the resulting transport plan is feasible and optimal.

Theorem 1.5 (Existence of an optimal coupling). Let X', Y be Polish spaces, u € P(X),
veP), andlet c: X x Y — [0,00] be lower semicontinuous. Then the minimum in
FEquation 1.26 is attained.

Proof. The set II(u,v) is non-empty, since p ® v lies in it.

It is tight. Let € > 0. By Ulam’s theorem, Borel probability measures on a Polish
space are tight, so there are compact sets K; C X and K, C ¥ with u(KY{) < e/2 and
v(KS) < ¢/2. For any 7 € II(p,v), the complement of the compact set K; x K, is
contained in (K{ x ¥) U (X x K§), so by Equation 1.21

r((K, x Ky)°) < u(KS) + v(Ks) < e.

The bound is uniform over II(u, v), so the family is tight and, by Prokhorov’s theorem,
relatively compact for the weak topology.

It is closed. If w,, — m weakly with m,, € II(u,v), then for bounded continuous h on X,
the function (z,y) + h(z) is bounded and continuous on the product, so [ h(z)dr =
lim [ h(z)dr, = [ hdp. Hence the first marginal of 7 is p, and symmetrically the second
is v. So II(u,v) is weakly closed, and with the previous paragraph, weakly compact.

The objective is lower semicontinuous. A non-negative lower semicontinuous c is the
pointwise increasing limit of bounded continuous functions ¢;,. For each k, m — [ ¢, dr
is weakly continuous, and a supremum of continuous functions is lower semicontinuous,
so 7w [cdr = sup, [ ¢, dr is lower semicontinuous.

A lower semicontinuous function on a non-empty compact set attains its infimum, which
is the claim. O
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1.12. Kantorovich duality

1.12. Kantorovich duality

Equation 1.26 is a linear program over an infinite-dimensional convex set, so it has a dual.
The dual turns out to be the formulation that generative models actually implement,
because it needs only the two marginals and never the joint measure.

Theorem 1.6 (Kantorovich duality). Let p € P(X), v € P(Y) with X,Y Polish, and let
c: X xY —[0,400] be lower semicontinuous. Define

o) = [pdu+ [vdv, @ = {(p0) € L'(w) X L'0) - pla) +60) < clap)),
X Y
(1.28)
the inequality holding for p-almost every x and v-almost every y. Then

min K(m) = sup J(p, ). (1.29)
mell(p,v) (e 1)e,

Proof. Weak duality, in general. Let m € II(u,v) and (p, 1) € ®.. Because the marginals
of m are p and v, integrating a function of x alone against m is the same as integrating it
against u, and likewise for y and v. Hence

Sow) = [oan+ [wwdn = [(o@)+ vi)dr < [ clay)dr = Kim),

the inequality being the constraint defining ®_, integrated against the non-negative
measure 7. Taking the supremum on the left and the infimum on the right gives
sup J < min K.

Strong duality, on finite spaces. Let X' = {zy,...,z,,} and ¥ = {y;,...,y,}, write
i Vs €;; and m;;. The problem is the linear program

17{12151 > CijTij subject to Zwij = U, Zwij =v;.
i.J J i
Attach multipliers ¢; and ; to the two families of constraints. The Lagrangian is

L(m,,9) = Z CijTi; + Z‘Pi (Mi - Zﬂ‘j) + ij (Vj - ZWU)

3] J T

= Zﬂ—ij(cij — P — %) + Z%Nz‘ + ijyj'
i,j i J
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Minimising over m > 0 sends the first sum to —oo unless every coefficient is non-negative,
and gives 0 when they all are. So the dual function is finite exactly on {p; +v; < ¢;;},
where it equals J(¢, ), and the dual problem is sup o J- The primal is feasible, since
u ® v is a coupling, and bounded below by 0, so linear programming duality gives
equality of the two optimal values. The passage from finite spaces to Polish spaces is by
approximation and is given in Villani, Theorem 1.3. O

The dual constraint couples ¢ and %, but only in one direction: for a fixed ¢ there is a
best possible ¢, and it can be written down.

Definition 1.14 (c-transform and c-concavity). For ¢ : X' — R and ¢ : ¥ — R, the
c-transforms are

°(y) = int{e(z,y) —p(z)},  ¢°(e) = inf{e(z,y) —9(y)}. (1.30)

A function ¢ is called c-concave if ¢ = ¢ for some 9. Optimal ¢ and 1 are called
Kantorovich potentials.

Proposition 1.9 (The dual is a supremum over one potential). The dual problem in
FEquation 1.29 can be written

sup  J(p,9) = sup /god;qu/cpch = sup /¢Cdu+/¢du ,  (1.31)
(p)ed, @ x y ¥ x Y

and the supremum may be restricted to c-concave .

Proof. Fix ¢. The constraint (¢,v) € ®, says ¥(y) < c(z,y) — ¢(z) for every z, which
is exactly ¥(y) < ¢°(y) by Equation 1.30. Since J is increasing in ¢ and v > 0, the
largest admissible choice 1) = ¢ is optimal. This gives the first equality in Equation 1.31,
and the second follows by the symmetric argument with the roles of the two potentials
exchanged.

For the restriction, apply the transform twice. For every = and y, ¢°(y) < c(z,y) — p(x),
so c(z,y) — ¢°(y) > p(x); taking the infimum over y gives

@ (x) = igf{C(%y) —°(y)} > ().

So replacing ¢ by ¢ never decreases [ ¢ dp. Applying the same inequality to ¢° gives
¢ > ¢, while ¢ > ¢ and the order-reversing nature of the transform give ¢ < ©°;
hence p“ = ¢° and the second term is unchanged. So (¢°¢, ¢¢) is admissible, has
objective value at least that of (¢, p°), and ¢°¢ is c-concave by construction. O
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1.12. Kantorovich duality

1.12.1. The Kantorovich—Rubinstein form of the Wasserstein-1 distance

Everything above holds for a general cost. For the particular cost c(z,y) = |z — y| the
c-transform collapses, and the dual takes the form that W-GAN implements.

Lemma 1.3 (The c-transform of a 1-Lipschitz function). Let c(x,y) = |z — y| and let
¢ € Lip (X). Then ¢° = —p. Moreover a function is c-concave for this cost if and only
if it is 1-Lipschitz, so the two classes coincide.

Proof. From Equation 1.30, choosing the particular point x = y in the infimum,

¢°(y) = nf{flz —y| — ()} <y =yl —oly) = —#(y).

In the other direction, the 1-Lipschitz property gives p(z) < ¢(y) + ||z — y| for every z,
hence |z — y| — ¢(x) > —¢(y) for every z, and taking the infimum over z,

©°(y) = —p(y).

The two inequalities give ¢ = —.

For the second claim, a c-concave function is by definition ¢°(x) = inf, {|z — y|| — ¥ (y)},
an infimum of functions of x each of which is 1-Lipschitz; an infimum of a family of
1-Lipschitz functions is 1-Lipschitz wherever it is finite. Conversely a 1-Lipschitz ¢ is
c-concave: taking ¥ = —¢,

Pe(z) = igf{llm —yl+ o)} = ¢(x),

because ¢(y) > p(x) — |z — y|| makes every term at least p(z), with equality at y = .
So the two classes coincide. O

Theorem 1.7 (Kantorovich-Rubinstein). For ¢(z,y) = |z —y|,

Wis) = i [lo—ylan(y) = s { [oan—| W}. (1.32)
mell(p,v) p€Lip, (X) Wy x

Proof. The first equality is Definition 1.10 with p = 1 and d(z,y) = |z — y|. For the
second, start from Equation 1.31, whose supremum may be taken over c-concave ¢ only.
By Lemma 1.3 the c-concave functions for this cost are exactly the 1-Lipschitz ones, and
on that class ¢¢ = —p. Substituting,
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sup{/godu+/gocdu}: sup {/gpdu—/gpdu},
® p€Lip,
and Theorem 1.6 equates this with the primal minimum. O

Compare Equation 1.32 with Definition 1.8. The right-hand side is exactly the integral
probability metric d; with & = Lip (X) — the case promised in Section 1.8 and left
unproved there. One step is needed to match the two expressions, since Definition 1.8
carries an absolute value and Equation 1.32 does not, and it is the symmetry assumed
in Section 1.8: Lip, is closed under ¢ = —¢, so the supremum of the signed difference
already equals the supremum of its absolute value.

The two families of statistical distance introduced in this chapter, one built from density
ratios and one built from transport cost, meet at this single identity: W, is simultaneously
the cheapest way to move mass and the most a 1-Lipschitz test function can tell the two
distributions apart.

The practical consequence is the one the lecture stresses. The primal in Equation 1.32
requires optimising over joint measures on X' x X, which is hopeless in high dimension.
The dual requires only a single function ¢ and two expectations, each estimated from
a sample of the corresponding marginal. Parameterise ¢ by a network constrained to
be 1-Lipschitz, maximise the bracket in Equation 1.32, and the result estimates Wy;
that network is the W-GAN critic, and the Lipschitz constraint is why it is clipped or
gradient-penalised rather than left free.

1.13. Brenier’'s theorem and the Gaussian case

Kantorovich’s relaxation buys existence at the price of abandoning maps. For the
quadratic cost the map comes back, and with a great deal of extra structure.

Theorem 1.8 (Brenier). Let c(x,y) = o —y|*> on R?, and let u, v have finite second
moments with u absolutely continuous with respect to Lebesgue measure. Then the optimal
coupling of Equation 1.26 is unique and is induced by a map: there is a convex function u
such that T = Vu satisfies Typ = v and ™ = (id,T)#u is optimal. The map T is unique
w-almost everywhere.

Proof. Expand the cost as ¢(z,y) = 3|z|? — (z,y) + 3]y|? and change variables in the
dual, setting

u(@) = 5lz* —e(x),  vy) = 5lyl* — v
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1.13. Brenier’s theorem and the Gaussian case

The dual constraint ¢(z) + ¥ (y) < ¢(z,y) becomes, after substituting and cancelling the
two quadratic terms,

(z,y) <ulz)+o(y), (1.33)

which is precisely the Fenchel-Young inequality for the pair u,v. In these variables the
c-transform of Definition 1.14 is the Legendre transform, the relation ¢ = ¢° reading
v = u*; this is worked out in Section 1.15.9. By Proposition 1.9 the supremum may
be restricted to c-concave ¢, which says here that « may be taken convex and lower
semicontinuous with v = v*.

Let m be an optimal coupling and (¢, 1)) optimal potentials, which exist for this cost
because %HJJ —yl? < |=]? + |ly|* and both measures have finite second moments; Sec-
tion 1.15.7 states the hypothesis in general. Weak duality was an integrated inequality,
and equality of the two optimal values forces the non-negative integrand ¢ — ¢ — ¥ to
vanish m-almost everywhere. So Equation 1.33 holds with equality for m-almost every

(z,9):

(z,y) = u(z) +v(y).

The case of equality in the Fenchel-Young inequality is exactly y € du(z).

Next we check that w is finite and differentiable where the argument needs it. This
deserves a step rather than an appeal: u = v* is a supremum of affine functions and may
perfectly well be 400 off its effective domain. The equality above holds on a set of full
m-measure, whose projection to the first coordinate therefore has full u-measure, and on
it u(x) = (z,y) —v(y) is finite. A convex function finite at each point of a set is finite on
that set’s convex hull, so domu contains the convex hull K of a set of full y-measure.
Since p < Lebesgue cannot charge a hyperplane, K has non-empty interior; and the
boundary of a convex set in R? is Lebesgue-null, so pu(0K) = 0 and p-almost every x lies
in int K C intdomwu. On the interior of its domain a finite convex function is locally
Lipschitz, hence differentiable outside a set of Lebesgue measure zero by Rademacher’s
theorem; that exceptional set is p-null too. So for p-almost every x the subdifferential is
a single point, du(z) = {Vu(x)}. Therefore y = Vu(x) for m-almost every (z,y), which
says m is concentrated on the graph of 7' = Vu and hence m = (id, T),p. Its second
marginal is T, p and must equal v.

Uniqueness. Everything above applies to any optimal coupling, so each one is concentrated
on the graph of the gradient of some convex potential. Let m and « be optimal, carried
by the graphs of T' and T”’. The objective Equation 1.26 is linear and II(u,v) convex,
SO %(77 + 7’) is optimal as well, hence also carried by a graph; a measure carried by a
graph assigns to p-almost every z a single y, which forces T'= T’ u-almost everywhere.
That gives uniqueness of both the map and the plan. Note what is not being claimed:
the potential w itself is pinned down only up to an additive constant on each connected
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component of the interior of its domain, so on a disconnected support one may shift
the components independently without changing anything. It is Vu, not u, that is
unique. ]

The factor % in the cost is only a normalisation. Multiplying ¢ by a positive constant
rescales the optimal value but leaves the minimising coupling unchanged, so the map of
Theorem 1.8 is equally optimal for ¢(z,y) = ||z — y||*, which is the cost Definition 1.10

uses at p = 2; the distance computed below is for that unhalved cost.

The theorem says something striking: the optimal transport map for the quadratic cost
is never arbitrary. It is always the gradient of a convex potential, so it is a curl-free,
monotone rearrangement of space. The lecture’s Gaussian formula is the simplest instance
where the potential can be written in closed form.

Optimal Transport between Gaussians

1

_1 1 1N3 1
Ty (w) =my + 35 (352 EE) " 557 (w—my)

/\‘
If they are i.i.d, then
T (1) = o)1+ 2o (= a(w)1)
u~N(mU,EU) v NN(mVaEV)

Figure 1.12.: Transport between two Gaussians. The map of Proposition 1.10 carries p on
the left to v on the right by matching means and reshaping the covariance.
The boxed special case is what happens when both covariances are isotropic:
it is Equation 1.36, the layer that normalises a feature map and rescales it
to another’s statistics. From the course slides (Ye 2026a, 40).

Figure 1.12 is worth keeping in view through the next two sections, because the step from
the general map to the boxed one is the whole of the connection to adaptive instance
normalisation: the matrix square roots collapse to a ratio of scalars the moment the
covariances commute.

Proposition 1.10 (Optimal transport between Gaussians). Let u = N(my, ;) and
v =N(my,Xy) with ¥ positive definite. Put

A= e, oY) Py 2 () = my + A (u—my). (1.34)

n—v
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1.13. Brenier’s theorem and the Gaussian case

Then A is symmetric positive semi-definite, T, s the gradient of a convex function,

p—v
T,u—)l/#:u’ =V, and

1/2 1/2,1/2
W2(p,v) = |my — my|? +tr(2U 5, —2(52n, myA)Y ) (1.35)

Proof. Write S = E;]/Q, symmetric positive definite, and M = (S%,,.5)'/2, symmetric
positive semi-definite, so that A = S~ M S~

Symmetry and positivity. AT = (STHTMT(S™HT = S71MS™t = A and for any z,
2T Az = (S712)TM(S12) > 0.

Gradient of a convez function. Set ¢(u) = Fu’ Au+ (my, — Amy;)"u. Then Vo(u) =

Au+my — Amy =T, ,,(u), and ¢ is convex because A is positive semi-definite. By

Theorem 1.8 this identifies T}, ,, as the optimal map, provided it pushes u to v.

Push-forward. If u ~ N (my;, ¥y;) then T, (u) is Gaussian with mean m,, and covariance

AY;A. Compute, using ¥, = §% and M? = S%,,S:

AS A =S"1MS. 82 §7IMS = §IM2S! = §19%, 85 = 5,

So the push-forward is N (my,, Xy,) = v.

The distance. By Proposition 1.8 and Theorem 1.8 the optimal cost is attained at this
map, so with v ~ p and w = u —my,

W3(u,v) = Elu— T, ()| = Elmy —my) + (T = A

n—v

= Imy —my|? +tr((I — A)2y (I — A)),

the cross term vanishing because Ew = 0. Expanding the trace,

using A¥Y;; A = ¥y, from above and the symmetry of A and ;. Finally, by cyclicity of the
trace, tr(ASy) = tr(S~'MS182) = tr(S~LMS) = tr(M), which is tr((S}/° Sy 51/ %)V/2).
Substituting gives Equation 1.35. O

Example 1.3 (The isotropic case is adaptive instance normalisation). Suppose the
two Gaussians are isotropic, ¥;; = o(u)?I and ¥y, = o(v)?I. Then S = o(u)l, M =
(o(u)?0(v)?1)Y/? = o(u)o(v)I, and

- s r= W
A= o olwole) - ol = 7o),
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so Equation 1.34 becomes

a(v)

o(u)

T, () = p(w)1 + 2 (u - plu)1), (1.36)

writing () and o(-) for the scalar mean and standard deviation. Equation 1.36 is exactly
the adaptive instance normalisation layer used in style transfer: standardise the content
features and rescale them by the statistics of the style features. So AdalN is not a
heuristic — it is the optimal transport map between two isotropic Gaussians, and it will
reappear under that name in the lecture on StyleGAN.

The Gaussian formulas are easy to get wrong by a transpose, so they are worth checking
once numerically:

import numpy as np
from scipy.linalg import sqrtm

rng = np.random.default_rng(0)

d =4

def rand_cov():
B = rng.normal(size=(d, d))
return B @ B.T + d * np.eye(d)

mU, mV = rng.normal(size=d), rng.normal(size=d)

SU, SV = rand_cov(), rand_cov()

S = np.real(sqrtm(SU))

Si = np.linalg.inv(S)

M = np.real(sqrtm(S @ SV @ S))

A =SioeMaeSsi # equation (gaussian-map)
print(np.allclose(A, A.T)) # True: A is symmetric
print(np.linalg.eigvalsh(A) .min() > 0) # True: A is positive definite
print(np.allclose(A @ SU @ A, SV)) # True: pushes mu to nu
w2 = np.sum((mU - mV) *x 2) + np.trace(SU + SV - 2 x M)

u = rng.multivariate_normal (mU, SU, 400_000)

t =mV + (u-mU) @A.T # A symmetric, so A.T ==
print (w2, np.mean(np.sum((u - t) ** 2, axis=1))) # the two agree
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1.14. Back to generative models
1.14. Back to generative models

We can now close the loop opened in Section 1.3. A generator defines uy = Gguv by
Equation 1.1, and training means minimising some discrepancy D(iig, Pgata) over 6. This
chapter has supplied two families of candidates for D, and the choice between them is an
optimisation decision rather than a matter of taste.

Take D to be an f-divergence and one obtains the adversarial models. The original
GAN objective, at its optimal discriminator, reduces to the Jensen—Shannon divergence
between iy and py,, uUp to an additive constant; f-GAN generalises this by replacing
the generator f and deriving the corresponding variational bound. Theorem 1.2 is then
the warning label on the whole construction: as soon as the discriminator becomes good
enough to separate the two supports, the objective is pinned at f(0) 4+ f'(c0) and its
gradient in 6 vanishes.

Take D to be an integral probability metric and one obtains the alternatives. W-GAN
takes F = Lip, and optimises the dual in Equation 1.32, which is why its critic is Lipschitz-
constrained and why its loss remains informative when the supports are disjoint — by
Example 1.1 it still reports |@]. The general statement behind that example — that the
loss is continuous in 6, where the Jensen—Shannon one is not — is Section 1.15.10. McGAN
and MMD-GAN take F to be a moment class or an RKHS ball and use Equation 1.20,
which is estimable directly from two samples and needs no inner maximisation at all.

Value when

Discrepancy Metric Needs P « @ P1l@Q Used by
Dy, no yes +o00 maximum
likelihood
Reverse Dy, no yes +00 variational
inference
Djq no no log 2 GAN, f-GAN
Total variation  yes no 1 analysis, rarely
trained
MMD yes no varies with the MMD-GAN,
kernel McGAN
W, yes no varies with the ~W-GAN
distance

The last two rows are the point of the table. Only for the integral probability metrics
does the entry in the fourth column depend on the configuration of the two distributions
rather than on the discrepancy alone, and that dependence is precisely the gradient signal
a generator needs. Figure 1.13 collects the whole development onto one page.

Three threads continue directly into the next lectures. The reduction of the GAN objective
to the Jensen—Shannon divergence, and the f-GAN variational bound, are the subject of
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‘ how far is pg = Gy from pya? ]
compare densities compare expectations of
pointwise test functions
[ f-divergence Dy ] [ IPM dr
optimal
[ Dys ] ‘ ransport l—»‘ Wi ] ‘ MMD ’
l Kantorovich-Rubinstein l l
MMD-GAN
‘ GAN, f~GAN ’ ‘ W-GAN McGAN ]

saturates once the supports separate stays informative: the gradient survives

Figure 1.13.: The two routes from a statistical distance to a generative model. Reading
down the left branch gives the adversarial family and its saturation problem;
reading down the right gives the transport and moment-matching families.
Kantorovich—Rubinstein duality, Equation 1.32, is the bridge between the
two branches.

Lecture 02, as are W-GAN, McGAN and the geometric view. Equation 1.36, the optimal
map between isotropic Gaussians, returns as the adaptive instance normalisation layer
of StyleGAN in Lecture 03. And the idea that a generative model is a transport of one
measure onto another — rather than a likelihood to be maximised — is the thread that
runs through the diffusion, flow matching and Schrodinger bridge lectures in the rest of
the course.

1.15. Advanced topics

The chapter above follows the lecture. This section collects material that the lecture did
not cover but that the development above leans on or leaves open: a divergence the tables
list without evaluating, the two estimators that make the maximum mean discrepancy
usable, the linear-programming form of the Kantorovich problem, the hypotheses under
which duality survives the passage to Polish spaces, and the topological facts that
turn Example 1.1 from an example into a theorem about training. Each subsection is
self-contained and none is needed to follow the main line.
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1.15.1. Where the Pearson chi-squared divergence is finite

The generator table of Section 1.6 lists f(u) = (u — 1)2, and the saturation table of
Section 1.7 gives its row, but neither is worked through in the chapter. Here f(0) =1
and f’(c0) = lim,,_, . (u—1)?/u = +00, so by Theorem 1.2 the Pearson x? divergence
is +0o on mutually singular pairs, joining the two Kullback—Leibler divergences rather
than the bounded generators.

Away from that case,

DX2(P|\Q):/(ZS—1>2(1Q:/(Zg)de _ (1.37)

so x? is finite exactly when P < Q and dP/dQ € L?(Q). That is a strictly stronger
demand than the absolute continuity Dy, needs, and it is why x? plays no part in
the generative models of this course: the situation of Section 1.7 defeats it even more
thoroughly than the others.

1.15.2. How literal is the dual-norm reading?

Definition 1.8 was introduced as the norm of the signed measure y — v measured over
a unit ball. The reading is exact for two of the three classes of Section 1.8 and only
approximate for the third, and the difference is worth pinning down because it is the
reason Theorem 1.7 needs a normalisation.

If |-|| g is a genuine norm on a space B of test functions and F = {h: |h| g < 1}, then

dy(1,v) = 1= vl (1.38)

by the definition of the dual norm. The indicator class and the RKHS ball of Propo-
sition 1.6 are of this kind. The class Lip, is not: the Lipschitz constant vanishes on
constant functions, so it is a seminorm rather than a norm, and Lip, is unbounded in
any function norm — it contains ¢ + t for every real ¢. The dual reading is recovered by
quotienting out the constants, which is legitimate here because p — v annihilates them,
both measures having total mass 1; equivalently, by normalising ¢(x,) = 0 at a base
point, which is what one does in practice when implementing Equation 1.32.

The choice of F also fixes a topology on P(X'), and the three are genuinely different:

F Metric Topology induced

indicators 1 4 total variation strictly finer than weak; the
one Theorem 1.2 bites in

{h:|h| + Lip(h) < 1} bounded-Lipschitz weak convergence
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F Metric Topology induced

Lip1 W, weak convergence, on a
space of bounded diameter

The second row is the Dudley metric. The third is what Section 1.15.4 takes up in
general, and the gap between the first row and the other two is the whole argument of
Section 1.14.

1.15.3. Estimating the maximum mean discrepancy

Equation 1.20 writes MMD? entirely in terms of expectations of the kernel, which is what
makes it usable: no density estimate and no inner maximisation. Given z,,...,z,, ~
and yq, ..., Y, ~ v independently, replacing each expectation by the corresponding sample
average gives the V-statistic

2 1 2 1
MMDy, = m2 Z k(z;, T;) — mn Z k(xiayj> + ) Z k(y;, yj)' (1.39)
i i i

It is biased upwards, because the diagonal terms k(z;, ;) estimate [, , k(z,2’) with
/

2’ = x rather than with an independent copy. Deleting the diagonals gives the U-
statistic

— 2 1 2 1
VDS — ) S N
U= m=1) ;k‘(:m,l‘j) —- ;k‘(:cwy]) + 1) ;k(yz,yj), (1.40)

which is unbiased for MMD? but is no longer a squared norm, so a single estimate can
come out negative when the two distributions agree. Both need O((m + n)?) kernel
evaluations. That quadratic cost is what keeps the maximum mean discrepancy to
moderate batch sizes, and is the practical reason it is more often used as a two-sample
test statistic than as a training loss at scale.

Whether the maximum mean discrepancy separates distributions at all is a property
of the kernel and not of the estimator. Call k characteristic if the mean embedding
p = my, is injective on P(X); by Proposition 1.5 this is exactly the condition under
which MMD(u, v) = 0 if and only if p = v, that is, under which Equation 1.19 is a metric
and not merely a pseudo-metric. For a translation-invariant kernel on R? the condition
can be read off the spectrum. Bochner’s theorem writes

k(z,y) = / et m=y) dA(w) (1.41)
Rd
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for a finite non-negative spectral measure A, and k is characteristic exactly when
supp(A) = RY: the embedding then sees every frequency of the characteristic func-
tion of u — v, so no non-zero difference can be invisible. The Gaussian kernel qualifies,
its spectral measure being Gaussian and hence of full support. A band-limited kernel
does not, and is blind to whatever the two distributions do above its cutoff.

1.15.4. The topology of the Wasserstein distance

Theorem 1.3 establishes that 1, is a metric. That alone is not the property Section 1.14
relies on; what matters is which notion of convergence it defines. On a Polish space,

W, (s ) = 0 <= p, — p weakly and /d(w,xo)pdun %/d(x,mo)pdu (1.42)

for some — equivalently any — base point x,. On a space of bounded diameter, which is
the case for images confined to a fixed pixel range, the moment condition is automatic
and W, metrises weak convergence outright.

No f-divergence does this. Total variation and the Jensen—Shannon divergence induce
a strictly finer topology, and Example 1.1 is the gap made concrete: p, — p, weakly
as 6 — 0, yet both stay pinned at their saturation values until the instant # = 0. That
mismatch of topologies, rather than the arithmetic of any single example, is the precise
sense in which the Wasserstein distance “still varies smoothly” where the others do not,
and Section 1.15.10 turns it into a statement about training.

1.15.5. Two further ways Monge’s problem fails

Proposition 1.7 rules out a transport map by an atom: a map cannot split mass. It
is easy to read that as the only difficulty, and to conclude that a non-atomic p makes
Equation 1.24 well behaved. It does not. The feasible set {T": T)ypu = v} is not closed
in any topology for which M is continuous, so the infimum can fail to be attained even
when feasible maps are plentiful.

Example 1.4 (An infimum with no minimiser). Work in R? with c(x,y) = |z — y|. Let
1 be uniform on the segment {0} x [0,1], and let v = Jv_ + Jv, with v, uniform on
{#£1} x [0,1]. Then inf; M(T) = 1, but M(T) > 1 for every feasible T', so no optimal map
exists.

Proof. Every feasible map costs more than 1. A point 2z = (0,¢) and a point y = (41, s)
of the target are at distance /14 (¢t —s)? > 1, with equality only when s = ¢t. So
M(T) > 1 always, with equality only if T' preserves height p-almost everywhere. But a
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height-preserving T pushes p onto a set meeting each height at most once, whereas v
charges two points at every height; such a T' is not feasible. Hence M(T") > 1.

The infimum is 1. Cut [0,1] into 2n strips of height 1/(2n) and let T,, send the odd
strips to the left target and the even strips to the right, each by the affine map onto the

corresponding strip of height 1/n. Each half receives mass n - an = l spread uniformly, so

T, is feasible, and it moves any point vertically by at most 1/n, so [}’l( ) <V1i+n? 1

Kantorovich attains it. The plan that splits each (0,¢) evenly between (—1,¢) and (1,¢)
is a coupling of cost exactly 1. O

This example also sharpens Equation 1.27: there the inequality is strict with both sides
finite, which Proposition 1.7, whose right-hand side is an infimum over the empty set,
could not show.

Failure of uniqueness is a third phenomenon, independent of the other two. For Monge’s
original cost ¢(x,y) = |z — y|, take g = Uniform[0, 1] and v = Uniform[2, 3] on the line.
Every target point lies to the right of every source point, so |z — y| = y — = and every
feasible map has the same cost E, [y] — E,[z] = 2. All of them are optimal, including the
monotone map of Theorem 1.4 and including maps that reverse order. Uniqueness, when
it holds, comes from strict convexity of the cost — it is the quadratic cost of Theorem 1.8
that forces a single answer, not transport as such.

1.15.6. The Kantorovich problem as a linear program

On finite spaces Equation 1.26 is a linear program, and it is worth displaying rather
than leaving inside the proof of Theorem 1.6: it is what a solver actually receives, and
its shape is the reason the dual of Section 1.12, and not the primal, is what generative
models implement. Take X' = {z,...,,,} and ¥ = {y, ..., v, }, collect the marginals
into vectors u € R™ and v € R™ and the costs into the matrix C;; = ¢(z;,y;). A coupling
is a matrix II € R™*™ and Equation 1.26 reads

mln (C,1I) Z subject to a1, =u, II'1,, =v. (1.43)

The feasible set of Equation 1.43 is the transportation polytope of u and v: non-empty,
compact and convex. It carries mn non-negative variables against only m + n equality
constraints, one of which is redundant, since summing either family returns the total
mass 1; so m +n — 1 are independent. That imbalance is the whole of computational
optimal transport. The primal holds a variable for every pair of points, the dual of
Section 1.12 one per point, and once m and n reach the tens of thousands only the second
can be stored at all.

The polytope also settles when Monge and Kantorovich agree. Suppose m = n and both

marginals are uniform, y = v = %ln The feasible set is then lﬂn, where B, is the
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Birkhoff polytope of doubly stochastic matrices. By the Birkhoff-von Neumann theorem
the extreme points of B, are exactly the permutation matrices, and a linear objective
on a compact convex polytope attains its minimum at an extreme point. So an optimal
plan may be taken to be %Pa for a permutation o — that is, to be induced by a map
after all, and Equation 1.27 holds with equality. The relaxation costs nothing for discrete
measures with equal atom weights; it earns its keep in the unequal and continuous cases,
which are the ones Proposition 1.7 and Example 1.4 describe.

A. A single atom must split B. An optimal coupling costs 1/2
1/4 A
.y=—1 x=0. _ mass 1/4
/ mass 1/2 mass 1/2 \
1/2 1/4
x=0 / \ y=1
mass 1 ® \ / u mass 1/2
1/2 1/4
\ . y=1 =2 o /
mass 1/2 mass 1/2 T i— y=2
1/4 u mass 1/4
@® Source mass B Target mass

Figure 1.14.: A plan II drawn as a weighted bipartite graph, which is what Equation 1.43
is. A. The obstruction of Proposition 1.7: the single source atom has to
send mass to two targets, and only an edge weight can do that. B. A plan
between p with mass % at 0 and 2 and v with masses %, %, % at 0,1,2. Each
edge carries one entry II,;; the edges leaving a source sum to its mass and
those entering a target sum to its, which are the two marginal constraints.
For ¢ = |z — y| this plan costs ; -0+ -1+ -1+ §-0= 3, which is W,.

1.15.7. Duality beyond finite spaces

The proof of Theorem 1.6 settles strong duality on finite spaces and defers the rest to a
citation. Two things that citation hides are worth stating; a consequence for the optimal
plans themselves follows in Section 1.15.8.

What the general theorem meeds. Strong duality in Equation 1.29 holds whenever X' and
Y are Polish and c is lower semicontinuous and bounded below. Neither continuity of
¢ nor finiteness of the optimal value is required. The proof is not a limit of the finite
argument above; it is a Fenchel-Rockafellar duality in the pair (C,(X x ¥), M(X x Y)),
with the lower semicontinuous ¢ approached from below by bounded continuous costs.

When the supremum is attained. Equation 1.29 is written with a supremum and not a
maximum deliberately: optimal potentials need not exist. They do exist, and are then
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called Kantorovich potentials as in Definition 1.14, under a mild domination hypothesis

— it is enough that ¢ be continuous and that c(x,y) < a(z) + b(y) for some a € L*(u)
and b € L*(v). Both costs used in this chapter satisfy it whenever the measures have the
moments Definition 1.10 assumes, since [z —y|| < |z] + [y and 3]z —y|* < || + [y|.
This is the hypothesis that licenses Theorem 1.8 to begin by taking optimal potentials as
given.

1.15.8. Complementary slackness and cyclical monotonicity

Duality constrains the optimal plans themselves and not only the optimal value. The
weak-duality computation in Theorem 1.6 integrated an inequality; once the two optimal
values agree, that inequality has nowhere left to hide.

Proposition 1.11 (Complementary slackness). Let w be optimal for Equation 1.26 and
(p,1) optimal for Equation 1.29, with the common value finite. Then

o)+ Y(y) = c(z,y) for w-almost every (x,y), (1.44)

so m is concentrated on the set where the dual constraint is active. When 1 = ¢, that
set is the c-superdifferential of .

Proof. The function ¢(z,y) — ¢(x) —1(y) is non-negative by the definition of ®_, and its
integral against 7 is K(7) — J(, 1), which vanishes by Equation 1.29. A non-negative
function with zero integral is zero almost everywhere. O

Equation 1.44 is the engine of every structural result about optimal plans; it is what
Theorem 1.8 uses to turn a coupling into a map. It also has a consequence that mentions
no potentials at all. If 7 is optimal then supp(w) is c-cyclically monotone: for every
finite family (z4,v,), ..., (xy,yy) in the support and every permutation o of {1,..., N},

clz;,y;) < Zc(mi,yg(i)). (1.45)

N N
=1 =1

1

The proof is one line from Equation 1.44: summing the equality over the family gives
> @i, ;) = 32, p(x;) + 32, ¥(y;), the right-hand side is unchanged by reindexing v
along o, and ¢(;) + ¥(Y,(;)) < (@, Y,(;)) term by term. In words: no finite reshuffling
of destinations among the pairs the plan actually uses can lower the bill. For ¢ continuous
and real-valued the converse holds as well — a coupling with c-cyclically monotone
support is optimal — so Equation 1.45 characterises optimality with no reference to the
dual problem.
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1.15. Advanced topics
1.15.9. The c-transform for the quadratic cost

For c¢(z,y) = ||z — y| the c-transform of a 1-Lipschitz function is simply its negative,
which is Lemma 1.3. For the quadratic cost it is the Legendre transform wearing a
disguise, and that identification is the whole of the change of variables in Theorem 1.8.

c(z,y) = L]z — y|* the c-transform is the Legendre transform wearing a disguise. Put
u(z) = 3|z|* — ¢(x) and expand the square:

=l

#°(y) = inf{ Sl — yl> — (@) } = Syl - sup{(z,y) —u(@)} = 3lyl* —u'(y). (1.46)

So ¢ is c-concave for the quadratic cost exactly when u = 3||-|? — ¢ is convex and lower
semicontinuous: applying Equation 1.46 twice turns c-concavity of ¢ into the identity
u = u**, which is the Fenchel-Moreau theorem. It is worth registering that what appears
is convewity of u and not concavity — the c-transform reverses order, and the %||-[?
absorbs the sign. This identification is the entire change of variables of Theorem 1.8,
which carries it out in a single line.

1.15.10. Continuity of the Wasserstein loss

Example 1.1 shows one generator, with one parameter, on which W, carries a gradient
and the f-divergences do not. The general statement rests on Section 1.15.4: W, metrises
weak convergence on a space of bounded diameter, whereas total variation and the
Jensen—Shannon divergence induce a strictly finer topology.

Suppose Gy(z) is locally Lipschitz in €, uniformly in z up to an integrable envelope — a
condition any feed-forward network with Lipschitz activations satisfies. Then 0 — p, is
continuous for weak convergence, so by Equation 1.42

0 = Wi (1gs Pata) (1.47)

is continuous everywhere and, being locally Lipschitz, differentiable almost everywhere.
Gradient descent on it is therefore well posed wherever it is run.

No such statement is available for Djq. By Theorem 1.2 it is locally constant wherever the
supports separate, which by the dimension count of Section 1.7 is essentially everywhere;
it is differentiable almost everywhere too, but with derivative zero, which is worse than
useless. This is Theorem 1 of Arjovsky, Chintala and Bottou, and it is the reason the
loss was worth changing.
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1.16. Appendix: proof of the Radon—Nikodym theorem

Theorem 1.1 was used throughout without proof. The following argument, due to von
Neumann, is short and uses only the Riesz representation theorem in a Hilbert space, so
it is worth including rather than citing.

Proof. Assume first that A and v are finite, with A < v, and set p = A + v, also finite.
Consider the linear functional

L<f>=/fdA, feL2(p).
Q

It is bounded: by Cauchy—Schwarz in L?(p), and since A < p,

L(f)| < / fldxr < / Fldp < | flz p(Q)V2,

By the Riesz representation theorem there is g € L?(p) with

/fd/\:/fgdp:/fgd)\—i—/fgdu for all f € L2(p),

and rearranging,

[ra-gan=[rean (1.48)

Taking f = 1,y in [ fd\ = [ fgdp forces p({g < 0}) = 0, and taking f = 1,y
gives f{g>1}(l —g)d\ = f{g>1} gdv > 0 with a strictly negative left-hand side unless

p({g>1})=0. So 0 < g <1 p-almost everywhere.
Let N = {g = 1}. Taking f = 15 in Equation 1.48 gives 0 = v(NN), and since A\ < v also
A(N) =0.

Now fix a measurable A and take f = 1,4(1+ g+ + ¢" ') in Equation 1.48. The
left-hand side telescopes, since (1 + -+ ¢"1)(1—g) =1—g™

/A(l—g”)d)\:/A(g—i—92+~-+g")dy.

Let n — oco. On {g < 1} we have ¢ — 0, and A(INV) = 0, so the left side tends to
A(A) by dominated convergence. The right side increases to [ N Zk> . gk dv = [\ f"g dv
by monotone convergence, the integrand being defined v-almost everywhere because

v(N) = 0. Hence
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)\(A):/hdu, h=-2_>0o,
A

which is Equation 1.3. For o-finite measures, partition {2 into countably many sets of
finite measure and add the resulting densities.

Uniqueness: if [ hydv = [ hydv for every A, then taking A = {hy; > hy} and A =
{hy < hy} in turn forces both sets to be v-null, so hy = hy v-almost everywhere. O

1.17. Further reading

Full bibliographic details are on the book’s References page. The lecture follows Chapters
1 and 13 of the course text; the transport material beyond it is standard and the sources
below are where each statement used here is proved in full.

e Ye (2022) — Chapter 1 for metric spaces, convexity and duality; Chapter 13 for
statistical distances and optimal transport. Definitions and equation numbers
quoted in this chapter follow that text.

o Villani (2003) — Theorem 1.3 is the general form of Theorem 1.6; Chapter 1 covers
the c-transform and c-concavity.

o Villani (2009) — Chapter 5 for duality, Chapter 6 for the metric structure of W,
and the gluing lemma.

» Santambrogio (2015) — Theorem 2.9 proves that the monotone map is optimal for
costs h(x —y) with h convex, which Theorem 1.4 cites.

o Peyré and Cuturi (2019) — the linear-programming view of Definition 1.13 and its
numerics.

o Brenier (1991) — the original form of Theorem 1.8.

e McCann (1995) — removes the moment hypotheses from Brenier’s theorem.

o Csiszar (1967) — the origin of Definition 1.6.

o Sriperumbudur et al. (2009) — proves that total variation is the only non-trivial
member of both families, the claim made in Section 1.8.

o Gretton et al. (2012) — the source for Proposition 1.6 and for characteristic kernels.

o Goodfellow et al. (2014) — the original adversarial formulation.

o Nowozin et al. (2016) — Table 2 there lists the generators in the convention
discussed after Proposition 1.4.

o Arjovsky and Bottou (2017) — the manifold argument of Section 1.7.

o Arjovsky et al. (2017) — Example 1 there is Example 1.1.

e Mroueh et al. (2017) — mean and covariance feature matching.

o Huang and Belongie (2017) — the layer identified with Equation 1.36.
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Based on the scribe note of Jungwoo Ahn, with material from Sungwon Yang and
Junhyeong Park; edited by Jong Chul Ye.
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2. GAN and its Extensions

2.1. Overview

A generative adversarial network (GAN) learns to sample from an unknown data dis-
tribution without writing down a likelihood. A generator turns noise into samples, a
discriminator tries to tell those samples from real data, and the two are trained against
each other. The previous lecture introduced statistical distances and optimal transport;
this lecture shows that every GAN variant is, underneath, a choice of statistical distance
between the data and the model, together with a way of estimating that distance with a
neural network.

The original GAN minimises the Jensen-Shannon divergence (JSD), which gives no
useful gradient when the two distributions do not overlap. Two families of fixes follow:
f-GAN and LS-GAN generalise the divergence, while W-GAN, McGAN and Geometric
GAN replace it by an integral probability metric (IPM). Along the way we meet the
non-saturating loss, mode collapse and InfoGAN.

2.2. Notation

Symbol Meaning

relX CR? a data point

P, p, data (“real”) distribution and its density

zZ~p, latent noise in R9-

Gy, Pyor Py, p, generator, and the distribution of Gy(z)

D(x) € (0,1) discriminator (probability that x is real)

I convex function of an f-divergence and its
Fenchel conjugate

£z Lipschitz constant of f

(P, Q) the set of couplings of P and Q

ola)=1/(1+e) logistic sigmoid
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2. GAN and its Extensions
2.3. The GAN minimax game

2.3.1. The objective

Goodfellow et al. (Goodfellow et al. 2014) define a two-player game between a generator
G and a discriminator D:

m(}n max V(D,G) =E,., [logD(x)]+E,., [log(l—D(G(2)))]. (2.1)

V' is the log-likelihood of a binary classifier that labels real samples 1 and generated
samples 0. The discriminator maximises it and the generator minimises it.

real money - \/
B X
cop (D)

counterfeiter (G)

Figure 2.1.: The game of Equation 2.1 before the algebra. A counterfeiter learns to print
money that a policeman will accept, and the policeman learns to tell the
forgeries from the real notes; neither is given the answer, and each improves
only because the other does. The generator is the counterfeiter and the
discriminator is the policeman. From the course slides (Ye 2026a).

In practice the game is played by alternating stochastic gradient steps: k ascent steps on
the discriminator, then one descent step on the generator. Writing the second expectation
over z = G(z),

V(D,G) = / <pr(ac) log D(x) + p,(x)log (1 — D(z)) ) dz. (2.2)
x

Writing p, presumes P, has a Lebesgue density, and Section 2.4 argues the opposite:
P, lives on a d,-dimensional set with d, < d, so no such density exists in exactly the
regime we are about to analyse. Nothing below actually needs one. Take any measure p
dominating both — the mixture P, + P, always does — and read p,,p, as the Radon—
Nikodym derivatives dP,/dp, dp, /dp, with dx replaced by dp. Every step through
Equation 2.3 goes through unchanged, because each is pointwise in the pair (p,., pg). It
is the density notation that fails on disjoint supports, not the argument.
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2.3. The GAN minimax game

2.3.2. The optimal discriminator

Proposition 2.1 (Optimal discriminator). For a fized generator, the discriminator that
mazimises Equation 2.2 is
()

Pol®) = o) v @)

on the set where p,.(z) + py(z) > 0.

Proof. The integrand depends on D only through y = D(z) at the same point, so
we maximise pointwise. For a = p,(r) > 0 and b = p,(x) > 0, not both zero, let
h(y) = alogy + blog(l —y) on (0,1). Then

a b a b

W)= o W) == s <0,

y 1-y y? (1—y)?
so h is strictly concave and its stationary point y = a/(a + b) is the maximiser. (If b =0
the supremum is approached as y — 1 but not attained — a first hint that disjoint
supports cause trouble.) O

The assumption doing the work is that D ranges over all functions. A neural discriminator
can only approximate Dg,.

2.3.3. What the generator minimises

Substitute D, into V and write m = 3(p, + p,) for the mixture. Since prpTTpg =1 &
C(G) == maxV(D,G) = E, [log Pr ] +E, [log Py ]
D i p,,. pg 9 pr + pg
(2.3)

=L, {log &] —log2 +L, [log p—g] —log?2
" m 9 m
= KL(p, | m) + KL(p, || m) — log4 = 2JSD(p,, p,) — log4.

Theorem 2.1 (Global optimum of the GAN game). C(G) > —log4, with equality if
and only if p, = p,.. At that point Dg, = 1/2.

Proof. JSD > 0 with equality iff p, = p,, since each KL term is zero iff its argument
equals m. Plug into Equation 2.3; when p, = p,., Proposition 2.1 gives D* = 1/2. 0

So in the idealised setting the game has the right fixed point. The rest of the lecture is
about why reaching it is hard.
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2.4. Why the JSD saturates on disjoint supports

2.4.1. The JSD is constant when supports do not overlap

Suppose P, and P, are concentrated on disjoint sets S, and S,. On S, we have p, = 0,
so p./m = 2;on S, p,/m = 2. Hence

KL(p,|m) = KL(p,|m) = log 2, JSD(p,., p,) = log2,

and C(G) = 2log2 —log4 = 0, however far apart the two sets are. A generator one pixel
away from the data and one producing pure noise get the same value, and the gradient
of C with respect to @ is zero.

This is the typical case, not a corner case (Arjovsky and Bottou 2017). Natural images
concentrate near a low-dimensional manifold in R%, and the generator maps R?: into R?
with d, < d, so P, also lives on a low-dimensional set. Two such sets in general position
intersect in a set of measure zero, and then a perfect discriminator exists: D =1 on S,,
D=0onS,.

2.4.2. What this does to the generator’s gradient

Write the discriminator as D = o(a), where a(x) is the logit. By the chain rule the
generator’s term in Equation 2.1 has gradient

Volog (1 —o(a) = T g o p(Gy(2) VealGo(a). (29

When the discriminator confidently rejects the fakes, D(G(z)) — 0 and the factor
—D(G(z)) kills the gradient, however informative Vya is. The better the discriminator,
the less the generator learns; Arjovsky and Bottou show that the generator gradient goes
to zero as D approaches a perfect discriminator [2, Thm. 2.4]. Training therefore has a
narrow window: too little discriminator training gives a wrong signal, too much gives
none.

2.5. The non-saturating loss

2.5.1. The heuristic

Goodfellow et al. already proposed a fix (Goodfellow et al. 2014): instead of minimising
E,[log(1 — D(G(z)))], the generator minimises
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2.5. The non-saturating loss

L =—E,., [log D(G(2))]. (2.5)
Both losses push D(G(z2)) upwards and share the fixed point p, = p,., but their gradients
differ. With D = o(a),

i[—]ogo’(@)] :—(1—0‘(&))—>—1 asD—)O,

so the fakes the discriminator rejects most confidently now receive the largest gradient
instead of the smallest (Figure 2.2).

loss gradient
7.51
—— saturating: log(1 — D) (minimise) 0.0
5.0 non-saturating: —log D (minimise)
' £ -0.2
o g
8 254 =
- T —0.4- fakesthe
S 0.0 = discriminator dalog(1 - o(a)) = —o(a)
© - rejects dal—logo(a)l = —(1 - o(a))
2 S —0.6
o —-2.5 S
o g
5.0 o —0.8
-7.5 —1.01
0.0 0.2 0.4 0.6 0.8 1.0 -5 0 5
D(G(2)) discriminator logit @ on a fake sample

Figure 2.2.: Left: the saturating loss log(1 — D) is flat exactly where the generator is
worst (D(G(z)) near 0); the non-saturating loss —log D is steepest there.
Right: gradient with respect to the discriminator logit on a fake sample.

2.5.2. What the non-saturating loss actually minimises

The non-saturating loss is no longer the minimax game, so which divergence does it
follow? Hold the discriminator at its optimum D* for the current generator 6, and
differentiate with respect to 6 at 6, treating D* as fixed. Two identities do the work:

log D* —log(1 — D*) = logp—r = —logD* = log& —log(1 — D*),
Py .

and, from Equation 2.3, £, [log D*] + E,, [log(1 — D*)] = 2JSD — log4, where the first
expectation does not depend on 6. Taking [Epg of the first identity and differentiating
gives [2, Thm. 2.5]

Vy E. [~ log D*(Gy(2))] = V [KL(p,p,) —2JSD(p,.p,)] - (2.6)
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2. GAN and its Extensions

Two remarks. The —2 JSD term has the wrong sign: it pushes the distributions apart.
And KL(p,|p,.) is the reverse KL: it is infinite if the generator puts mass where there is
no data, but costs almost nothing if the generator ignores part of the data. The non-
saturating loss buys stable gradients at the price of a bias towards dropping modes.

2.6. Mode collapse

Mode collapse is when the generator covers only a few modes of the data even though
each sample may look realistic — for example, one or two of eight Gaussians on a circle,
or near-duplicate faces in a batch. A dynamic variant is mode hopping: the generator
jumps from mode to mode as the discriminator learns to reject the current one.

Three parts of the objective invite it.

1. The generator’s inner problem. For a fixed discriminator, the generator
objective E,[—1log D(G(z))] is minimised by mapping every z to a single point
arg max,, D(z). Theorem 2.1 is about min, max,, where the discriminator responds
to the generator; alternating gradient steps are closer to alternating best responses,
and the generator’s best response to a fixed D is a point mass.

2. The divergence being followed. By Equation 2.6 the non-saturating loss follows
the reverse KL, which is mode-seeking: missing a mode is cheap, inventing mass off
the data is expensive.

3. Per-sample judgement. The discriminator scores samples one at a time, so it
cannot notice that a whole batch is the same image.

Remedies include minibatch discrimination (Salimans et al. 2016), unrolled GANs (Metz
et al. 2017), and the IPM-based GANs below, whose gradient does not vanish when
the discriminator is strong. What the first two actually compute, and how collapse is
diagnosed, is in Section 2.18.3.

2.7. f-divergences and f-GAN

2.7.1. f-divergences

Definition 2.1 (f-divergence). Let f : (0,00) — R be convex and lower semicontinuous
with f(1) = 0. For distributions P <« @ with densities p, g,

o(2) f(p@)) dz

Dy(PIQ) = [ ata) £ 20

x
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2.7. f-divergences and f-GAN

By Jensen’s inequality, D;(P[Q) > f (fq %) = f(1) = 0. Different choices of f give
familiar divergences (Table 2.1).

Table 2.1.: Realisations of the f-GAN, following the lecture (Ye 2026a, 59) and (Nowozin

et al. 2016). o is the logistic function, V,, the unconstrained critic and
v =V, (7); the last two columns are what an implementation needs, since g
is the output activation that lands V, inside dom f*.

Divergence  f(u) fr(t) dom f* 95(v) f(g5(v))
KL ulogu et~ ! R v eVt
Reverse KL  —logu —1—log(—t) t<0 —e Y —14wv
Pearson x?  (u—1)?2 t+t2/4 R v v+ v?/4
Squared (Vu—1)? t/(1—1t) t<1 1—e e’ —1
Hellinger
Jensen— ulogu—(u+ —log(2—e?) t <log2 log2 — —log(2 —
Shannon 1)log “it log(14+e™) 20(v))
GAN ulogu—(u+ —log(l—e’) t<0 —log(1 + —log(1—
1) log(u + 1) &) o(v))

2.7.2. The Fenchel conjugate and the variational lower bound

The Fenchel conjugate of f is f*(t) = sup {ut — f(u)}. For convex lower semicontinuous
f the Fenchel-Moreau theorem gives f** = f:

f(u) = sup {tu— f*(t)}. (2.7)

tedom f*

To compute a conjugate, solve f'(u) = t for u and substitute. For the GAN row:

f(u) = log 2% = t, which requires e’ < 2 and gives u = e’/(2 — e'). At this u the
generator is f(u) = ut —log “f*, so f*(t) = ut — f(u) = log It = —log(2 — e'). For

Pearson, 2(u— 1) =t gives u = 1 +t/2 and f*(t) =t + t%/4.

Now insert Equation 2.7 into Definition 2.1, choosing ¢t = T'(x) separately at each point:

Dy(PIQ) = [ atwysup {253~y Lo

> sup (E,plT(@)] ~ Epnglf(T()])

(2.8)

The inequality comes only from restricting 7" to a class T (a neural network family); over all
measurable T it is an equality (Nguyen et al. 2010), attained at 7% (z) = f'(p(x)/q(x)),
where the supremum in Equation 2.7 is reached. The right-hand side involves only
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2. GAN and its Extensions

expectations, so it can be estimated from samples without knowing either density. That
is what makes it usable for a GAN.

Pointwise equality at the tangent The variational bound becomes exact

— f(u) = ulogu
51 — Tangent at r=2

Function value
Objective (nats)

0 ol
] / — J(Ta)
] =0.27 - Du(PIQ)

00 05 10 15 20 25 3.0 35 4.0 —-0.25 0.00 0.25 0.50 0.75 1.00 1.25 1.50 1.75
u ain T =1+ alog(p/q)

Figure 2.3.: Both halves of the variational bound, for the Kullback—Leibler generator
f(u) = ulogu. Left: Equation 2.7 at a single point — the supporting
line of slope t touches the graph exactly at the density ratio u for which
t = f’(u), which is the equality case of the Fenchel-Young inequality and
the reason T%(x) = f'(p(z)/q(x)) is optimal. Right: on a two-point example,
the objective of Equation 2.8 plotted against a one-parameter family of test
functions 7,; it rises to the divergence itself and no further.

2.7.3. f-GAN as the general recipe

Nowozin, Cseke and Tomioka (Nowozin et al. 2016) take P = P,, Q = P, and turn
Equation 2.8 into a game:

minmax F(0,0) = E,p, [5,V,(0)] = Eoop, [0, @)],  (29)

where V,, is an unconstrained network and g; is an output activation mapping R into the
domain of f* (for KL and Pearson, g;(v) = v; for reverse KL, g¢(v) = —e™").

The original GAN, via the normalised generator. Taking the Jensen—Shannon row
of Table 2.1, its conjugate needs ¢ < log2, so take g;(v) = log2 + logo(v) = log (20(v)).
Writing D(z) = o(V,(z)) gives T' = log(2D) and f*(T) = —log(2 —2D) = —log2 —
log(1 — D), so

F(0,w) = Ep [log D(x)] + Ep, [log(1 — D(x))] +log4d = V(D,G) + log4,
which is Equation 2.1 shifted by a constant — and it is the same constant that Equation 2.3

carries, since Dy, = 2J SD = C(G) + log4. Maximising over w and minimising over 6
is therefore the same problem as Equation 2.1.
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2.8. LS-GAN and the Pearson chi-squared divergence

A word on that constant, because it is why Table 2.1 carries two rows that look like the
same thing. The GAN row uses ulogu — (u + 1)log(u + 1), which is what the -GAN
paper and the lecture both use (Ye 2026a, 56-59), and it reproduces Equation 2.1 on
the nose: g;(v) = —log(1+e™") gives f*(g;(v)) = —log(1 — o(v)), and the variational
objective is exactly Ep [log D] + Ep, [log(1 — D)] with D = o(V,,), with no constant to
carry. That is its convenience and it is the reason to prefer it when deriving the original
GAN.

What it is not is an f-divergence in the sense of Definition 2.1, because f(1) = —log4 # 0.
The Jensen argument above does not apply to it, and the quantity it generates is
2JSD —log4, which is negative whenever the two distributions are close. A reader who
takes Definition 2.1 seriously would conclude that the GAN divergence is non-negative,
and it is not. The Jensen—Shannon row is the same generator normalised so that
f(1) = 0; it costs the log4 and buys back non-negativity. This is the same normalisation
clash as the factor of two in Proposition 1.4 of the previous chapter, and the honest thing
is to carry both and say which one is being used.

So the original GAN is not special: any f-divergence gives a GAN. The price is that
every f-divergence depends only on the density ratio, so it cannot see how far apart
two disjoint supports are, and the saturation problem is not solved within this family.
How Equation 2.9 is optimised in practice, and what changes when f changes, is in
Section 2.18.1.

2.8. LS-GAN and the Pearson chi-squared divergence

2.8.1. The least-squares objective

Mao et al. (Mao et al. 2017) replace the log loss by squared error against target labels
a (fake), b (real) and ¢ (what the generator wants the discriminator to say about its
samples):

min L, [(D(x) —b)?] + $ .., [(D(G(2) —a)?],

D(G(2) — ). (210)

Hgn % [Ezwpz [(

Here D has a linear output. With the sigmoid cross-entropy loss, a fake sample already
on the “real” side of the decision boundary gives almost no gradient even if it is far from
the data. The squared loss keeps penalising it in proportion to its distance from the
target, so gradients do not vanish.
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2. GAN and its Extensions

2.8.2. The optimal discriminator and the divergence

Pointwise, D minimises p,.(x)(D—b)*+p,(x)(D—a)?, a convex quadratic whose minimiser
is

. bp(a)+ap,(@)
D@ = o ra,)

Add to the generator objective the term %[Epr[(D(x) — ¢)?], which does not depend on G.
With D = D*,

(b—c)p, + (a—c)p,)’
Pr Dy

dx.

2C(G):/(p,,+pg) (D*—c)2dx:/

Choose the labels so that b—c =1and b—a =2 (hencea—c = —1),e.g.a=—1,b=1,
¢ = 0. The numerator becomes (p, — pg)2 = (2pg — (p, + pg))2 and

2p,(z) — (p,(z) +p,(x 2
20(G> = / ( g( >pr(§;> —f—]ig(.f)g( >)) dr = X%’earson<2pg ” Py +pg>7 (211)
with XZeareon (P1Q) = [(p — q)?/q, the f-divergence with f(u) = (u— 1)%. Tt is zero iff
Pg =Dy (Mao et al. write the arguments in the opposite order; the integral is the same.)
The popular choice a = 0, b = ¢ = 1 does not satisfy the two conditions but behaves
similarly in practice (Mao et al. 2017). LS-GAN therefore minimises a Pearson y2-type
divergence, which places it in the f-divergence family.

2.9. DCGAN: the architecture that made it train

Everything so far has been about the objective. None of it says what G and D should
be, and for the first two years after Equation 2.1 that was the binding constraint: the
objective was right and the models would not converge. DCGAN (Radford et al. 2016)
is the paper that settled the architecture, and it is worth a section because every model
in the rest of this chapter and the next is built on it.

2.9.1. The generator

Figure 2.4 is the whole design. Spatial resolution doubles at each step while the channel
count halves, so the tensor is reshaped from deep and small to shallow and large by
learned upsampling rather than by interpolation.
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2.9. DCGAN: the architecture that made it train

1024 ——
m =) =]
§ ‘——-:<
4 e L SR
. 8 Stride 2 16
Project and reshape CONV 1

CONV 2

CONV 3 64

Figure 2.4.: The DCGAN generator. A 100-dimensional uniform z is projected and
reshaped to a 4 x 4 x 1024 tensor, then four fractionally-strided convolutions
take it to 64 x 64 x 3. There is no fully connected layer after the projection
and no pooling anywhere. From (Radford et al. 2016, fig. 1); the lecture
slides reproduce it at (Ye 2026a, 64).

2.9.2. Five rules

The paper’s contribution is not one architecture but a set of constraints that made the
family trainable (Radford et al. 2016):

1. Replace pooling with strided convolutions in the discriminator and fractionally-
strided convolutions in the generator, so the network learns its own downsampling
and upsampling.

Use batch normalisation in both networks.

Remove fully connected hidden layers in deeper architectures.

In the generator use ReLU everywhere except the output, which uses tanh.

In the discriminator use LeakyReLU everywhere.

AN

Rules 1 and 3 are the same idea twice: take out the layers that do not respect spatial
structure. Rule 2 is the one that interacts with the theory of this chapter. Batch nor-
malisation keeps activations in a range where the discriminator’s gradient is informative,
which attacks the saturation of Section 2.4 from the architecture side rather than from the
loss side — the non-saturating loss of Section 2.5 and the Wasserstein critic of Section 2.11
are the two loss-side attacks on the same problem. Rules 4 and 5 are of a piece with it: a
generator ReLU can output zero gradient on a whole half-space, and in the discriminator,
where the gradient is the signal passed back to G, the leak is what keeps it alive.

Not every rule survived. Batch normalisation in the discriminator is now usually replaced,
because it couples the examples in a minibatch and the gradient penalty of Section 2.12.2
is defined per example; the usual substitutes are layer or instance normalisation, which
Section 3.3 of the next chapter treats properly.
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2. GAN and its Extensions

2.9.3. What the latent space turned out to be

man man woman
with glasses without glasses without glasses

B -

. l:} arithmetic in pixel space
y - e
L5t

woman with glasses

Figure 2.5.: Vector arithmetic in the latent space. In each block, three samples of a
visual concept are averaged in z, the averages are combined, and the result
is decoded. The bottom two rows do the same arithmetic on pixels instead,
which produces superpositions rather than faces. From (Radford et al. 2016,
fig. 7); the lecture slides show the first block at (Ye 2026a, 66).

The result in Figure 2.5 was not designed for and is the reason DCGAN is remembered.
Averaging the z vectors of smiling women, subtracting the average for neutral women,
adding the average for neutral men, and decoding gives smiling men. Nothing in
Equation 2.1 asks for this: the objective constrains the push-forward py = Gy v as a
distribution and says nothing about how G arranges the latent space internally.

The bottom rows are the control, and they are what makes the claim non-trivial. The
same arithmetic in pixel space gives ghosted overlays, because pixels have no such
structure. So the linear structure is something the generator built, not something the
data has.

This is the first appearance of a question the next two chapters are about. If directions in
z carry meaning, can they be made to carry chosen meanings? InfoGAN below answers
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2.10. InfoGAN

by adding a term that rewards it; Section 3.6 in the next chapter answers by changing
where the latent code enters the network; and the 5-VAE of Section 4.6 answers by
pricing the information the code may carry.

2.10. InfoGAN

2.10.1. The mutual information term

A standard GAN is free to use its latent vector in an entangled way. InfoGAN (Chen et
al. 2016) splits the input into noise z and a latent code ¢ with a known, factored prior
(for MNIST: one 10-way categorical code and two continuous codes, uniform on [—1,1]),
and asks that the code be recoverable from the output:

Hgn max V(D,G)— XI(c; G(z,¢)). (2.12)

2.10.2. The variational lower bound

I(c;z) = H(c) — H(c | ) needs the posterior P(c | x), which is intractable. Introduce
an auxiliary distribution Q(c | x):

_H(C | SC) = [Ez [EC/NP(c\m) [IOgP(C/ | ZL‘)]
= E,[KL(P(- [ 2) | Q(- | 2)) + Epropieps) g Q(e’ | )]
> [Ea: [EC'NP(C\:E) [IOg Q(C/ ’ .’L’)] )

because the KL term is non-negative. The remaining expectation still samples from the
posterior, but it does not have to: the pair (¢/,z) with z ~ Py, ¢/ ~ P(c | z) has the
same joint law as (¢, z) with ¢ ~ p(c), z = G(z,¢). Hence

I(c;G(z,0)) > Li(G,Q) = Epipe), snp, [l0gQ(c | G(z,¢))] 4+ H(c), (2.13)

which only needs samples from the prior. The bound is tight when @) equals the true
posterior, and InfoGAN solves ming o maxy, V(D,G) —AL;(G, Q). @Q is a small head on
the discriminator’s convolutional trunk, so the extra cost is negligible; for a categorical
code log () is a cross-entropy, for a continuous code a Gaussian () gives a squared error.
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2. GAN and its Extensions

(a) Varying c; on InfoGAN (Digit type) (b) Varying c; on regul

8

GAN (No cle:

8

meaning)

Figure 2.6.: What the InfoGAN term buys, on MNIST. Each row fixes the noise z and
sweeps one latent code across its range. (a) In InfoGAN the categorical
code moves along the digit classes, and the sweep is a clean change of one
factor. (b) In a plain GAN the same coordinate of the latent vector has
no such meaning, and the sweep wanders. This is the latent traversal that
Section 2.18.7 describes as the standard of evidence for a disentangled code.
From the course slides (Ye 2026a), after Chen et al. (Chen et al. 2016).

2.10.3. What the codes actually disentangle

On MNIST the categorical code aligns with digit class (about 5% error as an unsupervised
classifier) and the continuous codes with rotation and stroke width (Chen et al. 2016).

Mutual information is invariant under invertible reparametrisations of ¢, though, so the
objective alone does not decide which factor a code captures; that comes from the prior,
the architecture and the data. The other datasets, and how A and the continuous-code
head are set, are in Section 2.18.7.

2.11. W-GAN

2.11.1. The Wasserstein-1 distance

From the previous lecture, the Wasserstein-1 (earth mover’s) distance is

Wi(P,Q)= inf [E, . —ylll, 2.14
(PQ)= ity (=l (214)

the cheapest cost of moving the mass of P onto ). Unlike an f-divergence, it looks at
where the mass is, not only at density ratios: on two disjoint supports W, grows with
the gap while the JSD is stuck at log2 (see the worked example).
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2.11. W-GAN

Theorem 2.2 (Continuity of W1 in the generator parameters). Let P, be the law of
Gy(z). If E,|Gy(2) — Gy (2)| — 0 as ' — 6, then 0 — W, (P., Py) is continuous. If
moreover Gy is locally Lipschitz in 6 with an integrable constant, it is Lipschitz and hence
differentiable almost everywhere [9, Thm. 1].

Proof. Using the same z for both generators defines a coupling of P, and P,
so Wi(Py,Py) < LE,|Gy(2) — Gg(2)|. By the triangle inequality, |W,(P,,Py) —
Wi (P.,Py)| < W,(Py, Py) — 0. Under the Lipschitz assumption the same bound is
at most E,[L(0,2)] [0 — 0|, and Rademacher’s theorem gives differentiability almost
everywhere. O

Neither statement holds for the JSD or the KL: in the worked example both jump at
0=0.

2.11.2. Kantorovich-Rubinstein duality

Equation 2.14 is an infimum over couplings, which we cannot optimise with samples. Its
dual is a supremum over functions:

Theorem 2.3 (Kantorovich-Rubinstein duality). For P,Q with finite first moments,

Wi(P,Q) = suwp (E,.plf(@)] — E,olf(w)]).

171 <1

Proof. Weak duality. For any coupling v and any 1-Lipschitz f,

Eplf] = EQlf] = By [f(2) = f()] < E, [l —yll]-

Take the sup over f on the left and the inf over v on the right.

Why the dual has this form. The general Kantorovich dual is sup{Ep[¢] + Eq[¥] : p(z) +
Y(y) < |z —y|}. For a given ¢ the best ¢ is the c-transform ¢°(y) = inf, [|z —y| — ¢(x)],
which is 1-Lipschitz. Replacing ¢ by ¢ (also 1-Lipschitz) never lowers the objective, so we
may take ¢ = u 1-Lipschitz. For such u, u¢(y) < —u(y) (take x = y) and u°(y) > —u(y)
(since u(x) —u(y) < ||z —y|), so u¢ = —u and the dual becomes SUPp, < Eplu] — Eglul.
Equality with the primal is Kantorovich duality [10, Thm. 5.10]. O
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2. GAN and its Extensions
2.11.3. The W-GAN objective

Arjovsky, Chintala and Bottou (Arjovsky et al. 2017) parametrise f by a network f,,,
the critic, constrained to be K-Lipschitz:

min | x| E,p [£a(2)] ~ B, [£ulGol2)] (2.15)

If the family is rich enough, the inner maximum is K - W (P,, P,). There is no log and
no sigmoid: the critic outputs a real score, not a probability. Under the assumptions of
Theorem 2.2,

v0W1<Pr7 P@) - - [Ezrvpz {véfopt(GG(Z»] ’

where f°P' is an optimal critic. This is the key difference from the original GAN. There,
an optimal discriminator gives the gradient of a saturated JSD, which vanishes on disjoint
supports (Equation 2.4). Here, an optimal critic gives ezactly the gradient of W, which
is informative everywhere. So the critic may, and should, be trained to optimality.
In practice W-GAN runs 5 critic steps per generator step, and the authors report no
mode collapse in their experiments.

2.12. Enforcing the Lipschitz constraint

Equation 2.15 needs | f,,|l;, < K, which a plain network does not satisfy. Three ways of
enforcing it follow.

2.12.1. Weight clipping

The original W-GAN clips every weight to [—c, ¢| after each update, with ¢ = 0.01. The
parameter set is then compact, so every f,, is K-Lipschitz for some K. The authors
call this “a clearly terrible way” to enforce the constraint (Arjovsky et al. 2017), and
Gulrajani et al. (Gulrajani et al. 2017) document why:

e Capacity underuse. Most weights end up at +c, so the critic learns very simple
functions.
o Exploding or vanishing gradients. Slightly too large a ¢ explodes the gradient,

slightly too small makes it vanish.

1 describes the evidence behind both.
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2.12. Enforcing the Lipschitz constraint

2.12.2. WGAN-GP: the gradient penalty

The idea of (Gulrajani et al. 2017) starts from a property of the optimal critic.

Proposition 2.2 (Optimal critics have unit gradient on transport paths). Let f°P* be an
optimal critic and v* an optimal coupling. Then fP'(x)— fP'(y) = |z —y| for v*-almost
every pair, and wherever fP' is differentiable at x, = tx + (1 — t)y, |V fP"(x,)| = 1.

Proof. By strong duality E..[|z —y| — (f**(z) — f**"(y))] = 0, and the integrand is
non-negative by the Lipschitz property, so it vanishes almost surely. A 1-Lipschitz
function that rises by exactly |z — y| along a segment of that length must rise at unit
rate throughout, so its directional derivative along (x —y)/||x — y|| is 1; since the gradient
norm is at most 1, it equals 1. ]

So instead of constraining weights, penalise the critic’s gradient norm where it matters,
on points between real and generated samples:

Lcritic = [E:ENPQ [fw('iﬂ - [EacNPT [fw(x)] +A [Ea?: [(vaﬁfw<£')”2 - 1>2] ) (216)

with Z = ex + (1 — €)Z, € ~ UJ[0,1], and A = 10. The penalty is two-sided (it also
pushes norms up to 1) and soft, and it is enforced only on the sampled lines, not
everywhere. Because it is per-sample, the critic uses layer normalisation instead of batch
normalisation.

2.12.3. Spectral normalisation

Miyato et al. (Miyato et al. 2018) bound the Lipschitz constant through the layers. For

f=nhpeohy |Ifly <11, [l A linear layer h(z) = Wz + b has [h];, = 0, (W),
the spectral norm, and ReLU is 1-Lipschitz. Normalising every weight matrix,
- w
W=——7"¢++ 2.17
o)’ (217

therefore gives | f|, < 1. Instead of computing o, exactly, one step of power iteration
per update, with a persistent vector u, suffices because W changes slowly:

W'u Wo

- P W)~ uT Wo.
A AR AN R

Unlike clipping it keeps capacity, and unlike the gradient penalty it costs almost nothing.
It is usually combined with the hinge loss of Geometric GAN. How tight the bound is,
what is done for convolutional layers, and why the normalised layer behaves differently
from a clipped one are in Section 2.18.5.
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2. GAN and its Extensions
2.13. McGAN: mean and covariance feature matching

2.13.1. Integral probability metrics

W-GAN is one member of a larger family.

Definition 2.2 (Integral probability metric). For a class & of real functions on X,

Ay (P, Q) = sup [Ep[f(2)] — Eglf()]]

feF

The 1-Lipschitz class gives W, (Theorem 2.3); {|f] < 1} gives twice the total variation;
the unit ball of a reproducing kernel Hilbert space gives the maximum mean discrepancy.
IPMs compare expectations of test functions, so they involve no density ratios and stay
finite and informative on disjoint supports.

2.13.2. Mean matching

Mroueh, Sercu and Goel (Mroueh et al. 2017) choose functions linear on top of a learned
feature map @, : X' — R™:

F o = {£@) = (0.2,@) + ol <1}.

(1]

ZT; > (I)C

[1]
Linear classifier

5 Z X

Y

q)(: >

Figure 2.7.: The McGAN critic as a picture. Real samples x; and generated samples g,(z;)
both pass through the same learned feature map ®., and what compares
them is a linear classifier on top of those features. The critic’s freedom is
therefore split in two: the feature map chooses the space, and the linear layer
chooses the direction in it. From the course slides (Ye 2026a), after Mroueh
et al. (Mroueh et al. 2017).

With p,,(P) = E,.p[®,(z)], linearity and the definition of the dual norm (1/p+1/¢ = 1)
give
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2.13. McGAN: mean and covariance feature matching

ds(P,Q) = sup sup (v, u,(P) — p,(Q)) = sup 1o, (P) — 1, (Q) - (2.18)

w  fol,<1

The critic finds a feature space in which the two means differ most; the generator matches
the means there (®,, is kept bounded by clipping w).

@)
1
- Z‘I’L(-I'J - - Z (,( ( ))
n =1 n
Normal vector
N
™)
@Q Discriminator
‘_é\’b update direction
R
P2

Figure 2: Geometry of the mean feature matching GAN.

Figure 2.8.: Why Equation 2.18 is called mean feature matching. The two clouds are
the features of real and generated samples; the filled circle and the cross
are their means. The separating hyperplane is normal to the difference of
the means, so the discriminator’s update rotates that normal to separate
the clouds further, and the generator’s update pushes its own mean along
the normal towards the real one. Both players act on the same vector, from
opposite ends. From the course slides (Ye 2026a), after Mroueh et al. [13,
Fig. 2].

A W-GAN critic whose last layer is linear, f(z) = (v, ®(z)), with v clipped to [—¢,c], is
exactly mean matching with p = oo, i.e. the ¢; distance between feature means. The two
are [PMs of the same form and differ only in the function class.

2.13.3. Covariance matching

Mean matching ignores second-order structure. McGAN adds f(z) = (u, @, (x))(v, @, (x))
(

u' @, (z)®,(z) v for unit vectors w,v. With the uncentred covariance ¥ (P) =
ﬂ;P[(I)w(‘/L.)q)w(x)T]v

w

sup  u' (2,(P) — B (Q))v = 01a (B, (P) — Z,(Q)), (2.19)

lul=lvl=1
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2. GAN and its Extensions

the largest singular value of the difference. Using k orthonormal pairs instead gives the
sum of the top k singular values. The generator then matches the leading directions of
the feature covariance (Mroueh et al. 2017). Equation 2.18 and Equation 2.19 are what
is being estimated, not what is coded; Section 2.18.2 writes the trained objective down.

2.14. Geometric GAN

2.14.1. The discriminator as a separating hyperplane

Lim and Ye (Lim and Ye 2017) also write the critic as linear in features, f(z) =
(w, ®(x)) +b, and observe that separating real from fake features is a linear classification
problem in feature space. The best-understood linear classifier is the support vector
machine. The soft-margin SVM on real features (label +1) and fake features (label —1)
solves

min Sl + c;max (0,1 = f(xy) + OEjjmax 0,1+ f(G(z))- (220

The hinge terms are zero for samples beyond the margin on their own side; only samples
inside the margin or misclassified (the support vectors) contribute.

Hinge Loss

.

W
N
-
(=]
—
|8
[#1

Incorrect Classification Correct Classification

Figure 2.9.: The hinge, drawn. The loss is zero once a sample is correctly classified by a
margin of one, and falls linearly as the score moves the wrong way. That flat
region is what makes Equation 2.21 depend only on the support vectors: a
sample comfortably on its own side contributes no gradient at all. From the
course slides (Ye 2026a).

Dropping the %||w||2 term is not a normalisation identity, and it is worth being explicit
about what replaces it: without a bound on ||w| the hinge loss below can be driven down
by rescaling w, and with it the margin interpretation. Lim and Ye instead fix the scale,
taking |w| = 1 or constraining the trunk ®, — in practice by the spectral normalisation
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of Equation 2.17, which is why the two are almost always used together. Under that
constraint the regulariser is a constant and the discriminator minimises the hinge loss

Lp=E,., [max(0,1— f(z))] +E,., [max(0,1+ f(G(2)))]. (2.21)

2.14.2. What the generator does to the hyperplane

The decision boundary is the hyperplane (w, ¢) + b = 0 in feature space, with normal
vector w. The generator minimises L, = —E,[f(G(z))], whose gradient with respect to
a fake sample is V,f = Jg(x) w: the generator moves its features along the normal
of the hyperplane, towards the real side. Training alternates between (i) fitting the
maximum-margin hyperplane between real and fake features and (ii) pushing the fake
features across it. By SVM duality, w =3~ o; ®(z;) —Zj B;®(G(z;)) with «;, B; nonzero
only on support vectors. Compare McGAN, whose direction p,(P) — p,,(Q) averages all
samples: Geometric GAN uses only the hard samples near the boundary. Lim and Ye
analyse the equilibrium of the resulting game in (Lim and Ye 2017); Section 2.18.6 states
what they prove and what it assumes.

2.14.3. Which distance the hinge discriminator estimates

Pointwise, the discriminator minimises p, max(0,1 —¢) + p, max(0,1 +¢) over t = f(x).
This is piecewise linear with slope —p, for t < —1, p, —p, on [~1,1] and p, for t > 1,
so the minimum is at ¢t = 1 if p, > p, and at t = —1 otherwise, with value 2min(p,,p,).
Using 2min(a,b) =a+ b — |a —b|,

m}nLD:/Qmin(pr,pg)d:z:2—/]pT—pg|d:E:2(1—TV(pT,pg)).

So an unconstrained hinge discriminator measures the total variation distance. With
a Lipschitz-constrained critic the loss behaves more like an IPM. The hinge loss with
spectral normalisation became the default in later large-scale GANs.

2.15. What the critic’s loss does and does not tell you

Standard GAN. The discriminator is never optimal, and the JSD saturates anyway, so
its loss is not a measure of sample quality: a falling generator loss can mean a better
generator or a weaker discriminator.

W-GAN. If the critic is near-optimal and K-Lipschitz, the negative critic loss (without
the penalty) estimates K - W, (P,, P,), which is continuous in 6 (Theorem 2.2). Arjovsky
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Figure 2.10.: Both players, in feature space. The solid line is the decision boundary
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(w, ®:(x)) + b =0 and the dashed lines the margin at +1; circles are real
features and crosses generated ones, and the shaded band holds the support
vectors M — the only samples that contribute to Equation 2.21, since the
hinge is flat outside it (Figure 2.9). The discriminator’s step (red) moves
the hyperplane to separate the two clouds; the generator’s step (blue) moves
its features along the normal w towards the real side, and its direction is
set by the sums over M alone, not over every sample. Compare Figure 2.8,
where the same normal is the difference of all the feature means. From the
course slides (Ye 2026a), after Lim and Ye (Lim and Ye 2017).



2.16. Worked example: JSD versus W1 on disjoint supports

et al. show that it decreases steadily as samples improve and correlates with visual quality
(Arjovsky et al. 2017), which makes it useful for debugging.

What it does not tell you.

o [t is only a lower bound within the critic’s class. Arora et al. (Arora et al. 2017)
show that a generator with small support can nearly fool a finite-capacity critic, so
a small value does not certify diversity.

e Its scale is arbitrary. It depends on K — the clipping constant, A or the architecture
— so it cannot be compared across models or runs.

o It is not perceptual. W, with the Euclidean cost measures pixel distances, which do
not match human judgement.

In practice samples are also compared with external metrics. The most common, the
Frechet Inception Distance (Heusel et al. 2017), FID = ||u; — pol3 + Tr(Z, + Xy —
2(%,%,)1/2), is the squared Wasserstein-2 distance between Gaussians fitted to Inception
features: the same idea as McGAN, but with a fixed rather than learned feature map.

2.16. Worked example: JSD versus W1 on disjoint supports

Let P, and P, be two narrow Gaussians of width o = 0.01 centred at 0 (the data) and
at 0 (a one-parameter generator). They approximate the point masses §, and dy, whose

supports are disjoint for § # 0. For the point masses everything can be computed by
hand:

o JSD(dy,dy) = log2 ~ 0.6931 for every 6 # 0, so C(G) = 2JSD — log4 is 0
everywhere except at the optimum, where it jumps to —log4. Its derivative is zero
wherever it exists.

o Wi(dy,09) = |0]: the only coupling moves all the mass a distance |0|. Its derivative
is sign(#), so a gradient step on # always moves towards the data.

o An optimal critic is foP*(z) = —x sign(f), whose gradient norm is 1 on the segment,
as Proposition 2.2 says.

The code below checks this with the narrow Gaussians, using the fact that in one
dimension Wy (P,Q) = [ |Fp(z) — Fg(z)|dx for the cumulative distribution functions.

import numpy as np

def densities(theta, sigma, grid):
p = np.exp(-0.5 * (grid / sigma) ** 2)
q = np.exp(-0.5 * ((grid - theta) / sigma) ** 2)
dx = grid[1] - grid[0]
return p / (p.sum() * dx), q / (gq.sum() * dx), dx
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def jsd(p, q, dx):
m=0.5% (p+ q
k1l = lambda a, b: np.sum(ala > 0] * np.log(ala > 0] / bla > 0])) * dx
return 0.5 * k1(p, m) + 0.5 * k1(q, m)

def wi(p, q, dx):
# In one dimension W1 is the L1 distance between the two CDFs.
return np.sum(np.abs(np.cumsum(p) - np.cumsum(q)) * dx) * dx

grid = np.linspace(-3.0, 5.0, 400001)
for theta in [0.0, 0.01, 0.02, 0.05, 0.1, 0.5, 1.0, 2.0]:
P, 9, dx = densities(theta, 0.01, grid)
j = jsd(p, q, dx)
print (f"{theta:.2f} {j:.4f} {2 * j - np.log(4):.4f} {wi(p, q, dx):.4f}")

Table 2.2.: JSD and W1 between two Gaussians of width 0.01 separated by 6.

0 JSD 2JSD —log4 W,

0.00 0.0000 -1.3863 0.0000
0.01 0.1114 -1.1635 0.0100
0.02 0.3368 -0.7126 0.0200
0.05 0.6759 -0.0344 0.0500
0.10 0.6931 0.0000 0.1000
0.50 0.6931 0.0000 0.5000
1.00 0.6931 0.0000 1.0000
2.00 0.6931 0.0000 2.0000

Once the two bumps stop overlapping (from about § = 50 = 0.05), the GAN value
function is flat at 0: a generator at # = 0.1 and one at § = 2 are indistinguishable to it,
and gradient descent has nothing to follow. W, equals 6 throughout and its gradient
always points back to # = 0 (Figure 2.11). For a real image generator the “width” is zero
in most directions of R?, so the flat regime is the normal one.

2.17. Connections and further reading
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Figure 2.11.: JSD and W1 between two narrow Gaussians as one is shifted by 6. The
JSD saturates at log 2 once the supports separate, so its gradient vanishes;
W1 grows linearly and always gives a useful gradient.

Table 2.3.: GAN variants and the statistical distance behind each.

Distance (optimal

Model discriminator) Discriminator output
GAN (Goodfellow et al. 2JSD —log4 probability, sigmoid
2014)

GAN, non-saturating
(Goodfellow et al. 2014;
Arjovsky and Bottou 2017)
f-GAN (Nowozin et al.
2016)

LS-GAN (Mao et al. 2017)
W-GAN, WGAN-GP
(Arjovsky et al. 2017,
Gulrajani et al. 2017)
McGAN (Mroueh et al.
2017)

Geometric GAN (Lim and
Ye 2017)

follows KL(p,[p,.) —2JSD

any Dy, via Equation 2.8

Pearson 2, Equation 2.11
Wy, an IPM

IPM on feature means and
covariances
TV if unconstrained; SVM

margin

probability, sigmoid

linear

linear, Lipschitz

linear in features

linear, hinge loss

The f-divergence family cannot see how far apart disjoint supports are; the IPM family
can, at the cost of constraining the critic. This builds on the optimal transport of Lecture
01, and StyleGAN (Lecture 03) is trained with the non-saturating loss and a gradient

penalty on real data.
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2.18. Advanced topics

The chapter above follows the lecture. This section collects the material the lecture
pointed at without developing: the algorithms behind three of the models, the evidence
behind two claims about the Lipschitz constraint, and the equilibrium result for Geometric
GAN. Each subsection is self-contained and none is needed to follow the main line.

2.18.1. The f-GAN algorithm in practice

Equation 2.9 is a saddle-point problem, and the obvious way to solve it — an inner loop
maximising over w to convergence, then one step on § — is expensive and is not what
Nowozin, Cseke and Tomioka do. Their single-step method takes one ascent step and
one descent step per iteration,

w—w+nV, F(0,w), 0« 0—nVeF(0,w), (2.22)

with both gradients taken at the same (6, w), so a single pass over a minibatch produces
both. The justification is local. Near a saddle point (6*,w*) at which F is strongly
concave in w and strongly convex in 6, the iteration is a contraction for 5 small enough,
and the authors give the resulting local geometric convergence rate. Neither hypothesis
holds globally — GAN objectives are not convex-concave in the parameters — so this is
an argument for why the scheme is stable once it is close, not a convergence proof.

Two practical points follow from the recipe rather than from the theory. The output
activation g, is not cosmetic: it is what keeps V,, inside dom f*, and choosing it badly
makes f*(g;(V,,)) infinite on the first batch. And the choice of f is visible in the samples.
Nowozin et al. report that models trained with different divergences from Table 2.1 differ
noticeably at the same architecture and budget, in the direction the divergences predict:
the mass-covering ones spread over the data and the mode-seeking ones sharpen. This is
the same asymmetry as the reverse-KL bias of Equation 2.6, now selected deliberately
rather than inherited by accident.

2.18.2. McGAN: the objective as it is trained

Equation 2.18 and Equation 2.19 identify what the mean- and covariance-matching IPMs
equal; neither is what a program optimises. The trained problem is a minimax over the
feature map and the projection directions together. For the mean term, with & the
feature map and p,(P) = Ep[®,],

min  max (v, p,(P.) — p,(Py)), (2.23)

0 w, ”'U"QSl
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and for the covariance term, with U,V € R™** ranging over matrices with orthonormal
columns,

min omax ot (UT(EW(PT) - Ew<P9))V) = minmax ;fn(&(ﬂ) —2,(F)),

(2.24)

the identity being the Ky Fan variational characterisation of the sum of the top & singular
values. McGAN trains the sum of the two terms.

Three constraints have to be handled, and each is a line of code rather than a theorem.

e &  must be bounded, or the supremum over w diverges: a feature map free to
scale up makes any non-zero difference of means arbitrarily large. McGAN clamps
w to a box after each update, the same device, with the same drawbacks, as the
weight clipping of

1.

e U and V must stay orthonormal. They are points on a Stiefel manifold, and an
unconstrained gradient step leaves it, so the step is followed by a retraction — in
practice a QR or polar factorisation of the updated matrix, keeping the orthonormal
factor.

o The two players alternate. Ascent on (w,U, V') and descent on 6, in the same
single-step style as Equation 2.22.

Written out this way the relationship to the rest of the chapter is plain. Mean matching
with £ = 0 and a clipped linear last layer is the W-GAN critic of Equation 2.15; replacing
the learned @, by a fixed feature map and taking both terms gives the Frechet Inception
Distance; and the whole family sits inside Definition 2.2, differing only in the class F.

2.18.3. Mode collapse: what the standard remedies compute

The chapter names minibatch discrimination and unrolled GANs. Each repairs a different
one of the three causes listed above.

Minibatch discrimination answers the third cause, that the discriminator judges
samples one at a time. Salimans et al. give the discriminator a feature of the batch,
not of the sample. Take the trunk’s features ¢(z;) € R for the n samples in a batch,
map each through a learned tensor T' € RA*B*C to a matrix M, € RB* and give the
discriminator the extra features

O(xi)b :Zexp<_HMi7b_Mj,b”l>v b= 1)"'7Bv (225)
J#i
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concatenated to ¢(z;). A batch of near-duplicates makes every o(z;), large, and a diverse
batch makes it small, so a collapsed generator is now detectable by a single discriminator
evaluation. The discriminator is no longer a function of one sample, which is a real
change to the game, but it is a change in exactly the direction the failure points.

Unrolled GANs answer the first cause, that the generator’s best response to a fized
discriminator is a point mass. Metz et al. let the generator see the discriminator’s reply:
starting from the current w, unroll k£ discriminator ascent steps as a differentiable function
w®(0) and give the generator the loss F(0,w*(0)), differentiating through the unrolled
steps. The extra term dw” /00 is what tells the generator that piling mass on one mode
will be punished a few steps later. At & = 0 this is the ordinary alternating scheme; k of
five to ten is enough to stop the rotation on the eight-Gaussians toy problem, at k& times
the memory and roughly k times the cost.

Diagnosis is mostly visual, and worth saying plainly because there is no scalar for it.
The standard probe is a two-dimensional mixture — eight Gaussians on a circle, or a
spiral — where the generator’s output can simply be plotted against the target over
training: a collapsing generator shows as mass on a subset of the modes, and mode
hopping as that subset moving. On images the cheap check is near-duplicate samples
within a batch. The critic loss is not a diagnostic: 1 and the discussion of what the
critic’s loss does not tell you both apply here, and Arora et al’s point is precisely that a
small critic value does not certify diversity.

2.18.4. What weight clipping does to the critic

The two failures the chapter asserts are both documented by Gulrajani et al., and the
evidence is worth having because it explains why the gradient penalty is shaped the way
it is.

Capacity. A histogram of the critic’s weights after training with clipping is bimodal, with
almost all the mass at exactly +c. The clipped critic is therefore close to a sign pattern
times ¢, and the functions it can express are correspondingly crude. On two-dimensional
toy distributions the authors plot the value surfaces the critic learns: with clipping
these are simple, low-order surfaces that ignore the finer structure of the data, while a
gradient-penalised critic follows it. The point is not that the clipped critic is inaccurate
by a little, but that it is solving a much smaller problem than the architecture allows.

Gradients. Clipping interacts badly with depth. The critic’s gradient scales roughly as a
product of per-layer factors, each controlled by ¢, so the product is exponential in the
number of layers: a ¢ slightly too large makes it explode and slightly too small makes it
vanish, with the usable window narrowing as the critic gets deeper. Batch normalisation
hides this for a while, which is part of why the pathology took a year to be described.
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Both observations point the same way: constrain the function, not the parameters. That
is what Equation 2.16 does by penalising the gradient norm where Proposition 2.2 says it
should be one, and what Equation 2.17 does by normalising each layer’s spectral norm.

2.18.5. Spectral normalisation: how tight is the bound?

Three caveats belong with Equation 2.17, none of which changes the conclusion that it
works, but all of which change what it is claimed to do.

The bound is loose. |flr < I, Omax(W;) holds with equality only if each layer’s top
singular direction is aligned with the next layer’s, which is not what training produces.
The true Lipschitz constant of a trained network is typically orders of magnitude below
the product, so a spectrally normalised critic is not “1-Lipschitz and no less”: it satisfies
the constraint with room to spare, and the effective constraint is harder to state than
the nominal one.

Convolutions are approzimated. o,,,, in Equation 2.17 is computed by reshaping the
kernel W € Reout*Cn*F>k t6 a ¢ x (¢, k%) matrix and taking that matrix’s spectral
norm. That is not the operator norm of the convolution, which depends on the input
resolution, the stride and the padding, and can be larger. The implementation everyone
uses is therefore an approximation to an already loose bound. It is a good approximation
in practice, and the reason the discrepancy is tolerable is the looseness above.

Why it is not clipping. The interesting difference is in the gradient. Differentiating
through W = W /o, .. (W) gives, for the loss V,

max

ov 1

ov ov - .
ow Jmax(W> <8V_V - <8I/T/’ W>’LL1U1> ) (226)

where u;,v; are the leading singular vectors. The update is the normalised gradient with
its component along ule removed: whatever the loss would gain by growing the top
singular value alone is subtracted out. Miyato et al. read this as a regulariser against the
layer collapsing towards rank one. Clipping has no such term — it drives every entry
to 4+c, which flattens the spectrum by force — and that is the mechanism behind the
capacity difference of 1.

2.18.6. Geometric GAN: the equilibrium

The chapter derives the hinge loss and the direction the generator moves, and then defers.
What Lim and Ye prove is a statement about the two clouds of features, ®(x) for z ~ P,
and ®.(Gy(z)) for z ~ p,.

At each round the discriminator step fits the maximum-margin hyperplane between the
two clouds, and the generator step moves the fake features along its normal w towards
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the real side. Lim and Ye show that this pair of updates decreases the margin: the
geometry of the SVM solution means the displacement is concentrated on the support
vectors, which are exactly the fake features nearest the boundary, so the step removes
the separation where it is smallest. Iterating, the two clouds converge to each other
and the margin collapses; at the equilibrium no hyperplane separates them, which for a
linear discriminator on those features is the statement that the two feature distributions
coincide.

What the argument assumes is worth naming, because it is where the gap to practice
sits. It treats the discriminator step as solving the SVM to optimality rather than
taking one gradient step; it holds the feature map @ fixed while the hyperplane and the
generator move, so it is a statement about the geometry in a given feature space and
not about learning that space; and it needs the scale fixed, the constraint discussed after
Equation 2.20, since otherwise the margin can be changed by rescaling w without moving
anything. Matching feature distributions is also weaker than matching the distributions
themselves: it is exactly as strong as the feature map is discriminative, which is the same
caveat that Definition 2.2 carries for every member of this family.

2.18.7. InfoGAN: what the codes capture

The chapter reports the MNIST result. The paper’s case rests on the other datasets,
where the codes are less obviously the labels one would have supplied anyway.

Table 2.4.: What InfoGAN’s codes align with, by dataset (Chen et al. 2016).

Dataset Discrete code Continuous codes

MNIST digit class, about 5% error rotation, stroke width

3D faces — azimuth, elevation, lighting, width
3D chairs chair type rotation, width
CelebA presence of glasses, hairstyle azimuth, emotion

The evidence in each row is a latent traversal: fix z, sweep one code across its range,
and look at the row of images. A code that has captured a factor produces a smooth,
monotone change in that factor and leaves the rest alone. This is worth stating as the
standard of evidence, because it is the only one available — there is no ground-truth
factorisation to score against on CelebA, and the claim being made is about what a
human sees in the traversal.

Two settings matter and neither is in Equation 2.12. The weight X is not shared: the
paper uses A = 1 for discrete codes and a smaller value for continuous ones, because
log @ is a cross-entropy in the first case and a Gaussian log-density in the second, and
the two are on different scales; too large a A on a continuous code lets the information
term dominate and the samples degrade. And for a continuous code the Gaussian head
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outputs both a mean and a variance, with the variance learned rather than fixed: a fixed
variance makes log () a plain squared error, and the learned one lets the network express
how confident the code is recoverable, which the paper found necessary for the continuous
codes to separate.

Based on the scribe note of Sangyun Won, with material from Inhyeok Jeong and
Hyungkwon Lee; edited by Jong Chul Ye.
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3. StyleGAN, Normalization, Attention, and
Image Translation

3.1. Overview

Earlier GAN lectures asked how a discriminator measures mismatch between real and
generated distributions. This lecture asks a different question: where should a gener-
ator receive information so that we can control what it generates? The lecture
moves from feature normalization and attention, through StyleGAN and content-style
disentanglement, to paired, unpaired, and multi-domain image translation. The organiz-
ing equation is Y = AXT + B: left multiplication acts on spatial positions, while right
multiplication acts on channels.

The main exposition follows Part 1 - GAN, pp. 78125, and the accompanying lecture
transcript (Ye 2026a, 2026d). Paper-level equations are added where they clarify a model
discussed in class. A section of advanced topics at the end collects the material that was
not developed in the provided pp. 78-125/script, so that the main narrative follows the
class itself.

Color key. Blue marks spatial/content control; red marks style/channel control; violet
marks reconstruction or consistency; teal marks domain supervision; and marks
diversity. Shared adversarial terms remain black. Labels accompany color so that the
comparisons remain readable in grayscale.

3.2. Notation

Symbol Meaning

N=HW,C, M Spatial positions, feature channels, and
minibatch size

X = [xy,...,05] € RVXC One image’s feature matrix; x,. is a spatial
channel map

" € RIXC¢ Row of X: channel features at position n

1y, Iy, diag(v) All-ones vector, identity matrix, diagonal

matrix
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Symbol

Meaning

155°¢; EX

T ~Px, Y~ Py

Channel mean vector and centered channel
covariance

Images from two domains, distinct from
feature matrix X

G, F,D Generators and discriminator; each section
states their domains

zZ, W, S Prior latent, mapped latent, and style code

k,t, K Source domain, target domain, number of
domains

Tyup Push-forward: the distribution of T'(u)

when u ~ p

Unless stated otherwise, expectations are over the displayed data and independently
sampled latent variables. Empirical variances use divisor IV, not N — 1, matching the
lecture. Formulas assume positive variances; implementations add € > 0 under square
roots. Norm subscripts distinguish the vector L, /L, norms from the matrix Frobenius
norm | - | -

3.3. Normalization as channel-wise transformation

3.3.1. What is averaged in batch, layer, and instance normalization?

For a minibatch tensor X normalization has the common form

mnc)

Xonne — 1
Y — mnc
mnc /y \/m

The important difference is not this formula, but which entries share its statistics. The
following table uses the CNN layer-normalization convention on slide 87, which
pools spatial positions and channels within one image (Ye 2026a, 83-88; Ioffe and Szegedy
2015; Ba et al. 2016; Ulyanov et al. 2016).

+ 8. (3.1)
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Mean; variance uses

the same averaging Main benefit /
Method set Shared over limitation
Batch normalization p, = Batch and positions, Useful optimization
(BN) MlN Zm  Ximne separately per conditioning;
’ channel batch-dependent

estimates and
train/test statistics

can differ
Layer normalization p,, = All features of one  Independent of
(LN) el > o Xinne image batch size; this
’ choice does not
standardize each
channel separately
Instance e = % Zn X,,ne Positions of one Removes per-image
normalization (IN) image and channel  channel contrast;

may discard useful
absolute intensity
information

For each table row, v is the average of (X — u)? over the indicated indices. BN and IN
use channel-specific learned 7., 3.. Slide 87 simplifies LN to shared scalar gain and bias;
the original LN paper also allows neuron-wise gains and biases. Transformer token-wise
LN is another axis choice: it normalizes channels within each token, not all positions in
an image. These choices should not be silently interchanged.

Batch Norm Layer Norm

Figure 3.1.: The difference between batch, layer and instance normalization. Each cube is
a feature tensor with batch axis N, channel axis C' and spatial axes (H, W);
the shaded entries are the ones that share a mean and a standard deviation.
Adapted from (Wu and He 2018, fig. 2), with the group-normalization panel
omitted.
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BN uses minibatch statistics during training and population estimates at inference. IN
recomputes statistics separately for each image; LN also avoids dependence on other
minibatch samples. The transcript initially describes BN statistics as channel-independent
but then explicitly corrects this: p. and v, depend on the channel (Ye 2026d).

3.3.2. Deriving the matrix representation

Suppress the batch index. Set o, = /v, + €, 1 = (py, ..., puc) ', and 8= (By, ..., Bc) "
Expanding each normalized channel gives

g = Jeg 4 (ﬁc B W) 1.,
o g

C c

Y =XT+B, (3.2)

T = diag(v, /01, -, vc/00), B=15(B"—pu'T).

This is the lecture’s Y = XT + B representation. A diagonal T rescales channels; a dense
T can mix them. Neither directly routes a value from one spatial position to another. For
IN the matrices depend on the current image; for BN they also depend on the minibatch.
Thus this is an affine representation conditional on the computed statistics, not
a claim that the complete normalization operation is a fixed affine function of X.

3.4. Style transfer: statistics, AdalN, and transport

3.4.1. Adaptive instance normalization

For content features X and reference-style features S, AdalN replaces learned fixed IN
gains and biases by reference statistics (Huang and Belongie 2017, secs. 3—4; Ye 2026a,
80, 89-90):

T, — |
Te T MXeTN 4o 1y,

O-X,c ' (33)
Y = (X —1yuy)Dy'Dg +1ypg, Dy = diag(oy).

AdalN(z,,s.) =05

cr=c

Dy is defined similarly; X and S need not have the same number of positions. A fixed
encoder, this transform, and a learned decoder produce a stylized image. The decoder is
trained using content-feature and style-statistic losses. Reference statistics are computed
from S, not new free parameters trained for every reference image.

Advantage: efficient arbitrary-reference stylization without an eigendecomposition.
Limitation: channel means and variances do not determine cross-channel covariance
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3.4. Style transfer: statistics, AdaIN, and transport

m @
—1, g < > ho]
| 8@ AdaiN |-L| 8
o O » @
| S a
\ / r:” < :
Style Transfer Network § Q L.
________________ =

Ly

Figure 3.2.: The feed-forward style transfer network of Section 3.11.2. A fixed VGG
encoder maps the content and style images to feature space, AdalN aligns
the channel-wise statistics of the content features with those of the style
features, and a learned decoder maps the result back to an image. The same
encoder computes the content loss £, and the style loss £, used to train the
decoder. Adapted from (Huang and Belongie 2017, fig. 2).

or a general feature distribution. A successful feature transform also need not invert
perfectly through the decoder.

3.4.2. Why AdalN resembles Gaussian optimal transport

The lecture connects AdaIN to Gaussian optimal transport (Ye 2026a, 40, 80; 2026d).
Here is the missing one-dimensional derivation. Let U ~ N (u,,,02) and V ~ N (u,,02),
with positive standard deviations. For squared Euclidean transport cost, the increasing
quantile map is

T (u) = Fy' (Fy(u))
— jy + o, d (cb (“;““» (3.4)

u

Oy

u

® is the standard normal CDF. Consequently, E[T(U)] = p, and Var[T (U)] = o2.
For Gaussian channel vectors with diagonal covariance and separable squared cost,
applying this map coordinate-wise gives AdalN. The channels may have different means
and variances: independence, rather than identical distributions across channels, is the
relevant condition.
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3. StyleGAN, Normalization, Attention, and Image Translation

For positive-definite full covariances, the Gaussian squared-cost map for column vectors
is instead

T(u) = pg + M(u—py), M= Yngsl?)zn 2 (3.5)

Thus the lecture’s OT interpretation is exact under a Gaussian/diagonal model, not
a theorem that empirical CNN features are Gaussian or that AdalIN transports their
complete non-Gaussian distributions optimally.

3.4.3. Whitening and coloring transform

WCT extends channel-wise scaling to full channel covariance (Li et al. 2017, sec. 3.2;
Ye 2026a, 91). With X, =X —1ypu) and Xy = X! X, /N, write ¥y = UyA Uy and
similarly for S. In the lecture’s row-vector convention,

V=X,5.°2Y? v 1.l 3.6
c X S NHS

The covariance calculation makes the two steps explicit:

COV<X02;(1/2) = IC?

(3.7)

Cov(Y) = S5 Pe o 0% = 5.
Advantage: matches correlations that diagonal AdalN ignores. Limitation: forming a
covariance costs O(NC?) and a dense eigendecomposition costs O(C?); small eigenvalues
need regularization or truncation. Exact full-rank matching assumes positive-definite
covariances.

Clarification of the slide: the covariance is centered and the mean correction is
B=1 Nug — 15T, not a channel-wise diagonal expression copied unchanged from
AdaIN. WCT is a valid covariance-matching transport, but it is generally not the squared-
cost optimal map in Equation 3.5. They coincide in the diagonal, or more generally
commuting-covariance, case.

3.5. Attention: transformation along the other axis

3.5.1. Queries, keys, and values

A spatial attention layer combines rows rather than columns. A query represents what an
output position seeks, a key supplies matching information, and a value is the information
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3.5. Attention: transformation along the other axis

to be aggregated. With Wy, Wy € RE*4 and Wy, € R, set Q = XWq, K = XW,
and V = XWy,. The output is (Ye 2026a, 92-95; Vaswani et al. 2017)

exp(score(q™, k™))
N N
Zj:1 exp(score(q™, k7))

mn ~

N (3.8)
ym = Zamnv”, Y = AXW;,.

n=1

The lecture lists dot-product, scaled dot-product, and cosine scores:

ak’ gk!

va' o lal k],

For a fixed query index m, Zn a,,, = 1: rows of A sum to one. The exponen-
tial normalization is softmax, not the sigmoid mentioned hesitantly in the transcript.
Wq, Wi, Wy, are learned linear projections; the attention layer becomes nonlinear through
its data-dependent weights. In cross-attention, queries and key/value features can come
from different inputs, giving a generally rectangular A.

gk’

Advantage: dense attention provides direct long-range interaction. Limitation: explic-
itly forming self-attention requires O(N?) weights; that cost grows rapidly with image
resolution. The value projection changes the channel representation, but does not itself
standardize a mean or variance.

3.5.2. The unified transform and its limits

The lecture collects these operations as

Y= A X T +B (3.9)

spatial axis channel axis

At index level, Y, . = Zm’j Ay Xm;iTje + By Reading the two sums separately is what
distinguishes the mechanisms. The sum over m runs over input positions, so a dense
A gathers many positions into one output position while a diagonal A only gates each
position in place. The sum over j runs over input channels, so a dense T' mixes channels
while a diagonal T rescales each one across every position at once.

The point of writing it this way is that the operations of this chapter are not four
unrelated mechanisms but four choices of which factor is active and where it is computed
from (Ye 2026a, 96-97):
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3. StyleGAN, Normalization, Attention, and Image Translation

Table 3.1.: The operations of this chapter as instances of Equation 3.9.

Operation Form A T computed from
Instance norm, Y =XT+ B 1 channel mixing X, and a style
AdaIN, WCT or scaling input for
AdalIN and
WCT
Self-attention Y =AX dense, position [ X alone
mixing
Cross-attention Y = AX dense, generally [ queries from X,
rectangular keys and values
from another
input
Channel Y =XT 1 diagonal X, pooled over
attention position

(SENet)

Two rows in Table 3.1 are worth separating because they are easy to conflate. Channel
attention (Hu et al. 2018) and AdaIN both act through a diagonal 7', but AdaIN’s
scale comes from a style image and SENet’s comes from the same feature map pooled
over position — the first imports information, the second redistributes it. And self- and
cross-attention differ only in where the keys come from, which is the whole of the step
from a generator that stylises one image to the translation models of Section 3.7.

The lecturer’s word dual describes complementary tensor axes, not optimization duality.
For fixed T, col(XT') C col(X); for fixed A, row(AX) C row(X). However, statistics-
dependent A, T, B must be recomputed when their inputs change. Associativity (AX)T =
A(XT) for fixed matrices does not imply that complete normalization and attention
layers commute, or that separate axes guarantee independent semantic factors.

3.6. Generators with style and content control

Here disentanglement means being able to vary one designated group of attributes while
holding another approximately fixed. The lecture associates content with pose, geometry,
and expression, and style with appearance and sometimes identity (Ye 2026a, 104-13).
This is an operational convention, not a universal taxonomy.

3.6.1. StyleGAN: learned styles and stochastic detail

StyleGAN starts from a learned 4 x 4 x 512 constant tensor shared across generated
samples. An eight-layer mapping MLP produces w = f(z) € W from z ~ N(0,1);
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3.6. Generators with style and content control

layer-specific affine maps produce style parameters (Karras et al. 2019, secs. 2-3; Ye
2026a, 79, 101-3). A synthesis stage can be summarized as

hy = Conv,(Up(X,_4)),
Upe = p(hye + bgenp + ay.),

XZC = "/’[C<U7)W + /8éc<w)’ (7& BZ) = Lf(w)

(3.10)

Here n, is a spatial Gaussian noise map shared across channels with learned channel
scales by.; p is the nonlinearity. Upsampling is omitted at layers that retain resolution.
Unlike reference-based AdalN, style parameters are predicted from w; a predicted gain
need not be a positive reference standard deviation.

Why use W? The mapping can reshape the simple prior before synthesis, rather than
forcing all semantic variation to follow its geometry directly. The paper measures
improved disentanglement using perceptual path length and linear separability; this is
empirical, not guaranteed. Style mixing uses different w values before and after a selected
layer. Resampling noise mainly changes stochastic detail, not a controlled semantic
attribute.

Advantage: scale-specific control with high-resolution synthesis. Limitation: styles can
still change pose and geometry, so style is broader than texture; complete content-style
separation is absent. Its contribution is architectural, not a new GAN divergence.

3.6.2. Structured noise injection: structured content at the input

SNI replaces the fixed input by a tensor assembled from location-specific mappings. A
schematic form of its local/shared construction is (Alharbi and Wonka 2020, secs. 3-4)

Xp = P [l on ebobal] 4 b (3, 8)) = L,(f,(2,))- (3.11)

rlor 1 %g(r)

r indexes input-grid cells and g(r) their shared region. Separate P, restrict which
local latent affects each cell. The paper’s preferred configuration uses an 8 x 8 local
grid, shared 2 x 2 region codes, and one global code; the lecture’s 4 x 4 drawing is a
simplified architecture, not its only setting. Style modulation begins later in the preferred

configuration.

Advantage: local, regional, and global control without attribute labels. Limitation:
content enters through the initial grid, while style can enter at many layers. Spatial
leakage and remaining entanglement depend on grid/code design; changing background
style may also change the foreground. The lecture calls this asymmetry the motivation
for hierarchical DAT (Ye 2026a, 105).
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3. StyleGAN, Normalization, Attention, and Image Translation

Latent z € Z Latent z € Z Noise

Synthesis network g
| Normalize | | Normalize | [ Const 4x4x512 |
v Mapping
| Fully-connected | network f

€

| Conv3x3 |

x4
C
C
C

PixelNorm
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N

Y
| Upsample | _F | Upsalmple |
I S | Conv 3x3 |
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| Conv 3%3 \
@
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PixelNorm

Figure 3.3.: A traditional generator (left) feeds the latent code z through its input layer
only. The style-based generator of StyleGAN (right) maps z to w with the
mapping network f, feeds w to every AdalN layer of the synthesis network g
through a learned affine transform A, adds per-layer noise scaled by B, and
starts the synthesis from a learned constant. Adapted from (Karras et al.
2019, fig. 1).
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3.6. Generators with style and content control

3.6.3. Diagonal GAN: hierarchical spatial gating

Diagonal GAN introduces content control at several resolutions alongside style control
(Kwon and Ye 2021, secs. 3-4; Ye 2026a, 104-13). With independent content and style
latents, the paper’s residual diagonal attention is

c= fc(zc)’ s = fs (Zs)’ dZ = Singid(MZ<c))7
Ay(c) = I + n, diag(d,), (3.12)
j\(/g — Ae(C)XE’ n - AdaIN(:}\(lg, S).

7, denotes the paper’s learned coefficient /3, renamed to avoid confusing it with AdaIN’s
shift. This is not dense query-key attention: every channel receives the same spatial gate.
AdalN’s statistics are computed on its actual incoming tensor X,.

The paper also adds a diversity-sensitive term, often omitted by the slides:

Lps =E] ] Lo=Lgaa +Lps- (3.13)

The shared style is fixed while content varies. Once the distance exceeds 7, this term stops
rewarding further separation; it does not enforce a hard upper bound on the distance.
Training uses non-saturating adversarial loss and R, discriminator regularization.

Advantage: spatial control at coarse and fine resolutions with O(N) gate values.
Limitation: a diagonal gate does not itself move pixels; geometric changes emerge
through subsequent convolutions. Separation is an empirical inductive bias, not a
theorem of perfect disentanglement.

The lecture illustrates 4 x 4 pose/geometry, 8 x 8 expression, and finer eye/shape changes;
these are examples rather than universal layer semantics.

3.6.4. Generator-family comparison

Spatial /content
Model input Style mechanism Distinctive change
StyleGAN Shared learned Latent-predicted Per-resolution styles
constant; per-layer  AdalN separate from
noise stochastic detail
SNI Local, regional, and AdalN Structured content
global codes build enters through the
the initial tensor initial spatial tensor
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3. StyleGAN, Normalization, Attention, and Image Translation

Spatial /content
Model input Style mechanism Distinctive change
Diagonal GAN Content-predicted AdalIN Hierarchical
diagonal gates at spatial /content
multiple resolutions gating at several

resolutions

The progression in the lecture is therefore constant 4+ stochastic detail -> structured
input -> hierarchical spatial gating. The key limitation of ordinary StyleGAN noise
is that independent noise mainly changes stochastic local detail rather than providing
a stable semantic content control signal (Ye 2026d). SNI introduces structured spatial
content but does so asymmetrically at the input; Diagonal GAN makes content control
hierarchical, paralleling StyleGAN’s multi-resolution style control.

3.7. Paired and unpaired image translation

3.7.1. Pix2Pix: realism plus paired reconstruction

Pix2Pix assumes aligned training pairs (z,y). Its discriminator sees the input together
with the proposed output, not the output alone (Isola et al. 2017, sec. 3; Ye 2026a,
114-15):

’CCGAN(G7 D) = [Ew,y lOgD(I‘, y) + Ez,z 10g<1 - D((IZ, G(l’, Z)))7
Loair = Ep gy Iy — G2, 2)|1, (3.14)
G* = arg min max [£eqan + )\ﬁpair] .

pair T,Y,2 ‘

The adversarial term tests conditional realism; the paired term anchors the output to the
correct target. A U-Net generator preserves aligned structure through skip connections,
and a PatchGAN discriminator checks local patches. The paper uses a non-saturating
generator update in implementation and finds that explicit input noise tends to be
ignored; dropout produces only modest variation.

Advantage: a shared conditional framework for many aligned translation tasks. Lim-
itation: requires paired supervision and does not adequately represent all plausible
outputs. It is not unsupervised simply because it uses a GAN.
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3.7. Paired and unpaired image translation

Latentz € Z Generator network g e CL‘Z::::I 2, €Z Generator network g 5;?:::[ 2, €Z Generator network g (;:::::T 2. EZ
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Normal [Const 4x4x512] Taput 4x4%512 _ _
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(a) StyleGAN (b) Structured Noise Injection (SNI) (c) Ours

Figure 3.4.: Where content enters, in the three generators of this section. (a) StyleGAN:
the style code reaches every layer through the AdaIN boxes, each fed by its
own affine transform A, while content arrives only as per-pixel noise scaled
by the boxes B. (b) SNI: a separate content code enters once, as the input
tensor. (c¢) Diagonal GAN: the content code reaches every layer as a diagonal
attention map, which makes the content path symmetric with the style path.
Adapted from (Kwon and Ye 2021, fig. 2).

3.7.2. Why unpaired translation is ill-posed

With unpaired collections, we observe marginals py-, py, not the correspondence p(z,y).
Matching G 4py = py does not tell us which target belongs to a particular input. For
example, two equally likely inputs and two equally likely targets admit both possible
bijections with exactly the same marginals. A constraint is necessary, but a constraint
need not identify the intended semantics.

3.7.3. CycleGAN and the role of the cycle

CycleGAN uses G: X' — Y, F : Y — X, and two discriminators (Zhu et al. 2017, sec. 3;
Ye 2026a, 116-18):

Laan(G, Dy) =, log Dy (y) + £, log(1 — Dy (G(x))),

Leye = B|F(G(2)) — 2|y + E,|G(F(y) =yl (3.15)
Iél’l}gl Drilf%(y L‘GAN(Gv DY) + £GAN(F7 DX) + )\(:y(zécyc'

The reverse adversarial term exchanges x,y and F', G. The cycle compares a reconstructed
image to its own input, so it needs no paired target in the other domain. The published
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Conv Feature X

DAT CXHXW
Attention Map
1xXHXW
Spatial Transform
4 T AdalN
Cx1x1
Channel
Transform
T,B

Y =AXT + B

Figure 3.5.: Where the two transforms act within one layer. The feature map is a cube
of size C x H x W. The AdalN parameters are a C' x 1 x 1 vector, one
scale and one shift per channel, applied identically at every pixel; the DAT
attention map is a 1 x H x W map, one weight per pixel, applied identically
to every channel. This is Equation 3.9 read one layer at a time. Adapted
from (Ye 2026a).

Labels to Facade BW to Color

Labels to Street Scene

Aerial to Map output

© output
Day to Night

input input output

Edges to Photo

output input output input output

Figure 3.6.: Image-to-image translation as one problem with many instances: in each
case the same architecture and objective are trained on different paired data.
Adapted from (Isola et al. 2017, fig. 1).
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3.7. Paired and unpaired image translation

Figure 3.7.: The discriminator of a conditional GAN sees the input together with the
output, which is what Equation 3.14 means by D(z,y). Left: a generated
pair (z,G(z)) should be classified as fake. Right: a real pair (z,y) should
be classified as real. Adapted from (Isola et al. 2017, fig. 2).
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Figure 3.8.: Paired training data (left) consist of examples {z;,y; } whose correspondence
is known. Unpaired data (right) consist of a set X and a set Y with no
information about which x matches which y. Adapted from (Zhu et al. 2017,
fig. 2).
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(a) Correct mapping (b) Shuffled mapping
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Figure 3.9.: Why matching marginals is not enough, drawn for horses and zebras, with
the pose of each animal standing for the content a translation should keep.
(a) The correct mapping keeps the pose; (b) a shuffled mapping loses it. Both
produce the same set of outputs, so a discriminator that sees only outputs
has no reason to prefer (a) — the argument of Section 3.11.6. Horse icon
from Font Awesome Free, licensed under CC BY 4.0.

implementation uses least-squares adversarial losses; the equation above is the paper’s
explanatory log-GAN formulation. An optional identity loss helps preserve appearance
when an image is already in the target domain.

Advantage: learns two-way translation from unpaired data.

Limitation: cycle consistency does not establish the correct semantic pairing, and
optimization is substantially more delicate than in Pix2Pix. The lecture emphasizes the
practical reason: CycleGAN jointly trains two generators and two discriminators, so
adversarial objectives in both directions interact with the cycle term. In practice the
networks are updated alternately rather than by solving a closed-form minimax problem:;
poorly balanced updates can produce unstable dynamics. This training difficulty was
presented in class as an important hands-on lesson, not a minor implementation detail
(Ye 2026d). Figure 3.12 contrasts paired supervision, round-trip reconstruction, domain-
conditioned reconstruction, and style-code conditioning across the main translation
models.
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3.7. Paired and unpaired image translation

X Y X ./ 1 | i -c.yc]e-ci)nsistency
\/ cycle-consistency & "".\ o0ss
F loss * Q]| __/.

(a) ) (©)

Figure 3.10.: The three parts of Equation 3.15. (a) Two mappings G : X — Y and
F:Y — X, each with its own discriminator. (b) Forward cycle consistency,
x — G(z) —» F(G(z)) ~ x. (c) Backward cycle consistency, y — F(y) —
G(F(y)) ~y. Adapted from (Zhu et al. 2017, fig. 3).

Monet :_ Photos Zebras 7 Horses Summer T Winter

horse —»zebra

Photograph Monet Van Gogh o Czann ] Ukiyo-e
Figure 1: Given any two unordered image collections X and Y, our algorithm learns to automatically “translate” an image
from one into the other and vice versa: (left) Monet paintings and landscape photos from Flickr; (center) zebras and horses
from ImageNet; (right) summer and winter Yosemite photos from Flickr. Example application (bottom): using a collection
of paintings of famous artists, our method learns to render natural photographs into the respective styles.

Figure 3.11.: What unpaired translation produces, which the rest of this section describes
only as an objective. Each pair is a source image and the output of a
CycleGAN trained on two unpaired collections: photographs and Monet
paintings, horses and zebras, summer and winter. Note what changes and
what does not — colour and texture are rewritten throughout, while the
layout of the scene and the pose of the animal survive, which is the bias
Section 3.11.7 identifies as doing the real identification. Adapted from (Zhu
et al. 2017, fig. 1).
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Normalization, Attention, and Image Translation

HOW ARE IMAGE TRANSLATION MODELS CONDITIONED AND SUPERVISED?

The diagrams distinguist

1 generator inputs from training targets or reconstruction signals

Pix2Pix
paired supervision / L
[ source x ]—»[ G H output Gix) paired target y
D sees (x, y) as real and (x, G(x)) as fake
CycleGAN
m H G(x) ]—-[ ]—{ F(G(x)) = x }
G:X—Y, F: Y- X; the reverse cycle G(F(y)) = y is also used.
StarGAN S
+ target t Gix, t)
i original label k
One generator and one discriminator are shared across domains; the discriminator also predicts domain labels
(1
St
StarGAN v2 latentz — M,(z) Gix, s{) j vary style
source x G(x, 5t) within target
reference xer — ErlXrer) @ G(x, 5 ] domain t
t
Qriginal model: mapping network M, style encoder E, generator G, and discriminator D; no text encoder is used.
Summary: Pix2Pix uses paired supervision; CycleGAN and StarGAN rely on self-recanstruction/cyele-style constraints; StarGAN v2 cenditions the generator on a source image and a domain-specific style code obtained from a latent

Figure 3.12.:
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Comparison of conditioning and supervision across image-to-image transla-
tion models. Pix2Pix uses a paired target y to supervise G(z); CycleGAN
reconstructs the source after the round trip z — G(z) — F(G(x)); StarGAN
reuses the same generator with the original domain label k to reconstruct the
source; and StarGAN v2 feeds both a source image x and a target-domain
style code s,, where s, comes either from the mapping network M,(z) or
the style encoder E,(x,.).



3.8. Multiple domains and multiple inputs
3.8. Multiple domains and multiple inputs

The lecture presents a clear architectural progression. Pairwise CycleGAN/DiscoGAN-
style translation scales poorly when every ordered domain pair needs its own mapping.
StarGAN replaces those pairwise generators with one shared generator conditioned on
a target domain label. StarGAN v2 then replaces the coarse label-only control with a
compact, domain-specific style code that can be obtained from either a random latent or
a reference image (Ye 2026a, 119-25; 2026d).

3.8.1. Scaling up: DiscoGAN and RadialGAN

For K domains, separate directed pairwise generators require K (K —1) maps: choose one
source and one different target. This is a naive pairwise construction, not a universal lower
bound. Slide 119 counts K discriminators by sharing one per destination; independently
trained CycleGAN pairs instead contain K (K — 1) discriminator instances.

(a) Cross-domain models (b) StarGAN

8

Figure 3.13.: The counting argument of this section, drawn. (a) Translating among
four domains with cross-domain models such as CycleGAN needs twelve
generators, one for every ordered pair. (b) StarGAN serves five domains
with a single generator that takes the target domain as an input. Adapted
from (Choi et al. 2018, fig. 2).

DiscoGAN independently develops bidirectional unpaired translation with adversarial
losses and two reconstruction cycles (Kim et al. 2017, sec. 2). In the present notation its
generator objective has the structure
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3. StyleGAN, Normalization, Attention, and Image Translation

Lo =Lo0" + Lo + A d(F(G(2)),2) + Ay E,d(G(F(y)), ). (3.16)
d is a reconstruction distance; the paper’s illustration uses squared error. Advantage:
discovers cross-domain relations without paired targets. Limitation: the basic formula-
tion is two-domain, with the same correspondence ambiguity. It is related to CycleGAN,
not necessarily identical in architecture or every loss detail.

RadialGAN routes domains through a shared latent space, with domain-specific encoders
E; and decoders G; (Yoon et al. 2018, sec. 3):

E; G;

2 J

u; — z = Uy, Liye = Elu; — Gi(E;(u)]z + Elz — E;(G(2)) - (3.17)
Here u,; denotes a record including its response in the paper’s continuous-response setting,
and z can come from other domains’ encoders. Domain adversarial losses match translated
and real records.

Advantage: O(K) encoder/decoder modules accommodate heterogeneous feature spaces.
Limitation: requires a useful shared representation and still uses multiple domain
modules. It is originally a predictive-data transfer method, not a many-image fusion
model or a single universal generator like StarGAN.

3.8.2. StarGAN: one generator conditioned on a domain label

StarGAN spatially replicates a target label ¢t and concatenates it with input x. Its
discriminator has a real/fake output and an auxiliary domain classifier (Choi et al. 2018,
sec. 3; Ye 2026a, 120-22).

as = [Ea:7k[_10gDcls(k ‘ .7])],

cls

£l =E, [~ log Dyy(t | G(z,t))),

Lree = By il — G(G(z,1), k)|, (3.18)
Lp=—Vaav + AasLis

Lo =Vaavw /\clsﬁfls + ArecLrec:

V.av is the paper’s log-GAN value in its explanatory formulation; its experiments replace
this with WGAN-GP. Classification on real images trains D; classification on generated
images trains G. The same G is used twice for reconstruction. A dataset mask can indicate
which labels are known when training jointly on datasets with different annotation sets.

Advantage: shares parameters across domains instead of training every pair separately.
Limitation: the original deterministic mapping offers one output for fixed (z,t) and
needs domain labels. Label concatenation does not provide within-domain style diversity
or fuse several source images.
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Figure 3.14.: Radial GAN’s shape, and the reason for its name. Each outer node is one
domain’s record space X" x Y — features together with the response, since
the paper’s setting is prediction — and the hub is the shared latent space
Z. Every domain reaches every other only through the hub, so adding a
domain adds one encoder, one decoder and one discriminator rather than
a mapping to each existing domain: O(K) modules where the pairwise
construction of this section needs K (K — 1). The slide writes F; for the
encoder that Equation 3.17 calls E;; the black arrows G; are the decoders
and D, is the discriminator of domain i. From the course slides, after (Yoon
et al. 2018).
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() Training the discriminator (b) original-to-target domain (c) Target-to-original domain (d) Fooling the discriminator
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Figure 3.15.: The four terms of Equation 3.18 as training steps. (a) The discriminator
learns to tell real from fake and to classify real images into their domains.
(b) The generator takes the input image with the target domain label and
produces a fake image. (c) The same generator maps that fake image back
with the original label, which gives the reconstruction loss. (d) The generator
learns to produce fakes the discriminator takes as real and classifies into
the target domain. Adapted from (Choi et al. 2018, fig. 3).

3.8.3. StarGAN v2: diverse, domain-specific style codes

StarGAN v2 replaces the fixed label input to G with a style code injected through AdalN.
A mapping network M, (z) supplies latent-guided styles; a style encoder E,(x,.) supplies

reference-guided styles. M, E, and D have domain-specific output heads, while G is
shared (Choi et al. 2020, sec. 2; Ye 2026a, 123-25).

5= My(z) or Ey(r,),  Z=Glz,5,), s, =Ey(x) (3.19)

Its key training terms, for st = M,(z;), are

Vaav = [Ea:,k' log Dy () + [Ea:,t,z log(1 — Dy(G(z,5,))),
’Csty = Els; — E (G, 8,))]4,
Las = E|G(z,5) — G(z, 57)|1, (3.20)
Leye = EHlz = G(G(z,5,), 51.) |1
min max Vady T Aty Loty — AasLats + AeyeLeye

) )

adv ds

Style reconstruction prevents ignoring the style input; the minus sign rewards different
outputs; the cycle promotes source preservation. Unlike Diagonal GAN’s thresholded
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3.8. Multiple domains and multiple inputs

diversity loss, L4, here is a distance reward. Recovering s, from a generated image does
not force two unrelated latent- and reference-derived styles to be equal.

Advantage: latent and reference control with multiple outputs per target domain.
Limitation: multiple objectives must balance diversity and preservation, and trained

domains still need labels.

The original model has neither a text encoder nor text

cross-attention; the transcript’s diffusion/text comparison is an analogy.

Latent code
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Figure 3.16.: The four modules of StarGAN v2. The generator translates an input image
into an output reflecting a style code; the mapping network turns a latent
code into style codes, one per domain; the style encoder extracts the style
codes of a reference image; and the discriminator decides, for each domain,
whether an image is a real image of that domain. All modules except
the generator share their first layers and end in one branch per domain.
Adapted from (Choi et al. 2020, fig. 2).

3.8.4. Comparison at a glance

Added constraint or

Main unresolved

Model Input information control issue
Pix2Pix Paired (z,y) Paired L, Requires aligned
reconstruction + pairs; limited
conditional multimodality
discriminator
CycleGAN / Unpaired Two adversarial Training stability
DiscoGAN two-domain directions + and semantic
collections reconstruction cycle ambiguity
Radial GAN Heterogeneous Shared latent + Quality of the
domains domain-specific shared
encoders/decoders  representation
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3. StyleGAN, Normalization, Attention, and Image Translation

Added constraint or

Main unresolved

Model Input information control issue
StarGAN One image + target Domain One output for
domain label classification + fixed (x,t)
shared-generator
reconstruction
StarGAN v2 One image + Style recovery + Diversity /preserva-

latent /reference tion trade-off

style

diversity +
reconstruction

The main change from StarGAN to StarGAN v2 is not simply “more domains.” StarGAN
says which target domain is desired; StarGAN v2 additionally supplies which style
inside that domain. This makes latent-guided and reference-guided multimodal outputs
possible while keeping a single shared image generator.

Training versus inference. Discriminator updates treat generated images as detached
samples. Generator updates propagate gradients through the discriminator while holding
its parameters fixed; the cycle also backpropagates through the participating generators.
Inference uses the trained generator and its required conditioning modules, not the
discriminator. The distinction between a minimax value and the loss minimized by each
optimizer is therefore important.

3.9. Worked examples and reproducibility

3.9.1. AdalN with actual numbers

Take one content channel u = (1,3)" and reference channel v = (2,6)". Their means are
2,4 and their population standard deviations are 1,2. Equation 3.3 gives

AdaIN(u,v) = 2(u —21) + 41 = (2,6) .

The transformed channel has the target mean and variance. It does not follow that the
output image equals the style image: only these feature statistics were constrained.

3.9.2. Matching marginals does not match correlations

Let a = v/2 and choose centered two-channel feature matrices
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a 0 a a/2
—a 0 —a —a/2
X= 0 a |’ 5= 0 3/2
0 —a 0 —/3/2
1 1/2
Then ¥y = I, and X5 = 12 1) Both channels already have mean zero and

standard deviation one. AdalN therefore leaves X unchanged and misses the target
correlation. WCT multiplies X by E;/ % and obtains the requested covariance. This is a
finite-dimensional counterexample to interpreting AdalN as full covariance matching.

The following self-contained NumPy example verifies these claims; it is a mathematical
check, not a GAN training experiment.

import numpy as np

def cov(x):
xc = x - x.mean(axis=0, keepdims=True)
return xc.T @ xc / x.shape[0]

def spd_power(a, power):
vals, vecs = np.linalg.eigh(a)
if np.any(vals <= 0):
raise ValueError("This example requires positive-definite covariance.")
return (vecs * vals**power) @ vecs.T

a = np.sqrt(2.0)
x = np.array([[a, 0], [-a, O], [0, a], [0, -all)
s = np.array([[a, a/2], [-a, -a/2],

[0, np.sqrt(1.5)], [0, -np.sqrt(1.5)11)
adain = (x - x.mean(0)) / x.std(0) * s.std(0) + s.mean(0)
wct = ((x - x.mean(0)) @ spd_power (cov(x), -0.5)

@ spd_power(cov(s), 0.5) + s.mean(0))
assert np.allclose(cov(adain), np.eye(2))
assert np.allclose(cov(wct), cov(s))
print ("AdaIN covariance:\n", np.round(cov(adain), 6))
print ("WCT covariance:\n", np.round(cov(wct), 6))

3.10. Connections and further reading

The lecture’s central connection is between where a representation is transformed
and what a translation objective constrains. Normalization/AdaIN act mainly on the

143



3. StyleGAN, Normalization, Attention, and Image Translation

channel axis, while spatial attention acts on the position axis; the unified Y = AXT + B
view makes this distinction explicit. StyleGAN, SNI, and Diagonal GAN then turn these
transforms into architectural control signals at different resolutions. Pix2Pix, CycleGAN,
StarGAN, and StarGAN v2 add progressively different kinds of supervision: paired
targets, round-trip reconstruction, domain labels, and domain-specific style codes.

The main lecture should therefore be read as one progression rather than a list of GAN
variants: statistics -> axis-wise feature transforms -> controllable synthesis
-> translation constraints -> scalable multi-domain conditioning. The brief
paper extensions above are useful related reading, but they are intentionally separated
from the pp. 78-125/script narrative.

3.11. Advanced topics

The chapter above follows the lecture and its Part 1 --- GAN pages. This section
develops the points the lecture named and left, and the derivations the main text states
without giving. Each subsection is self-contained and none is needed to follow the main
line.

3.11.1. Gram matrices, and why AdalN is their diagonal case

Before AdalN, neural style transfer represented style by correlations of fixed encoder
features. With ®,(I) € RNexCe and T'y(I) = ®,(I)"®,(I), a representative objective is
(Gatys et al. 2016)

’L‘style = Z a@”PE(Io) - FE(IS)H%W ’Ccontent = H@ZC(IO) - (I)Ec (L:)”%’ (321)
£

A Gram matrix is unchanged by a permutation of spatial positions, so it captures
channel co-occurrence statistics more readily than layout. Advantage: rich multi-
layer appearance matching. Limitation: the original method optimizes each output
image iteratively and does not guarantee content preservation. AdalN is a feed-forward
statistic-matching alternative, not an exact solver of the Gram objective.

That is the statement. Why a Gram matrix is a representation of style at all, and how it
connects to the AdalN the chapter has already used, is the part worth spelling out.

Write ®,(I) € RNexC for the features of a frozen VGG layer, rows indexed by position
and columns by channel. Then 'y = ®] ®, has entries I',., = Zn ®,.P,.: an uncentred
second-order statistic of the channels, summed over positions. Permuting the rows of
®, leaves I'y unchanged, which is the sense in which it discards layout; what survives
is which channels fire together, and for a convolutional encoder a channel is a texture
detector, so co-occurrence of channels is texture. That is the whole argument, and it also
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3.11. Advanced topics

bounds what the representation can do: anything that depends on where the texture is
placed is invisible to it.

Which layer carries what is an empirical choice, and the usual one is that content is
read off a single deep layer — relud_2 in Gatys et al. — where the representation is
coarse enough to be insensitive to appearance, while style is read off several layers at
once, relul_1 through relub_1, because texture lives at every scale. The weights a, in
Equation 3.21 balance them, and each layer’s term is usually divided by 4N?C? so that
layers of different size contribute comparably.

The cost of the original method is the reason AdalN exists. Gatys et al. produce each
output by optimising the image: start from noise or from the content image and run
L-BFGS on £ ent + Lytyle for hundreds of iterations, each one a forward and backward
pass through VGG. Every new content-style pair pays this again.

Now the link. Take the diagonal of the Gram matrix and nothing else. Matching I',,
for every ¢ matches each channel’s second moment, and matching the feature means as
well makes it each channel’s mean and variance — which is exactly what Equation 3.3
does, in closed form, in one pass. AdalN is therefore the diagonal special case of Gram
matching, computed rather than optimised, and WCT of Equation 3.6 is the step that
puts the off-diagonal entries back. The three sit on one axis: diagonal second moments
(AdalN), full covariance (WCT), full uncentred Gram across several layers (Gatys).

3.11.2. The feed-forward form of style transfer

Equation 3.3 is a transform, not a method: something has to turn the transformed
features back into an image. Huang and Belongie train a decoder g against a frozen VGG
encoder f, and the two losses are worth writing out because the first is not the obvious
one.

With ¢t = AdaIN(f(c), f(s)) the target features and 7' = g(¢) the output image,

Lo=FT)=thy,  £,=) (Hu(dm(T)) — 11(@¢(5))llz + o (20(T)) — 0(¢e(8))!lz),
y4
(3.22)

minimising £, + AL, over the decoder alone. The content loss is the distance to the
AdalIN output t, not to f(c): the decoder is asked to reproduce the transformed features,
not the original ones, which is what lets a single decoder serve every style. The style
loss matches means and standard deviations across several VGG layers — the diagonal
statistics of Section 3.11.1, again — rather than Gram matrices, and Huang and Belongie
report the two give comparable results at lower cost.

Because the transform is explicit, two knobs come for free at test time and need no
retraining. Interpolating ¢ towards f(c),
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3. StyleGAN, Normalization, Attention, and Image Translation

T, = 9((1 = ) f(c) + a AdaIN(f(c), f())), (3.23)

trades content against style continuously, with o = 0 reconstructing the content image.
Interpolating between several styles’ AdalN targets mixes styles. Neither is available to a
decoder trained per style.

3.11.3. Why the W space disentangles better than Z

The chapter answers this in one sentence — the mapping can reshape the prior — and
the standard account is worth the extra paragraph, because it explains what goes wrong
in Z rather than only what is better in W.

The prior on 2 is fixed, z ~ N(0,I), and the generator must push it onto the data
distribution. Suppose some combination of attributes is absent from the training data —
long hair together with a masculine face, in the paper’s example. The generator cannot
map any region of Z to that combination, so the map from Z to attributes has to curve
around the missing region. A curved map does not have axes: moving along a straight
line in Z changes several attributes at once, which is entanglement, and it is forced by
the shape of the data together with the fixed shape of the prior.

W is under no distributional constraint at all. Nothing requires w = f(z) to be Gaussian,
or to have any particular density, so the mapping network can absorb the warping: f
takes the curvature and the synthesis network sees a space in which the factors can be
closer to axis-aligned.

Figure 3.17.: The curvature argument, drawn for two factors such as masculinity and hair
length. Left: a training set in which one combination is missing. Middle:
the map from Z to features must curve around the missing region, so a
straight line in 2 changes several factors at once. Right: the learned map
from Z to W undoes much of that warping. Adapted from (Karras et al.
2019, fig. 6).
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The claim is that the warping has to happen somewhere and it is better done in a learned
space than forced into the generator.

Two measurements support it, and both deserve their definitions rather than their names.
Perceptual path length samples two latents, interpolates a short step € between them,
and measures the perceptual distance between the two images, averaged and normalised
by €

PPL = E [ dygg(G(lerp(wy, wy;t)), Glerp(wy, wy;t +¢)))] - (3.24)

A small value says the image changes at a steady rate along the path — that the latent
space is not curved — and it is the operational reading of “less entangled”. Linear
separability is the complementary test: train an auxiliary classifier on a binary attribute,
then ask how well a linear hyperplane in latent space separates the two classes, reported
as a conditional entropy. Both come out better for W than for 2.

Two mechanisms in the paper follow directly. Truncation samples w and pulls it towards
the mean, w’ = w + ¥ (w — w) with ¢ < 1, trading variety for quality; it is done in W
precisely because distances there are the perceptually meaningful ones. Style mixing
draws two codes and uses one before a randomly chosen layer and the other after, during
training, which stops the network from assuming that adjacent layers’ styles are correlated
— the regulariser that makes the per-resolution control of Equation 3.10 actually hold.

3.11.4. StyleGAN'’s noise, and what it is for

The chapter defines n, correctly and asserts its role. The evidence is an ablation, and
it is worth stating because it is what separates stochastic variation from style as the
chapter uses the words.

The attributes the noise controls are the ones a viewer cannot name as different: the
exact placement of hair strands, freckles, skin pores, the precise outline of the background.
Resampling the noise with w held fixed changes all of these and changes nothing a human
would call the person’s appearance. Removing the noise entirely does not give a cleaner
image; it gives a flat, painterly one, because the generator has no source of variation for
detail that ought to differ between samples and produces a featureless average instead.

The scale experiment is what makes it an argument about architecture rather than about
texture. Noise fed only to the coarse layers moves large features — the overall curl of the
hair; noise fed only to the fine layers moves only the finest detail. So the noise inherits
the resolution of the layer it enters, exactly as the styles do in Equation 3.10, and the
two channels are independent: w sets what the image is, n sets the arbitrary part of how
it is realised.
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3.11.5. StyleGAN2: demodulation and path-length regularization

StyleGAN2 removes explicit instance normalization from the synthesis path and mod-
ulates/demodulates convolution weights (Karras et al. 2020). If s, is a style scale for
input channel i,

/
Wk

) W, —
\/Zi/,k/ (w;/jk’)2 + €

Wiy, = 8;W (3.25)

Demodulation controls the expected output scale without normalizing each observed
feature map, addressing the characteristic droplet artifacts associated with the original
normalization design. StyleGAN2 also uses path-length regularization,

2
’Cpl = [Ew,r (”Jg(w)TTHQ - CL) ’ (326)

which encourages a more uniform sensitivity of the generated image to changes in w.
Advantage: cleaner style modulation and fewer normalization artifacts. Limitation:
these regularizers improve conditioning but do not guarantee semantic disentanglement.

Three points make the equations above an argument rather than a recipe.

Where the droplet comes from. Instance normalization standardises each feature map
after the convolution, which means a generator can put a very large value in one spatial
location and have the normalisation scale everything else down around it. The strong local
signal survives, because it is what sets the scale; the rest of the map is suppressed. That
is the droplet — a blob-shaped artefact that appears in the feature maps from 64 x 64
onwards and, once the network depends on it, in the output. Removing normalisation
from the forward path removes the mechanism.

Why dividing by that particular norm works. Suppose the inputs to the convolution are
independent with unit variance. After modulation the output j has variance ZZ k(w; jk)Q,

so dividing the weights by Zi, Y (w;, jk,)2 restores unit output variance. The essential

difference from instance normalization is the object being normalised: this acts on the
weights, using the expected statistics under an assumption about the input, and not on
the observed feature map. The generator therefore has no observed quantity to game,
which is why the droplet does not come back.

The regulariser and its metric. In Equation 3.26 the constant a is not a hyperparameter
but a running exponential average of the observed |J,(w) 7|,, so the term penalises
deviation from the network’s own current average sensitivity rather than from a chosen
value. Its cost is a Jacobian-vector product, so it is applied lazily, once every 16
minibatches, with the step size scaled accordingly. And it is the same quantity the
perceptual path length of Equation 3.24 measures: StyleGAN2 regularises the metric that
StyleGAN introduced to diagnose entanglement, which is why the two move together.
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StyleGAN2 also drops progressive growing, whose phase-in of new resolutions left a
preference for fixed detail locations, in favour of skip and residual connections that train
at full resolution throughout.

3.11.6. The solution set of unpaired translation

The chapter’s two-point example shows that two bijections match the marginals. The
situation is worse than “two”, and saying how much worse is what justifies everything
that follows it.

Let G satisfy G 4py = py and let 7 be any measure-preserving automorphism of (¥, py),
that is, any map with 7,py, = py. Then

(70 G)ypa = T4 (Gypa) = 74Py = Py, (3.27)

so 7o G is just as valid. For a continuous py the group of such 7 is infinite-dimensional,
so the adversarial objective alone picks out nothing: its solution set is an orbit, not a
point.

Cycle consistency shrinks the set but does not collapse it. Requiring F' o G ~ id forces G
to be approximately invertible, which removes the 7 that destroy information; it does not
remove the ones that are themselves invertible, and a swap of two equally likely modes
is invertible. So what actually identifies the intended map is neither term. It is the
architecture: a residual convolutional generator with a receptive field much smaller than
the image, trained from an identity-like initialisation, finds small, local, low-frequency
changes far more easily than a global rearrangement. The inductive bias is doing the
identification, which is why the failures in Section 3.11.7 are the ones they are.

3.11.7. How cycle consistency fails

Two failures are named in the chapter. Both are worth developing, because each is a
consequence of the objective rather than an accident of training.

Steganography. Chu et al. showed that a CycleGAN trained on aerial photographs and
maps reconstructs features of the source that are not visible in the intermediate image
at all: a building absent from the generated map reappears in the reconstruction. The
generator has learned to encode the source in a low-amplitude, high-frequency signal
that the map-domain discriminator cannot see and the reverse generator can read. The
cycle loss is then near zero while the intermediate image is semantically wrong — the
objective is satisfied and the task is not.

The mechanism follows from what is penalised. The cycle term constrains the composition
F o G, not GG alone, so any information channel that survives the round trip is rewarded,
whether or not it is part of the visible translation. Adding noise to the intermediate image,
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or otherwise destroying the high-frequency channel, degrades the reconstruction sharply
— which is the test that distinguishes hidden information from honest translation.

Geometry. The original CycleGAN paper reports the limitation plainly: tasks requiring
shape change fail while tasks requiring texture change succeed. Apple to orange keeps
the apple’s outline and repaints it; horse to zebra paints stripes on the horse, and on a
rider as well if one is present, because nothing in the objective knows that a rider is not
a horse; dog to cat produces minimal change. The reason is the same inductive bias as in
Section 3.11.6, read the other way: a residual convolutional generator is well suited to
recolouring a pixel from its neighbourhood and badly suited to moving content across the
image, and a PatchGAN discriminator judges local patches, so it scores texture and is
largely blind to global shape. Neither network is asked for geometry and neither provides
it.

3.11.8. OT-driven CycleGAN and CycleGAN failure modes

A related optimal-transport formulation derives CycleGAN rather than modifying it (Sim
et al. 2020). It is worth following the direction of that derivation, because it answers the
question the lecture leaves open — where the cycle term comes from — and the answer
is the opposite of what the shape of the objective suggests.

Start from a Kantorovich problem between the two domains, with a joint transport
cost that charges a pair (z,y) for the round trip under the two maps R : ¥ — X and
H:X—-Y,

d((z,y)) = o — Ry)| + |y — H(z)|. (3.28)

Minimising [ d dm over couplings 7 of p,- and py is the primal problem, and its objective
is the cycle/data-consistency term: Equation 3.28 is what Loy measures. The marginal
constraints are then relaxed by Kantorovich duality, and it is the dual of those constraints
that produces two Wasserstein-1 terms, each realised by a 1-Lipschitz critic. Collecting
the two,

min Moo (R, H) + Wi (pa, Rypy) + Wi(py, Hupo ). (3:29)

So the reading to carry away is not “W; matching, plus a cycle penalty of unexplained
origin”. It is: the cycle term is the transport cost, and the adversarial terms
are the penalties that enforce the marginals. The weight )\ is the exchange rate
between the two, and taking A large is what recovers the hard marginal constraints of
the original Kantorovich problem. The critics are 1-Lipschitz because that is what the
dual asks for, not because a Lipschitz constraint was found to stabilise training.
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This remains a surrogate training objective once the ideal critic class is replaced
by neural networks, so the equality between theory and implementation should not be
overstated.

Cycle consistency also has important failure modes. First, it does not identify the intended
semantic pairing: two domains with two equally likely elements admit a swapped bijection
with perfect marginal matching and zero cycle error. Second, a network can hide source
information in visually weak high-frequency signals and use it to reconstruct the input,
producing a small cycle loss without meaningful visible preservation (Chu et al. 2017).
Large geometric changes were also reported as difficult in the original CycleGAN study
(Zhu et al. 2017). Thus realistic marginals plus a small cycle loss are not a certificate of
correct correspondence.

3.11.9. StarGAN'’s mask vector

The chapter mentions the mask in a clause. It is what lets one generator train on two
datasets whose label sets do not overlap — CelebA with facial attributes, RaFD with
expressions — and the encoding is simple enough to give in full.

The label fed to the generator is a concatenation ¢ = [cq, ..., ¢,,, m|, where ¢; is the label
vector for dataset ¢ and m is a one-hot mask naming which dataset the current example
came from. The entries of every c; but the active one are set to zero and are to be
ignored. The generator learns to read m and attend to the corresponding block, so a
CelebA example carries expression bits that are zero and uninformative rather than zero

and meaningful.

The discriminator’s classification head is split to match: it predicts labels for both
datasets, and the classification loss for an example is computed only over the head
belonging to its own dataset. Without the mask the zeros would be indistinguishable
from genuine negative labels, and the generator would learn that every CelebA face has
a neutral expression.

3.11.10. CollaGAN: many inputs, one output

CollaGAN considers a different data regime from StarGAN: several corresponding
domain observations of the same subject are available and one target domain is missing
(Lee et al. 2019). With target domain ¢ withheld,

‘%t :G({J)] :j#t}ﬂt)’ ’Cmcyc = [EtZ“‘rj_'%j\tHl' (330)
J#t

The multiple-cycle construction reconstructs each available input after inserting the
predicted missing image. Advantage: it can fuse complementary observations from
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several domains. Limitation: it requires corresponding multi-domain input sets, so it
solves a different problem from single-input unpaired translation.

That is the summary. The setting deserves more, because it is the one where this lab’s
own work sits and because the objective is not a relabelling of StarGAN'’s.

The problem is imputation with several co-registered observations: N MR contrasts of
the same slice, one of which is missing. A single-input translation model must pick one
available contrast and discard the rest. CollaGAN takes all of them, so the generator is
a map G({z;};4,t) = I, from every available input plus a target index to the missing
one.

Cycle consistency has to be rebuilt for that signature, and the two-step form is the point
of the paper. Having produced z,, put it back into the input set in place of the real x,
and ask for some other contrast j:

ij\t = G({j}t} U {xz i # tvj}a .])v ’Cmcc = Z ||$g - £j|t||1' (3'31)
J#t

A single round trip would only check that Z, is invertible back to where it came from;
this multiple cycle checks that it is consistent with every other contrast at once, which is
what a wrong but plausible z, fails. The discriminator carries a classification head over
contrasts, as in Equation 3.18, so the output must also be recognisable as contrast t. For
MR synthesis the reconstruction term is supplemented by a structural-similarity term,
since L, alone tolerates the loss of fine structure that matters clinically.

The reason the collaborative version wins is worth stating plainly: the contrasts are
different measurements of the same anatomy, so what is missing from one is usually
present in another. A model that reads only one of them throws away exactly the
redundancy the problem provides.

Based on the scribe note of Jeongchan Kim, with material from Daegyu Sung, Seungwan
Kang and Chaeyoung Oh; edited by Jong Chul Ye.
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4.1. Overview

The previous chapters built generative models by comparing distributions: a discriminator,
a divergence, a transport cost. This chapter builds them by transforming one. A latent
variable is drawn from a simple prior and pushed through a decoder, and the whole
difficulty moves into one question — how do you train a model whose likelihood you
cannot write down?

Two answers follow from one construction. If the map from noise to latent code is
cheap but not invertible in the data, you bound the likelihood and get the variational
autoencoder. If instead you insist the map be invertible, the bound becomes an equality
and you get a normalizing flow. The lecture derives both from a single encoder written
as a deterministic function of noise, so VAE, beta-VAE, NICE, Real NVP and Glow are
not five models but five choices of one object F.

The exposition follows Part 2 — VAE, slides 3-41, and Chapter 13 of Geometry of Deep
Learning (Ye 2026b, 2022). Equations carrying the book’s numbering are marked where
they first appear. A section of advanced topics at the end collects material the lecture
did not develop, so the main narrative follows the class itself.

4.2. Notation

Symbol Meaning

reX CRP An observation; D is the data dimension

du(z) The data measure; in training, the
empirical measure of the dataset

z € R? A latent variable; d is the latent
dimension

m The split index of a coupling layer,
1<m<D

0, ¢ Decoder and encoder parameters

p(z) The latent prior, here N(0,1,)

po(x | 2) The conditional observation distribution

153



4. VAE, beta-VAE and Normalizing Flow

Symbol Meaning

Gy(2) The decoder mean, when the observation
model is Gaussian

qy(2 | 7) The approximate posterior, or stochastic
encoder

u~r(u) Noise with density r; throughout,
u~ N(0,1,)

Fg(u) The encoder: a map from noise to a latent
sample, z fixed

pg(x),04() The VAE encoder’s mean and
coordinatewise standard deviation

F, The invertible data-to-latent map of a flow

oc>0 The fixed scalar input-noise level in the
flow construction

lr1B0 The negative ELBO, the quantity
minimized

Three dimensions, three letters. The VAE compresses, so d < D. A bijective flow
cannot, so there D = d; once that is said, flow sections write D and the letter d does not
reappear. A coupling layer splits the D coordinates of its input into blocks of size m and
D — m: the split index is m, never d. Keeping these apart matters because the same
symbol is used for all three in much of the literature, including the lecture slides, which
write a coupling split as ¥,.4, Y441.p-

The data measure y is not the encoder mean j1,(z). In coordinate sums, p,;(x) and o;(z)
drop the parameter subscript. The symbol © is elementwise multiplication, I, the m xm
identity, and diag(a) the diagonal matrix built from a. Norms are Euclidean and all
logarithms natural. For f: R™ — R™, df(v)/0v is the n x m Jacobian. Losses written
with an argument x are per observation; objectives without one average over du(z).

4.3. The evidence lower bound

4.3.1. Why an approximate posterior is needed

The model draws z ~ p(z) and then x ~ py(z | z), so the joint density factors as
po(x,2) = pg(x | 2)p(z) and the quantity maximum likelihood needs is the marginal

Po(z) = / po(z | 2)p(2) dz. (4.1)
Rd
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4.3. The evidence lower bound

Each factor is cheap. With the Gaussian decoder used throughout, py(z | z) =
N(Gy(z),Ip), evaluating the integrand at a given z costs one decoder pass. The integral
is the problem:

1 1 2 _ 1,2
po(x) = WDM)/Q/W exp(—in—Ge(z)H — 3l )dz.

The integrand is Gaussian in = but not in z, because Gy is a nonlinear network and the
exponent is therefore not quadratic in z. It has no closed form, and quadrature in a
latent space of realistic dimension is out of reach. The exact posterior

_ po(z | 2)p(2)
p@(z ‘ .’IJ) - p0<x)

is no help: its normalizer is the same integral. So we introduce a tractable family q,,(z | =)
and bound the likelihood instead of computing it.

4.3.2. Jensen’s inequality

Fix z with py(x) > 0. The encoder q,(z | x) is chosen from a parameterized family; it is
not obtained by evaluating the true posterior. Assume it is positive wherever p,(z, 2)
is, apart from null sets, so that sampling under ¢, omits no region contributing to

Equation 4.1. A Gaussian encoder with positive variances satisfies this everywhere on
R<.

Multiplying and dividing by g, (z | ) and applying concavity of the logarithm,

log py(z) = log (/ (2 | ) Po(w | 2)plz) dZ>

qp(z | @)

> /qd)(z B log(W) dz.

%(Z |z

(4.2)

Assuming the terms are integrable, the right-hand side splits into

/ log po(x | 2) 4y (# | #) dz — Dy (4,(= | 2) | p(2))

This is the evidence lower bound. When ¢,(z | x) = py(2 | =) the ratio inside the
logarithm is the constant py(x) and Jensen holds with equality; Section 4.12.1 identifies
the gap in general.
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4. VAE, beta-VAE and Normalizing Flow

4.3.3. Reconstruction against regularization

Negating gives the quantity to minimize:

louno (.0, 6) = — / logpy(z | 2) gy (= | ) dz

+ Dy, (%(Z | ) HP(Z)) .

(4.3)

The first term is reconstruction: for a Gaussian decoder with identity covariance it is
half the expected squared error between x and Gy(z), up to a constant, and it measures
error in observation space. The second is regularization: it compares the encoder with
the prior in latent space, and it is what makes the model generative rather than merely a
good autoencoder. Without it nothing ties the codes the encoder produces to the prior
that generation samples from. KL divergence is nonnegative but asymmetric, so it is not
a metric. Training minimizes [l o du(z).

4.4. The general encoder

Everything that follows is one objective specialized in two directions. The step that
makes this possible is to stop treating the encoder as a density and start treating it as a
map applied to noise.

4.4.1. Sampling written as a deterministic map

Let u ~ r(u), in our case N(0,1,;). For fixed = the encoder turns u into a latent sample,
and the density of that sample is

qp(z | ) = /5(2 — Fq’f(u)) r(u) du, ur~r(u). (4.4)

This is equation (13.60) of the book. Sampling means drawing u and setting z = Fj (u);
inside an integral over z, the Dirac delta selects that value. The entire difference between
a VAE and a flow will be the choice of F s — Figure 4.1 draws the Gaussian one.
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4.4. The general encoder

4.4.2. The general loss

Fix z and ¢, assume F is a diffeomorphism and the logarithms below are integrable,
and expand the KL term of Equation 4.3:

Corno(z,0.0) = — / log(p(z | 2)p(2)) 4 (2 | 7) d2
+ /10gq¢(z | z) qy(2 | z)dz.

Both integrals are now rewritten through Equation 4.4.

The likelihood and prior term. Substituting the delta representation and integrating
out z,

- [1ogtpyler] () gz | 2)d
—— [ [ ostrate | 21p(:)) 8=~ Fg(w) i) dudz
= —/logpg(x | qu(u)> r(u) du — /logp(qu(u)) r(u) du.

The encoder log-density term. Here ¢, appears both inside and outside the logarithm,
so give the inner copy its own variable u’:

108;%(2 | z) ng(z | z)dz
/
= /log (/5(F$(u) — Fg(u’)> r(u’) du’) r(u) du.

The inner integral is evaluated by changing variables,

v=F(W), u=H,(v), H,=(F5)",

where H, inverts the noise-to-latent map at fixed z and ¢. Differentiating F (H,(v)) = v
gives the inverse-Jacobian relation, and the delta then selects v = F e (u), at which point
u =

rw)
o (P50

/ §(Fg(u)— Fi(u)) r(u) du’ = (4.5)

ou
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4. VAE, beta-VAE and Normalizing Flow

Taking the logarithm splits this into an entropy term in r alone and a log-determinant
term.

Collecting. The two integrals in logr(u) and logp(F(u)) combine into a log ratio,
leaving the book’s equation (13.61):

lprpo (@, 0, 0) = /10gp9($ | F U) r(u
+/10g( ) (4.6)
/log det(aFw ))‘ (u) du

The first integral is reconstruction; the last two together are the KL term. Nothing so
far has assumed a Gaussian encoder, a particular prior, or any architecture. The three
sections that follow each fix Fj’ and read off the consequence.

4.5. The variational autoencoder

4.5.1. A Gaussian encoder

Take the encoder affine in the noise:

§(u) = py(x) + oy(x) Ou, un~ N(0,1). (4.7)

T z=0(z) @u+ p(x) R l%

Figure 4.1.: The Gaussian VAE encoder. The network predicts u,(z) and o,(z), the
latent code is formed as z = 0 () © u + p14(x) with u ~ N (0, 1;), and the
decoder Gy maps z back to the data space. From the course slides (Ye 2026b,
11).

Each coordinate of o (x) is positive, so Figure 4.1 realizes
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4.5. The variational autoencoder

q4(2 | 1) = N (py(2), diag (o2 (2))) ,

and the Jacobian the general loss asks for is immediate:

OF (w) = diag (o4(x)) log
ou PR

8Fz
det ( ) ‘ Z log o

Note what is not required: the map from observations to codes need not be invertible.
Only the map from noise to code, at fixed x, must be. This is the VAE of Kingma and
Welling (Kingma and Welling 2014), and writing the sample this way is also what lets
gradients reach ¢ — see Section 4.12.2.

4.5.2. The Gaussian KL term

Let r and p both be standard Gaussian. Their normalizing constants cancel in the ratio,
SO

r(w) 1 2 2
1°g<p<mu>>) = § (lug(a) + o) O ul? ~ ul?)

and since E[u;] = 0, E[u?] = 1, the middle term of Equation 4.6 averages to 3 Zz(uf(:c) +
o?(z) —1). Adding the log-determinant gives the book’s (13.64)—(13.65):

7

Dy (ay(2 | 2) | N(0,1,)) ) + pi(x) —logof(z) —1). (4.8)

L\')M—t
M&

1:1

The variance part, o7 —logo? — 1, is minimized at ¢? = 1 and grows without bound in
both directions, so the term penalizes a collapsed code and an over-dispersed one alike.

4.5.3. From likelihood to reconstruction error

With py(x | 2) = N(Gy(2),Ip),

—logpy(z | 2) = 3o — Gy(2)[* + 3 log(2m).

Two things are being used here and both matter: the observation model is Gaussian,
and its covariance is the identity. Neither is forced on us — a Bernoulli decoder on
binarized images gives a cross-entropy instead, and the squared-error form would then
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4. VAE, beta-VAE and Normalizing Flow

be wrong. Dropping the parameter-free constant and combining with Equation 4.8 gives
the objective, the book’s (13.67):

tya(6,6) = = / [ = Golng(a) + 0(2) © ) r(w) dudn(z)
(4.9)

t3 Z;/ ) + 2 (x) —log o?(z) — 1) du().

4.5.4. Varying the decoder output

After training, resampling the noise at a fixed observation traces out a family of recon-
structions, the book’s (13.68):

T(u) = Gy(pg(x) +o4(z) Ou), un~ N0, 1y).
The encoder’s mean and spread stay fixed while u moves the code. This is the concrete

sense in which a VAE is generative where a deterministic autoencoder is not; to generate
without any input, draw z ~ p(z) instead.

4.6. The beta-VAE

Weighting the two terms differently gives the beta-VAE (Higgins et al. 2017), the book’s
(13.69):

lovar(0, ) = e — Gy () + 04 (x) © 0| (u) du dp(e)

d
BZ/ x) 4 p7 (x) —log o} (x) — 1) du(x).

N | —
S

(4.10)

o \

Setting 5 = 1 recovers Equation 4.9. A larger 8 buys prior conformity with reconstruction
detail. Section 4.12.4 derives 3 as a Lagrange multiplier on an information budget, which
is where the choice stops looking arbitrary.

Figure 4.2 shows both halves of the trade at once. A coordinate is better aligned with a
factor of variation when moving it moves that factor and little else, and the beta-VAE
rows do this more consistently. They are also blurrier: under a squared-error objective a
decoder that cannot distinguish fine detail averages it away. Stronger regularization can
encourage interpretable structure; it does not guarantee it, and past some point it simply
discards information.
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4.6. The beta-VAE
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4. VAE, beta-VAE and Normalizing Flow
4.7. Normalizing and invertible flows

4.7.1. Noise before an invertible map

Now make the encoder invertible and tie the decoder to it. Take D = d and F = RP — RP
invertible:

Fg(u) = Fy(ou+ ), G9:F¢’1, u~N(@,Ip). (4.11)

ou, u~ N(0,1)

l % z
X _'@_>._’ Ge ) Fal

noise is added to x BEFORE the invertible encoder: z=Fy(x + ou)

——> X=x+o0u

Figure 4.3.: A normalizing flow as an autoencoder. The noise ou is added to x before
the invertible encoder F, and the decoder is its inverse, so the round trip
returns ou + x. Redrawn after the course slides (Ye 2026b, 17), correcting
panel (c), which draws the noise entering after the map.

Here o > 0 is one fixed scalar, not the learned vector o, (z) of the VAE, and the encoder
and decoder now share parameters. As Figure 4.3 records, the noise enters before the
map; for a nonlinear F,, that is not the same as perturbing the output.

4.7.2. Why the reconstruction term becomes a constant

Because the decoder inverts the encoder exactly, reconstruction stops depending on the
parameters at all:

1 2
5 [ o= Go(F)[ rtwyau=3 [ o= £ (Fyfou+ )| r(w du

DO‘
— ;5 [ loulr(wdu = 22

(4.12)

1 A constant worth getting right

Since u ~ N (0, I,) we have E|u|?> = D, so the value is Do?/2 — that is 02 /2 per
coordinate, which is how the slides write it (Ye 2026b, 18). The conclusion is the
same either way, because what matters is only that the term does not depend on ¢.
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4.7. Normalizing and invertible flows

The entropy [ logrrdu is likewise parameter-free. Dropping both leaves the flow loss,

U (,6) = — / log p(F2 () r(u) du

_ / log |det (8?65“)) ‘ r(u) du,

and with a standard Gaussian prior, up to one more constant,

det (8F¢(Ju + x))
ou

(4.13)

r(u) du.

frn(2.0) = 5 [ 1Fy(ou+ o)Pr(n) du— [ 1og

Two forces are now in balance and neither alone would do. The prior term pulls latent
outputs into the high-density region; left to itself it would collapse everything onto the
origin. The log-determinant is what stops it: a map that crushes volume pays for it.
Generation draws z ~ p(z) and applies Gy = Fj L

4.7.3. Making the log-determinant tractable

A forward pass gives Fy,(x) cheaply, but the determinant of a general network’s Jacobian
does not come cheaply. Build F}, from simple invertible layers instead:

F¢:fK°"'°f17 ho =z, h;= fi(h;_y), hK:F¢(fU)7

so that by the chain rule and multiplicativity of the determinant, the book’s
(13.73)—(13.75),

log

OF,(x) K Oh;
¢ _ i
det( D ) ’ = ;:1 log |det (3]%—1 ) ’ . (4.14)

Composition turns a product into a sum, as Figure 4.4 illustrates, but it does not by
itself make any single term cheap. Each layer still needs a Jacobian whose structure gives
up its determinant, while the composition stays expressive enough to be worth having.
For the noisy-input objective the layers start at hy = ou + x, and

OF,(ou+z)  (OFy(ou+x) /
ou B ( Oz ) 7D

so the perturbation contributes a constant Dlogo and nothing else. Equation 4.13 is
therefore the ordinary flow negative log density averaged over perturbed observations, up
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4. VAE, beta-VAE and Normalizing Flow

f1(2o) fizi-1)  fisr1 (@) ’
Zo z Zje Z \\/zk/ =x
/ [\ ,/“%A\ /“ﬁw\
Zo ~ Po(2o) z; ~ pi(z;) zg ~ px (2x)

Figure 4.4.: A flow as a sequence of invertible maps, each reshaping the density of the
previous one, from a simple p, to the data distribution p;. The diagram
runs in the generative direction z; — zx = x; density evaluation runs the
other way. From the course slides (Ye 2026b, 19).

to parameter-free constants; Section 4.12.6 writes that density out and prices the dense
determinant.

Generation reverses the order and inverts each layer, F(;l = frloo fit, with fz! acting
first. The next two sections give layers for which both the inverse and the determinant
are available in closed form.

4.8. NICE: additive coupling

4.8.1. The idea

(b) Jacobian dy/ox
xp, x,

copied unchanged I
Tr J Yn un, 0

network m m(n)

(any NN) ag/ozs,
dense
Yr (depends on m)
" L\ ™

yr,=ar, Yy, =g(xr; m(zy,))

(a) One coupling layer

det(dy/ox) = det(dg/oxy,)

Figure 4.5.: The coupling construction. The first block passes through untouched; a
network m reads it and sets the parameters of a simple invertible map g
applied to the second block. Inverting needs g~ only — m is never inverted,
which is why it can be an arbitrary network. From the course slides (Ye
2026b, 30-31).

Figure 4.5 is the whole trick, and it is worth stating before any algebra. Split the
coordinates. Copy one block. Let a network read the copied block and transform the
other block with it. Because the copied block is available unchanged on both sides, the
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4.8. NICE: additive coupling

network’s output can be recomputed during inversion rather than inverted — so the
network may be arbitrarily complicated while the layer stays exactly invertible.

4.8.2. Forward map, inverse, and Jacobian

Split  into z; € R™ and o € RP~™ with 1 < m < D. NICE adds a network output to
the second block (Dinh et al. 2015):

=7, p=m+ (@) (4.15)

The inverse recovers z; immediately and subtracts the same quantity,

Ty =Y, To =Yy — ?(91)7‘ (4.16)

and the Jacobian is block triangular with identity diagonal blocks:

ay I, 0
o = | 0F (z)

I
01‘1 D—m

, log det(?i)’ =0. (4.17)

4.8.3. The loss, and the price of volume preservation

A composition of additive couplings and permutations has | det(0F,/0xr)| = 1, so every
log-determinant in Equation 4.13 vanishes and, dropping constants,

trice(@:9) = 5 [ IFyfou+o)lPr(u) du. (4.18)

Training simply drives perturbed observations into the prior’s high-density region. The
restriction is severe and easy to miss: additive layers can bend and reorient a region but
can never change its volume, and stacking them does not help, since a product of ones
is one. A flow built only from these layers cannot adapt the density of the prior to the
density of the data, however complex the networks F are. The original NICE model
therefore ends with a learned diagonal scaling layer, which supplies the missing volume
change and its own log-determinant (Dinh et al. 2015). Real NVP puts the scaling inside
every layer instead.
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4. VAE, beta-VAE and Normalizing Flow

4.9. Real NVP: affine coupling

4.9.1. Forward map and inverse

Real NVP gives the coupling an input-dependent scale (Dinh et al. 2017):

y=1, Yo = O exp(s(zy)) + ), | (4.19)

with s, : R™ — RP~™ producing log scales and translations. The exponential makes
every scale positive, and s = 0 recovers NICE. Inversion evaluates the same two networks
at y; = xq:

=y, w=(y,— ) Oexp(—s(y) | (4.20)

S B O®

O,
OREO OBRC

(a) Forward propagation (b) Inverse propagation

Figure 4.6.: Forward (a) and inverse (b) pass of an affine coupling layer. The unchanged
branch supplies the same conditioning value in both directions, so s and ¢
are evaluated, never inverted. From the course slides (Ye 2026b, 22, 33).

4.9.2. The determinant

Differentiating Equation 4.19, the lower-left block is whatever it is and the diagonal is
what counts:

oy [ In 0 1
o |90 dinglesp(sta)))|

det(?i)’ _ zj:sj@l). (4.21)
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4.9. Real NVP: affine coupling

A positive sum means the layer expands volume locally and a negative sum means it
contracts. Section 4.12.8 carries a single layer through with numbers and checks this
against a finite-difference Jacobian.

4.9.3. The loss

Let Fy = fg oo f; be affine couplings with permutations between them, and write
ho(u) = ou +z, h;(u) = fi(h;_1(u)). Let s, ; be the jth log-scale output of layer i,
evaluated on that layer’s conditioning block h; ; ;(u). Permutations contribute nothing,
so combining Equation 4.21 with Equation 4.14 and dropping constants,

CReanvp (T, 0) = /

K
SIFeut o) =33 sy (b )| rwdu.| (@22

Setting every log-scale network to zero returns Equation 4.18. The translation networks
never appear in the determinant, yet they shape the loss through the states h;. For
ordinary density estimation, run the same layers at h, = x:

1 X D
—logpx(z) = §||F¢(95)||2 - Z Z 8;i(hi11) + 5 log(2m). (4.23)
i=1 3
Data space X' Latent space Z

Inference F ““& : i

z~bx Fi1 S e ——

e f (x) ?:,ﬁw@;
Generation :

<~ Py &=

z=f""(2)

Figure 4.7.: Real NVP on two moons. Inference (top) carries the data to an approximately
Gaussian cloud; generation (bottom) carries Gaussian samples back. The
two directions are the same layers read forwards and backwards.

Figure 4.7 makes the point that a trained flow is one bijection: inference and generation
are not two models but two ways of reading the same one.
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4. VAE, beta-VAE and Normalizing Flow

4.10. Glow

The lecture closes with Glow (Kingma and Dhariwal 2018), which keeps the coupling
layer and fixes what coupling alone cannot do. A coupling layer always leaves one block
untouched, so some coordinates must be permuted between layers for information to
reach everything. A fixed permutation is a crude instrument. Glow replaces it with a
learned one and adds a normalization layer, giving three components per step (Ye 2026b,
23-25, 36-41).

Actnorm. A per-channel affine transform y, ; = s © z; ; + b applied at every spatial
position (i, ) of an h X w X ¢ tensor, initialized so that the post-transform activations
have zero mean and unit variance on the first minibatch. Its log-determinant is A - w -
sum(log |s]).

Invertible 1 x 1 convolution. The learned replacement for a fixed permutation:

y;; = W, ; with W a ¢ X ¢ matrix shared across positions. Because the same matrix
bl bl

acts at every one of the h - w positions,

log

0 2D(h; W
det [ 25227 ( 1| = h-w-log|det W|. (4.24)
oh
A permutation matrix is a special case, so the layer can only improve on one. Computing
det W directly costs O(c?); parameterizing W in LU form removes that:

W = PL (U + diag(s)), log | det W| = sum (log |s|), (4.25)

with P a fixed permutation, L unit lower triangular and U strictly upper triangular,
bringing the cost to O(c).

Affine coupling. Exactly Equation 4.19, acting on a channel split, with log-determinant
sum(log |s]).

Figure 4.8 and Figure 4.9 are worth reading together: the first says the model is a stack,
the second says every element of the stack is a map whose inverse is written next to it.
That is the whole design constraint of this chapter made concrete.

A squeeze operation between scales trades spatial resolution for channels, reshaping
1 x H x W into 4 x g X %, so that the 1 x 1 convolution has channels to mix and the
coupling split is spatially local. Stacking L such steps gives the invertible generator; every
component has a closed-form inverse and an O(c) log-determinant, so Equation 4.14

applies unchanged and the model is trained by exact maximum likelihood.

The point is not the particular three layers. It is that the whole chapter’s constraint
— invertible, with a cheap determinant — has enough room inside it to build a model
that samples high-resolution images, provided each layer’s structure is chosen so that its
determinant is read off rather than computed.
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4.10. Glow

Invertible Generator Gg

T Y
. - .
1 1
| |
¥ N —

H- - -

\ )
Y Squeeze S

1 x 1 convolution C
Stable additive coupling layer with F

'S
X
vl
X
ofE

L layers

(a) Overall architecture of Invertible Generator Gg

Figure 4.8.: The invertible generator. An image is squeezed into channels, passed through
L steps of 1 x 1 convolution and stable additive coupling, and squeezed back;
every arrow runs in both directions. From the course slides (Ye 2026b, 38).

(c) Invertible 1 x 1 convolution block

Squeeze S ] | Stable additive coupling layer with JF
i
i
i
i
:
S(a) U(wr.4) i
i
i
-1
i
i
i
P 1.4 = [®), @2, T3, T4) z ! w1, @2, @5, 2] o1, @2 20,24
]
i
(b) Squeeze block i
______________________________________________________________ i
1 x 1 convolution C 3
i
i
i
i
i
i
i
) i
W ;
= '
i
o1, @2, @5, 4] C(fer, @, 5, wa) bLezsed 1 Euesasad el
'
i
i
i

(e) Stable additive coupling block (Inverse)

Figure 4.9.: The three blocks, each with its inverse. (b) Squeeze rearranges a H x W map
into four channels at half the resolution. (c¢) The invertible 1 x 1 convolution
multiplies every spatial position by the same W, and is undone by W~1. (d,
e) The stable additive coupling layer adds & of the untouched block to the
other, and subtracts it to invert. From the course slides (Ye 2026b, 39).
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4. VAE, beta-VAE and Normalizing Flow

4.11. What the coupling construction costs

Flows must be expressive, invertible, and cheap to differentiate, and the three demands
pull against each other. Setting y; = x; buys the triangular Jacobian, and the price
is that no single layer can transform all coordinates jointly: each one leaves a block
alone and moves the rest by a restricted affine map. Alternating the blocks lets every
coordinate change eventually, but a restricted layer may need a deep stack to express
what one unrestricted map would, and depth is compute. NICE pays more than Real
NVP, being confined to unit volume.

Two limits are structural rather than architectural. A bijection forces D = d, so a flow
has no bottleneck and no compressed representation — exactly what the VAE gives
up invertibility to obtain. And scale factors that grow very large or very small make
numerical inversion ill-conditioned, which bounds in practice how aggressive the learned
volume changes can be.

4.12. Advanced topics

The material below was not developed in the lecture. It is collected here so that the
preceding sections follow the class.

4.12.1. The ELBO gap, exactly

Write £(z,0,¢) = —lgpo(z,0,¢). Bayes’ rule gives a second derivation of the bound
that also names the gap (Kingma and Welling 2014). Assuming finite expectations,

Dice(a5(2 | 2) [ po(= | 2)) :/%(z | @) 1og(W> dz

= lngg(x> - £(.’IJ, 97 ¢>7

so that

logpy(w) = £(2,0,0) + Dy, (44(2 | 2) | po(z | @) (4.26)

The KL term is nonnegative, which proves the bound, and it is ezactly the gap, vanishing
when the encoder matches the true posterior almost everywhere. Note which two
distributions it compares: the encoder and the posterior. The regularizer in Equation 4.3
compares the encoder with the prior. They are different objects and only the first is the
bound’s slack.
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4.12.2. Reparameterization and gradient estimation

Fix x and 6 and write fy(z) = logpg(z | z). The reconstruction expectation depends
on ¢ through the distribution it averages over, which is not something a sampler can
differentiate. Reparameterization moves that dependence into the integrand:

By, el fo(2)] = By [fe(F$<U>)] ;

and since r does not depend on ¢, differentiating under the expectation gives the pathwise
estimator

<aF;<u)

vd)[Eq[fB(Z)] = [Euwr 8¢)

.
) sze(@le;(u)] : (4.27)

The alternative differentiates the density, using V,q = ¢V, log¢:

v, / Fo@)ag(z | 2) dz = B, [fy(2)V s log g, (= | 2)] - (4.28)

This is the score-function estimator. Both are unbiased. The pathwise one uses
V. fo, first-order information about how the integrand moves when the code moves; the
score-function one uses only the value fy(z), weighted by a score. For a smooth Gaussian
problem the first is usually far less noisy, and Section 4.12.3 makes the gap concrete —
but this is a tendency, not a theorem. The score-function estimator remains the one that
works when no differentiable reparameterization exists, as with discrete latent variables,
and a baseline independent of z reduces its variance at no bias, since [,[V ,log q,] = 0.

4.12.3. Worked example: two gradient estimators
Take q,, = N(p1,1) and f(z) = 2, so that V,.E,, [2] =1 for every p, and write z = p+u
with u ~ N(0,1).

The pathwise estimator Equation 4.27 gives V, f-0z/0u = 1 for every sample: exact, with
zero variance. The score-function estimator Equation 4.28 uses V, log qu(z) =2z— U =u,
so one sample gives f(2)u = (u + u)u = pu + u?, with mean 1 — also unbiased. For the
variance, using E[u?] = 1, E[u?®] = 0, E[u?] = 3:

Var(pu + u?) = p?E[u?] + 2uE[ud] + E[u?] — 1 = p? + 2. (4.29)
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4. VAE, beta-VAE and Normalizing Flow

Table 4.1.: One-sample gradient estimates of V ,E[2], z ~ N (u,1), over 10° draws.

score function:  score function: pathwise:
I mean variance u? +2 variance
0 1.0013 2.007 2 0.0
1 0.9988 3.003 3 0.0
2 0.9965 5.980 6 0.0
3 0.9972 10.999 11 0.0

—— score function: p? + 2
reparameterization: 0
g ® empirical, 10° samples

variance of one-sample estimate

Figure 4.10.: Variance of one-sample estimates of V ,[E[z] for z ~ N(u,1). Dots are the
empirical values of Table 4.1, the curve is Equation 4.29, and the pathwise
estimator sits on zero.

Table 4.1 and Figure 4.10 agree with Equation 4.29 to three figures. The variance grows
with 12, and in a VAE the role of f is played by logpy(x | ), a sum over thousands of
pixels whose magnitude dwarfs y here. That is the practical reason the VAE is trained
with Equation 4.27.

4.12.4. The beta-VAE as constrained rate-distortion

Define average distortion and rate by

D0.6) = - [ Eymllogmle] 2N du(e),  R(6) = [ Dia(aylz | 0)|p(:) du(o).

Constraining the rate to a budget C' and introducing a multiplier (Higgins et al. 2017),

rgiqﬁnﬂ) st. R<C = Jd=D+p(R-C), 5>0,
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and since —BC' is constant in the parameters, minimizing 7 is minimizing D + SR —
the beta-VAE objective (Burgess et al. 2018). Writing D*(R) for the best distortion at a
given rate, an interior smooth optimum satisfies § = —d2*/dR, so (3 is the exchange rate
between nats of latent information and reconstruction error. With nonconvex networks
there is no guarantee that every budget C' is attained by some fixed (.

The rate decomposes. With the aggregate encoder g4(z) = fq¢(z | ) du(x), splitting
the log ratio gives

R =1,(X,Z) + Dgy(a5(2) [ p(2)) , (4.30)

so the KL penalty is charging for two different things at once: the information the code
keeps about the observation, and the mismatch between the aggregate code distribution
and the prior.

4.12.5. Posterior collapse

Collapse is the state in which the latent variable carries nothing. At the extreme the
decoder ignores z, so pg(z | z) = py(x), hence py(z | ) = p(z); an encoder matching
that posterior has q,(z | ¥) = p(2) and, by Equation 4.30, zero rate and zero mutual
information. Partial collapse switches off some coordinates and not others.

The failure is most likely exactly where it is least wanted: when the decoder is powerful
enough to model the data on its own, the KL term is a pure cost and the cheapest way
to pay it is to stop using the code. Large (3 encourages this, but it happens at 5 =1
too, and inference lag during joint training can drive a model there on its own (He et al.
2019). The symptoms under a standard Gaussian prior are pi,(z) ~ 0, 04(7) ~ 1 and a
near-zero KL.

Figure 4.11 is a diagnosis, not a definition: spread along the diagonal says the encoder
means still depend on the input. Means alone do not establish that two distributions
agree, and blurry reconstructions on their own do not establish collapse. A common
remedy is KL annealing, which starts training with a small weight on the KL term and
raises it.

4.12.6. Exact flow densities and the cost of a determinant
For a differentiable bijection z = F,(z) with nonsingular Jacobian, let py be the density

induced by pushing the prior through Fg L. this is a model density, distinct from the data
measure p. Conservation of probability, py(x) dx = p,(2) dz, gives

det <8F¢($)) ‘ . (4.31)

—logpx(x) = —logp,(Fy(x)) —log B
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Figure 4.11.: Inference lag and posterior collapse. Posterior means for 500 validation
observations, with the model-posterior mean on the horizontal axis and
the encoder mean on the vertical;, the diagonal marks agreement. Top:
ordinary training — the model posterior spreads at iteration 200 while the
encoder stays near zero, and by convergence both have returned to the
origin. Bottom: extra encoder updates per decoder update let the encoder
track the posterior, and the spread survives. After He et al. (He et al. 2019,
fig. 2). The two rows use different axis ranges.
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With a standard Gaussian prior the first term is %”F(j) (x)|? plus a constant, recovering
Equation 4.23. The noisy-input objective of Section 4.7 averages this at « + ou instead
of at x.

The cost this chapter has been avoiding: a dense D x D Jacobian needs O(D?) storage
and O(D?) operations for an LU-based determinant, before counting the differentiation
that builds it. Decomposition makes the log-determinants additive, but additivity alone
saves nothing unless each term is cheap (Rezende and Mohamed 2015).

4.12.7. Planar and autoregressive layers

Coupling is one way to meet the requirement; two others are standard.

Planar flows. A rank-one perturbation of the identity (Rezende and Mohamed 2015),

fz)=z+vh(w'z+D), v,w€ RP, beR,

with h a differentiable scalar activation. The matrix determinant lemma det(l + ab') =
1+ b a reduces the determinant to

log

det (8@?)) ‘ =log|l+h (w'z+b)w'v|, (4.32)

an O(D) computation. Invertibility is not automatic and the condition is easy to omit:
for h = tanh it requires w'v > —1, without which the determinant can vanish or change
sign and Equation 4.31 no longer applies. Under that condition, with @ = w'x + b,
the scalar map a + a + (w'v) tanh a has positive derivative and is onto, so @ and then
r = y —vtanha are determined — but only through a numerical solve, unlike the
closed-form inverse of a coupling layer. Planar layers are therefore used to enrich a
variational posterior rather than to model data.

Autoregressive flows. Here z; and y; are scalar coordinates, not the vector blocks of
the coupling sections. With z_, = (zq, ..., 2,_1),

y; =z exp(s;(z-;)) +t(z-;), 1=1,...,D,

the Jacobian is triangular and log|det 0f/0z| = }_. s;(z_;). Masked networks compute
every s;,t; in one parallel pass when the full input is known, while the other direction
is sequential because z_; must be recovered first. MAF takes the parallel direction for
density evaluation; TAF takes it for sampling (Papamakarios et al. 2017; Kingma et al.
2016). A coupling layer is the two-block special case: less expressive per layer, fast in

both directions.
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4. VAE, beta-VAE and Normalizing Flow

Planar layers exploit a rank-one update, coupling layers a block-triangular split, autore-
gressive layers a coordinate ordering, and Glow a matrix factorization. In every case the
determinant is made cheap by structure, not by computation.

4.12.8. Worked example: one affine coupling layer by hand

Two dimensions, D = 2 with split index m = 1. Let the flow be a single affine coupling

with s(z,) = 2, and ¢(z;) = —a%, so

Z, = Ty, 7y = zyexp(33,) — ai, z~N(0,1,). (4.33)

Forward. At z = (1,0.5): s =0.5,t=—1,50 2; = 1 and 2z = 0.5¢"5 —1 = —0.17564.

Log-determinant. By Equation 4.21 it is just s(xz;) = 0.5. Writing the full Jacobian
shows what drops out:

0
i 1 0 } - [ 1 0 det = €05 = 1.64872.

Ox  |Lwpem/? — 2z, em/? —1.58782 1.64872|’

The lower-left entry involves both s and t; the determinant never sees it.

Log-likelihood. By Equation 4.31 with p, = N (0, I,),

log px () = —log 2 — L|2|2 + s(x;) = —1.83788 — 1(1 + 0.03085) + 0.5 = —1.85330.

Inverse. zy = (25 —t(2;))e 1) = (—0.17564 + 1)e~%> = 0.5, recovering z exactly, with
s and t evaluated and never inverted.

Table 4.2.: One affine coupling layer at = (1,0.5), each value checked numerically.

Quantity By hand Numerical check

2= Fl(x) (1, —0.17564) (1, —0.17564)

log|det 0z /0| s(zy) =0.5 log 1.64872 = 0.5 (finite
differences)

log px (2) —1.85330 —1.85330

F1(F(z)) (1,0.5) (1,0.5)

pr dx 1 0.9999999981

The normalization in Table 4.2 is computed one z; at a time, since [ py(zy,z,)dzy =

N(x1;0,1) for every x;. Figure 4.12 shows what one layer does: z, is shifted by —z?

176



4.12. Advanced topics

10 (a) px(z) from the change of variables (b) samples z = F~(z), z~N(0,1)

Z

Figure 4.12.: One affine coupling layer applied to a standard Gaussian. (a) The density
px from Equation 4.31; the star marks x = (1, 0.5) of Table 4.2. (b) Samples
r = F~1(2) with z ~ (0, ). That the two agree is the change-of-variables
formula at work.

and rescaled by e®1/2, so the Gaussian bends into a curved ridge. One layer can only

bend z, as a function of x;. Alternating the roles of the two coordinates across layers is
what lets a flow bend in both directions.

4.12.9. Where this chapter leads

Table 4.3.: The models of this chapter as choices of the encoder in Equation 4.6.

Model Encoder Fj  dimz Objective log|det| cost  Inverse
VAE Gaussian, d<D ELBO closed form  not needed
(Kingma Equation 4.7

and Welling

2014)

beta-VAE same d<D D+ LR closed form  not needed
(Higgins et

al. 2017)

NICE (Dinh  additive D exact 0 one pass
et al. 2015)  coupling likelihood

Real NVP affine D exact O(D) one pass
(Dinh et al.  coupling likelihood

2017)
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4. VAE, beta-VAE and Normalizing Flow

Model Encoder Fj  dimz Objective log|det| cost  Inverse

Glow coupling + D exact O(c) per one pass
(Kingma 1 x 1 conv likelihood conv

and

Dhariwal

2018)

Planar Equa- D posterior O(D) numerical
(Rezende tion 4.32 only solve

and

Mohamed

2015)

MAF / IAF autoregres- D exact O(D) sequential
(Papamakar- sive likelihood one way
ios et al.

2017,

Kingma et

al. 2016)

Read Table 4.3 down the dim z column and the chapter’s one trade-off is visible: the
VAE compresses and pays with an approximate likelihood; every flow keeps the likelihood
exact and pays by giving up the bottleneck.

Diffusion models, the subject of the next part, take the flow’s picture of generation as
a chain of invertible steps and push it to the continuous limit. The chain becomes a
stochastic differential equation, the sum of log-determinants becomes an integral, and
the network defining the dynamics no longer needs the explicitly invertible coupling
architecture that NICE, Real NVP and Glow were built around (Y. Song et al. 2021).

Based on the scribe note of Jungwoo Park, with material from Youngjin Shin and Daehan
Yoon; edited by Jong Chul Ye.
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5. Self-supervised Denoising

5.1. Overview

The previous lectures built generative models that learn a data distribution directly:
GANSs through an adversarial game, VAEs through the ELBO, and normalizing flows
through an exact change of variables. This lecture takes a step sideways to a problem
that looks much more modest, image denoising, and asks a question that turns out to
lead straight into the diffusion half of the course: can a network learn to remove noise
when it has never seen a clean image?

We first place denoising inside the general inverse problem and recall the classical answer
(regularized least squares and BM3D) and the first deep answer (supervised training,
DnCNN). Supervised training needs clean targets, which are often physically impossible to
obtain. Three families of methods avoid them: Noise2Noise trains on pairs of independent
noisy copies; Noise2Self and Noise2Void train on a single noisy copy with a blind-spot
network; SURE trains on a single noisy copy with a divergence penalty. These look like
unrelated heuristics. The second half of the lecture shows that they are not: Tweedie’s
formula says that the Bayes-optimal denoiser is determined by the score V, logp(y) of
the noisy data. For Gaussian noise all three methods can then be understood through
the relation between the score and the conditional mean that each of them targets.
Noise2Score makes this explicit, estimates the score once, and then applies the Tweedie
formula that matches the noise model (Gaussian, Poisson, Gamma, and others).

The same decomposition — learn a score during training, use it through Tweedie’s
formula at inference — is the core of diffusion models, which is why this lecture sits
between the VAE /flow lectures and DDPM. After reading this chapter you should be
able to prove why Noise2Noise and Noise2Self do not collapse, derive SURE from Stein’s
lemma, derive Tweedie’s formula for any exponential-family noise model, and explain
why “denoising is score estimation”.

5.2. Notation

We follow the notation of the slides and of Geometry of Deep Learning (Ye 2022).
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Symbol Meaning

zeR" the unknown clean image, flattened to n
pixels

yeR? the noisy measurement

w additive noise; in the Gaussian case
w~ N(0,0%1)

A forward (imaging) operator of a general
inverse problem

Fg denoising network with parameters ©;
T = Fo.(y)

R(y;0), Rg network in residual form: the DnCNN
noise predictor, or a score network

Py distribution of the noisy data; p(y) its

I(y) = logp(y)
I'(y) =V, logp(y)
7, T(y), po(y), p(n)

lo(y) = log po(y)
Ay) = log 22,
divy F

Oq

density

log-density of the noisy data

the score function of the noisy data
natural parameter, sufficient statistic, base
measure and log-partition function of an
exponential family

log of the base measure; [(y) its derivative
log-ratio appearing in the posterior of n

divergence » OF;/0y;, the trace of the
Jacobian

the artificial noise level added in a
denoising autoencoder

References of the form “slide 12” point to the 38-page lecture deck Self-supervised Image
Denoising (Ye 2026¢), so that each section can be checked against the lecture. Norms are
Euclidean. The slides write the score both as I’(y) and ¢'(y); we use I’(y) throughout. A
prime on a function of a vector y means its gradient. Expectations without a subscript
are over everything that is random in the expression.

5.3. Denoising as an inverse problem

5.3.1. The forward model and ill-posedness

An imaging system (slide 3) — a microscope, a telescope, a CT scanner — maps an
unknown object x to a measurement through a forward operator A, and the measurement

is corrupted by noise (Figure 5.1):
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y=Ax) 4+ w. (5.1)

) noise
Imaging system

&

X A y

~

Figure 5.1.: An imaging system as a forward model. The clean object x passes through
the imaging operator A (here a fluorescence microscope) and noise is added,
giving the measurement y. Recovering x from y is the inverse problem. From
slide 3 of the course slides (Ye 2026¢), courtesy of the 2023 ISBI tutorial of
Song, Chung and Ye.

In the fluorescence microscopy example of the lecture, A is convolution with the optical
point-spread function, which blurs everything below the diffraction limit. Recovering x
from y is an ¢nverse problem, and it is typically ill-posed: many different x produce the
same blurred and noisy y, so the data alone do not determine the answer. The question
is not “what is the solution” but “which of the infinitely many candidates is the best one,
and in what sense”.

Denoising is the special case A = I:

Y=+ w. (5.2)

It is ill-posed for the same reason — every x is consistent with y for some noise realization
— and it is the building block for the general case, because most modern solvers for
Equation 5.1 alternate a data-consistency step with a denoising step.

5.3.2. Classical regularization

The classical remedy (slide 4) restricts the solution space with prior knowledge:

min Ly — A()I3 + AR(z). (5.3)

The first term is the data fidelity; the second is a reqularizer that is small for plausible
images. Common choices in the lecture were sparsity (R(z) = ||x|;, natural in fluorescence
imaging where most pixels are dark), total variation (R(z) = }__ [[(Vx);, which favours
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piecewise-constant images), and regularization by denoising (RED), where an off-the-shelf
denoiser D defines R(z) = 32" (z — D(x)) (Romano et al. 2017).

It is worth seeing that Equation 5.3 is a Bayesian estimate in disguise, because the
second half of this lecture is entirely Bayesian. With Gaussian noise w ~ N (0,021) the
likelihood is p(y | #) o exp(—|y — A(x)||?/20?). If the prior is p(x) x exp(=AR(z)/0?),
Bayes’ rule gives

1 A
—logp(z | y) = FHZ/ —Az)|* + ;R(:ﬁ) + const,

so minimizing Equation 5.3 is the same as maximizing the posterior (MAP estimation).
The regularizer is, up to the factor \/o? and an additive constant, a negative log-prior.
Choosing R by hand is choosing the prior by hand; learning-based methods instead learn
it from data. The score-based view at the end of this chapter is related but not identical:
it learns the score V, logp(y) of the noisy data, which differs from the gradient of the
clean log-prior log p(z) unless the noise vanishes.

5.3.3. BM3D: collaborative filtering of similar patches

For roughly a decade after its publication, BM3D (Dabov et al. 2007) (slides 5-7)
was the method to beat in Gaussian denoising. Its idea is non-local: natural images
repeat themselves, so a small patch usually has many look-alikes elsewhere in the image
(Figure 5.2). BM3D works in two stages, each with three steps (Figure 5.3).

Figure 5.2.: Grouping by block matching on images corrupted by Gaussian noise (o = 15).
In each fragment, a reference block is marked “R” and the blocks matched to
it are outlined; similar blocks are found along edges and in repeated textures,
often far from the reference. From slide 5 of the course slides (Ye 2026¢),
originally Fig. 1 of Dabov et al. (2007).
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1. Grouping by block matching. For a reference block R, search a window around
it for blocks whose distance to R is below a threshold and stack them into a 3D
array.

2. Collaborative filtering. Apply a 3D decorrelating transform to the stack (a
2D transform within each block and a 1D transform across the stack), shrink the
coefficients, and invert the transform. In stage 1 the shrinkage is hard thresholding;
in stage 2 it is Wiener filtering, using the stage-1 output as a pilot estimate of the
signal spectrum.

3. Aggregation. Every pixel belongs to many groups, so it receives many estimates;
these are averaged with weights that favour groups with less residual noise.

Noisy Step 1 _«Basic estimate Step 2
image i t:\ P Final
Block-wise estimates == Aggregation = Block-wise estimates = Aggregation = Wiener
) N ﬁﬁm t N estimate
Inverse 3D transform b ] Inverse 3D transform H
Grouping by t ! ! Grouping by t i
block-matching : . ' i block-matching . . '
' Hard-thresholding - - - - ---- : | pallcsiei i Wicner filtering --------
‘Weight v Weight

v
iy Tt
—» g — 3D tra'nsform g_’ 3D transform

Figure 5.3.: The two stages of BM3D. Step 1 groups blocks, applies a 3D transform
with hard thresholding and aggregates the block-wise estimates into a basic
estimate. Step 2 repeats the grouping on the basic estimate and replaces
hard thresholding by Wiener filtering, giving the final estimate. The dashed
boxes are repeated for every reference block. From slide 6 of the course slides
(Ye 2026¢), originally Fig. 3 of Dabov et al. (2007).

The lecture gave the intuition through principal components: in a stack of similar blocks,
the content shared across blocks lives in a few leading components, while white noise
spreads evenly over all of them, so keeping the leading components and discarding the
rest removes mostly noise. (The original paper uses fixed transforms such as the DCT
and a Haar transform across the stack rather than PCA, but the reasoning is the same.)
On standard test images at o = 25 (input PSNR 20.18 dB), BM3D reaches 32.08 dB on
Lena and 30.73 dB on Barbara.

The lecture also pointed out a modern reading of BM3D. To process a block, it finds
other blocks that are similar to it and processes them together. That is what an attention
layer does: a query is compared against keys, and the most similar values are combined.
BMS3D hand-codes with signal processing what a transformer learns.
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5.4. Supervised denoising and why it is not enough

5.4.1. The supervised objective

Given pairs (z,y) of clean and noisy images, the most direct approach (slide 8) trains a
feed-forward network to map y to x:

ngl [EyNPY gsup<®)7 Esup(@) = d(l‘, F@ (y)> = ”‘T - F@ (y)”27 (54)
and the trained network is used as T = Fg.(y). It is the simplest and fastest method —
one forward pass per image — and, as we will use repeatedly, its population minimizer is

known in closed form.

Lemma 5.1 (The squared loss is minimized by the conditional mean). Let (x,y) be jointly
distributed with E|z|? < co. Among all measurable functions F, the risk E|lz — F(y)|* is
minimized by F*(y) = E[z | y].

Proof. Write m(y) = E[z | y] and expand around it:

Ele — F(y)|* = Elz — m(y)|* + Elm(y) — F)I* + 2E[(z — m(y)) " (m(y) — F(y))].

Condition the cross term on y. Given y, the factor m(y) — F(y) is fixed, and E[z —m(y) |
y] = 0 by definition of m, so the cross term is zero. The first term does not depend on F'
and the second is non-negative and vanishes exactly when F' = m (almost surely). O

So a perfectly trained supervised denoiser computes the posterior mean, or minimum
mean squared error (MMSE) estimate. Keep this in mind: every self-supervised method
below will be judged by whether its minimizer is still E[z | y].

5.4.2. DnCNN and residual learning

DnCNN (Zhang et al. 2017) (slides 9-10) made this work with a deep CNN. Its key
design choice is residual learning: instead of predicting the clean image, the network
R(y; ©) predicts the noise y — x, and the loss over N training pairs is

2

N
10) = 53 >R 0) — (), (55)
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Noisy Image Residual Image

Conv + BN + ReLU

Conv + BN + ReLU

Conv + BN + RelLU
Conv

Conv + ReLU

Figure 5.4.: The DnCNN architecture. The input is the noisy image and the output is
the residual, i.e. the estimated noise, which is subtracted from the input
to obtain the denoised image. From slide 9 of the course slides (Ye 2026¢),
originally Fig. 1 of Zhang et al. (2017).

with the denoised image z = y — R (y; ©). The architecture is a plain stack: Conv+ReLU,
then many Conv-+BatchNorm+ReLU blocks, then a final Conv (Figure 5.4; this is the
network we met in the batch-normalization lecture).

On the castle image at o = 50 (input 14.76 dB) the slides report BM3D 26.21 dB, WNNM
26.51 dB, EPLL 26.36 dB and DnCNN 26.90-26.92 dB. The gains were real but modest,
and on texture-rich images early supervised networks did not consistently beat BM3D,
which led to some pessimism at the time about learned denoisers.

The lecture asked the class what Equation 5.5 reminds us of. A network that takes a
noisy image and outputs the noise component is exactly the e-prediction network of
a diffusion model (Ho et al. 2020). The difference is in what the network is used for:
DnCNN is trained for one noise level (DnCNN-S) or a range of levels (the blind model
DnCNN-B, ¢ € [0, 55]) and is applied once, whereas a diffusion model is trained across
a whole schedule of noise levels and is applied repeatedly to generate samples. When
DnCNN appeared it was not clear why estimating the noise should be the right thing to
do; Tweedie’s formula, below, gives the answer.

5.4.3. When clean targets do not exist

The weakness of Equation 5.4 is in its data: it requires matched clean images. In many
scientific problems these do not exist.

e In the black-hole image of the Event Horizon Telescope, nobody has ever seen the
object, so there is no ground truth at all.

o In cryo-electron microscopy (cryo-EM), the electron dose must be kept low to avoid
destroying the specimen, so every image is very noisy (input SNR around 0 dB)
and a clean version cannot be acquired.

e In live-cell or fast-moving imaging, the object moves between exposures, so even
long exposures or averaging do not produce a clean reference.
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5. Self-supervised Denoising

Simulated noise is no escape, because real physical noise rarely matches the simulation.
This motivates the question of the lecture: how can we train a denoiser without matched
clean images?

5.5. Noise2Noise: learning from pairs of noisy images

5.5.1. The surprising observation

Noise2Noise (Lehtinen et al. 2018) (slides 12-13) replaces the clean target by a second
noisy observation of the same image. With two measurements

y1:x+w1, y2:$+w27

the network is trained to map one to the other (Figure 5.5, top):

min E [y, — Fo (y.)]*. (5.6)
One would expect the network to learn to reproduce noise, since that is what the targets
contain. Instead, at test time it outputs a clean image, and the quality is almost that of

supervised training: in the slides’ text-removal example the network trained on corrupted
targets reaches 35.75 dB against 35.82 dB with clean targets.

5.5.2. Why the minimizer does not change

Theorem 5.1 (Noise2Noise has the supervised minimizer). Assume the second noise is
conditionally zero-mean given the input, Ejw,y | z,y,] = 0, and that all second moments
are finite. (This holds, in particular, when wy is independent of (z,w;) and E[w,] =0.)
Then for every F,

Elly, — F(yo)I* = Elz — F(yy)I* + Elw, |, (5.7)

so the Noise2Noise loss and the supervised loss differ by a constant that does not depend
on F, and both are minimized by F*(y,) = E[z | y1].

Proof. Substitute y, =  + w, and expand the square:

Ella + wy — F(y)[* = Elz — F(yy)|* + Elw,|* + 2E[(z — F(y,)) "w,].

For the cross term, condition on (x,y;). The vector x — F'(y,) is then fixed, so
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5.5. Noise2Noise: learning from pairs of noisy images

Output Target

Figure 5.5.: Training targets of the self-supervised methods, as drawn in the lecture.
Top: Noise2Noise feeds one noisy image to the network and uses a second,
independently corrupted image of the same scene as the target. Bottom:
Noise2Void uses a single noisy image; the target consists only of a few masked
pixels of that same image (the bright squares), and the loss is computed
there only. In both cases the output is a clean image although no clean
image is ever shown. From slides 12 and 14 of the course slides (Ye 2026c¢).

E[(z — F(y)) "w,] = E[(z — F(y;))" E[w, | z,,]] = 0.

This proves Equation 5.7. The minimizer of the right-hand side is E[z | y;] by Lemma 5.1.
O

Two remarks make the statement precise.

e« What is needed is only that the noise in the target averages to zero given
the input. The noise need not be Gaussian, need not be independent across pixels,
and need not have the same distribution as wy. In particular, E[y, | y;] = E[z | y4]:
the network regresses on the noisy target, and the regression function of the noisy
target coincides with that of the clean one.

e The price is variance, not bias. With finitely many training pairs, the noisy
targets make the empirical loss a noisier estimate of the population loss, so more
data are needed for the same accuracy.

5.5.3. Which loss recovers which statistic
The squared loss recovers the mean of the target distribution. Other losses recover other

statistics, and Noise2Noise exploits this to handle noise that is not zero-mean. For a
scalar random variable z consider ¢* = argmin, E|z — c[P.
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5. Self-supervised Denoising

o L, (p=2): %E(z —¢)? = =2(Ez — ¢) = 0 gives ¢* = [z, the mean.

e L; (p=1): for a continuous z with CDF G, E|z —¢| = f_coo(c —t)dG(t) + fcoo(t —
¢)dG(t), so LE|z —c| = G(c) — (1 — G(c)) = 2G(c) — 1. Setting it to zero gives
G(c*) = 1/2, the median.

o L, (mode seeking): for a discrete target the zero-one loss gives E[1{z # c}] =
1 — Pr(z = ¢), so its minimizer is the most probable value, the mode. For a
continuous target one maximizes instead Pr(|z — ¢| < h) for a small window h,
which approaches a mode of the density as h — 0 under regularity conditions.
Noise2Noise implements this with the surrogate (|z — ¢| + €)P and p annealed from
2 toward 0 during training; this is a practical mode-seeking device, not a theorem
that the minimizer reaches the mode for every distribution.

Example training pairs  Input (p &~ 0.25) L2 L Clean targets Ground truth
17.12dB 26.89dB 35.75dB 35.82dB PSNR

p=022 p=081

Example training pairs  Input (p = 0.70) Lo/ Ly Lo Clean targets Ground truth
8.89dB 13.02dB /16.36 dB 28.43dB 28.86dB PSNR

Figure 5.6.: Noise2Noise with non-zero-mean corruptions. Top: random text overlays; the
network is trained only on pairs of differently corrupted images (left). The L,
loss leaves a shadow of the mean text colour, while L; recovers the median
and almost matches training with clean targets. Bottom: random-valued
impulse noise with p = 0.70; only the annealed L loss recovers the clean
image. PSNR values are under each panel. From slide 13 of the course slides
(Ye 2026¢), originally from Lehtinen et al. (2018).

The text-removal and impulse-noise examples on slide 13 (Figure 5.6) show why this
matters. A random text overlay replaces a fraction p of pixels by text colours; the
corruption is not zero-mean, so the L, loss converges to the average of the clean colour
and the text colours and leaves a visible shadow (26.89 dB at p ~ 0.25). When the clean
colour is (nearly) determined by the input and p < 1/2, it is still the median of the
target distribution at each pixel, so the L loss recovers it (35.75 dB, against 35.82 dB
with clean targets). For random-valued impulse noise at p = 0.70, even the median is
corrupted (L, /L, give 13.02/16.36 dB); but the clean value is still the single most likely
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value, so the annealed L loss recovers the mode and reaches 28.43 dB, against 28.86 dB
with clean targets.

One caution: the clean-target equivalence of Theorem 5.1 was proved for the squared
loss only. For L, there is no general analogue, because adding independent zero-median
noise to an uncertain clean value does not preserve its conditional median. The L, and
L results rely on the corruption leaving the relevant statistic of the target unchanged,
which has to be checked for each corruption model.

5.5.4. The limitation

Noise2Noise removes the need for clean images, but it still needs two independent noisy
observations of exactly the same scene. For a moving object, a dose-limited specimen or
a one-off astronomical event, that is usually as hard to get as a clean image. The next
question is therefore: can we train from a single noisy image?

5.6. Noise2Self, J-invariance and Noise2Void

5.6.1. Why a single noisy image is a problem

The obvious loss with a single image is the autoencoder loss E|y — Fg(y)[*>. It has a
trivial minimizer: the identity F(y) = y achieves zero loss and removes no noise at all.
Any single-image method must exclude the identity. Two ways are known: restrict the
network so that it cannot see the pixel it predicts (this section), or add a penalty that
makes copying expensive (SURE, next section).

5.6.2. J-invariance

The slides present this idea through Noise2Void; the formal argument below, from
Noise2Self (Batson and Royer 2019), is added here because it explains why hiding a pixel
rules out the identity. Let J = {J;,..., Jx} be a partition of the pixel indices {1,...,n}.
For a subset J write y; for the pixels in J and J¢ for its complement.

Definition 5.1 (J-invariant function). A function F' : R" — R" is J-invariant if for
every J € J the output F(y); does not depend on the input y;; that is, F(y); is a
function of y ;. only.

The identity is not J-invariant, since F'(y); = y; depends on nothing but y;. The point
of the definition is the following identity.
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5. Self-supervised Denoising

Theorem 5.2 (Self-supervised loss for J-invariant functions). Suppose that, given x,
the noisy pizels in different subsets are independent (y; is conditionally independent of
Yje given x, for each J € J), that the noise is zero-mean, Ely | x] = z, and that second
moments are finite. Then for every J-invariant F,

E|F(y) —yl? = E|F(y) — =]* + Ely — 2]*. (5.8)

Proof. Expand | F(y) —yl* = |(F(y) —x) — (y — 2)|*

EIF(y) —yl* = E|F(y) —z|* + Ely — 2> =2 ) E[(F(y); —2,) (v, —z,)].
JeJ

Fix one J and condition on z. By J-invariance, F'(y) ; — x; is a function of (y ., x) only;
by assumption y ;. and y; are independent given x. The conditional expectation of the
product therefore factorizes:

E[(F(y), —xy) (y; —xy) |5U] =E[F(y); — lex]T Ely; —z; | ] =0,

because Ely; | 2] = z;. Taking the outer expectation removes every cross term. O

So, within the class of J-invariant functions, minimizing the self-supervised loss on the
noisy image is the same as minimizing the true error against the unseen clean image.
Noise2Noise used independence between two images; Noise2Self uses independence between
pizels of one image.

Note what the restriction costs. The best J-invariant predictor of x ; is E[z; | y <], not
Elz; | y]: the network never uses the noisy value of the pixel it is predicting, which still
carries information about that pixel. This is one reason blind-spot methods usually trail
supervised training by a small margin.

5.6.3. Noise2Void: the blind-spot network in practice

Noise2Void (Krull et al. 2019) (slides 14-16) arrived at the same idea from the practical
side, in the setting of microscopy. In a conventional CNN the receptive field of an output
pixel contains the corresponding input pixel; a blind-spot network excludes it (Figure 5.7,
left). Rather than designing such an architecture, Noise2Void trains an ordinary CNN
with a masking scheme (Figure 5.7, right; target of Figure 5.5, bottom):

1. pick a random set M of pixels in a training patch;

2. replace each y;, ©« € M, by the value of a randomly chosen neighbour other than ¢
itself, giving a modified input ¥;

3. compute the loss only on the masked pixels: ZieM(F@ (@) —v:)?-
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Because the network never sees the original y, at a masked location, it cannot copy it, and
the argument of Theorem 5.2 applies to the masked pixels. In the lecture’s exaggerated
picture, the network is shown an image with holes and learns to fill the holes from the
context; because the noise in a hole is independent of its context, the best it can do is
predict the clean value. One caveat: at test time the image is fed without masks, so
the guarantee of Theorem 5.2 describes training; only an architectural blind spot keeps
J-invariance at inference.

5 e & 9 5

Figure 5.7.: The blind spot in the original Noise2Void paper. Left, (a) and (b): in a
conventional network the prediction for a pixel depends on a patch of input
pixels that includes the pixel itself (blue cone), so training with the same
noisy image as input and target yields the identity; a blind-spot network
excludes the pixel from its own receptive field. Right, (a) to (c): the masking
scheme used in training. In a patch (b) of the noisy image (a), a randomly
selected pixel (blue) is copied into the masked location (red); the target (c)
is the unmodified noisy patch, and the loss is computed only at the masked
pixels. From slide 15 of the course slides (Ye 2026¢), originally Fig. 2 and 3
of Krull et al. (2019).

The slides compare Noise2Void with BM3D, supervised training (“traditional”) and
Noise2Noise. On BSD68 the PSNRs are 28.59 (BM3D), 29.06 (supervised), 28.86
(Noise2Noise) and 27.71 dB (Noise2Void); on simulated cell-membrane data they are
29.96, 32.56, 32.43 and 32.28 dB. Noise2Void gives up a little accuracy, but it needs
neither clean nor paired data. On real cryo-TEM and fluorescence data, where no clean
target exists and often no second noisy copy either, only BM3D and Noise2Void are
applicable at all, and Noise2Void is much faster at inference (about 0.1-1.3 s against
4.6-33.2 s for BM3D on the slides’ examples).

A student asked how the model knows which part of the image is noise. The answer
is that it does not need to: the model assumes every pixel is signal plus noise, and
the independence of the noise is the only thing that distinguishes the two. Under that
independence assumption, whatever the network can predict from the context must come
from the signal, because the noise at a pixel carries no information about its neighbours.
When the noise is spatially correlated this breaks down, and the network also predicts
the correlated part of the noise (see Section 5.12).

The lecture also asked what masking pixels and predicting them reminds us of. It
is masked token prediction, as in masked language modelling (and, at the level of
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Figure 5.8.: Noise2Void against BM3D, supervised training (“traditional”) and
Noise2Noise, on the five datasets of the lecture. The top two rows have a
ground truth and are scored by PSNR. The bottom three — cryo-TEM and
two fluorescence-microscopy sets — have none: the ground-truth column
reads “does not exist”, supervised training has no clean target, and on two
of the three Noise2Noise has no second noisy copy either, so only BM3D and
Noise2Void produce an image at all. These are the cases the method exists
for, and they are the ones a PSNR table cannot report. From slide 16 of the
course slides (Ye 2026¢), originally from Krull et al. (2019).

194



5.7. SURE: a single image with a divergence penalty

representations, JEPA). At the end of the lecture this resemblance is revisited as an
analogy: both predict hidden content from its context, which for continuous images is
tied to the score, while for discrete tokens it is an analogy rather than a theorem.

5.7. SURE: a single image with a divergence penalty

5.7.1. Stein’s unbiased risk estimate

The second way to exclude the identity keeps the plain autoencoder loss and adds a
penalty. For Gaussian noise w ~ N (0,02I), the SURE denoiser (Soltanayev and Chun
2018) (slides 17-19) minimizes

Lourp(©) =E, p, dy, Fo(y),  dy,Fo(y)) = ly — Fo()|? + 20* div, Fe(yg- |
5.9

The first term is the autoencoder loss; the second, the divergence-based penalty, is large
for the identity, whose divergence is n. The construction comes from classical statistics,
where Stein’s unbiased risk estimator (SURE) (Stein 1981) was used for decades, for
example to tune wavelet thresholds, before deep learning. The key fact is Stein’s lemma.

Lemma 5.2 (Stein’s lemma). Let w ~ N(0,021,) and let g : R — R™ be weakly
differentiable with E|0g;/0y;| < co. Then, for fized v and y = x + w,

Elwg(y)] = o* E[div, g(y)].

Proof. Tt suffices to prove the scalar identity E[w, g;(x + w)] = o? E[d,g;(x + w)] for

each coordinate and sum over i. Fix all coordinates except w,; the density of w, is
t) = (2r02)"1/2e71*/20"  which satisfies tp(t) = —02¢’(t). Integrating by parts

¢(t) = (2707 : grating by parts,

/td)(t) iy 4 1) dt = —02 (1) gi]: + 02/¢<t) 0,0, (e, 41, ) dt.

The boundary term vanishes under mild growth conditions (for example, if g, grows at
most polynomially; Stein (1981) gives the precise conditions). Taking the expectation
over the other coordinates gives the claim. O

Theorem 5.3 (SURE is unbiased for the true error). Under the assumptions of
Lemma 5.2, and if E|F(y)||? < oo, for any fived =,

FIF(y) — l? = E|ly = FW)I? + 20% div,, F(y)| - no® (5.10)
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Proof. Write F(y) —x = (F(y) —y) + w and expand:

E[F(y) — =? = E|F(y) — yI* + 2E[w" (F(y) — )] + Efuw]*.

The last term is no?. For the middle term, Elw'y] = Elw'z] + E|w|? = no?, and
Elw' F(y)] = o® E[div, F(y)] by Stein’s lemma. Hence the middle term is 20°E[div, F] —
2no?, and collecting terms gives Equation 5.10. O

As a sanity check, the identity F(y) = y has zero autoencoder loss but divergence n, so
its SURE value is 2no? —no? = no?, exactly the true error of not denoising: the penalty
removes the identity’s artificial advantage. The right-hand side of Equation 5.10 can be
evaluated without x. It is unbiased only in expectation; for one image it can even be
negative, and a very flexible network can overfit it on a small dataset. The constant —no?
does not affect the minimizer, which is why Equation 5.9 drops it. Because the identity
holds for every fixed z, it also holds after averaging over x, so minimizing Equation 5.9
over networks is minimizing the supervised risk.

5.7.2. Computing the divergence: Monte-Carlo SURE

For a network with millions of outputs, div, Fg is the trace of an n x n Jacobian and
cannot be formed explicitly. The SURE denoiser uses the Monte-Carlo estimate of
Ramani et al. (2008): draw 1 ~ N (0, 1) independent of y and use, for a small € > 0,

div, F(y) ~ %ﬁT(F(ereﬁ) _F(y)). (5.11)

To see why, Taylor-expand F(y + ei) — F(y) = eJp(y) 7 + O(e?), where Jp is the
Jacobian. Then the right-hand side of Equation 5.11 equals 71" Jp(y) 72 + O(€), and since
E[pn'] =1,

s [ Je(y) @) = tr (Jp(y) ERAT]) = tr Jp(y) = div, F(y).

One extra forward pass per training step is enough; the randomness of n averages out
over training like the randomness of a minibatch. Figure 5.14 checks both Equation 5.10
and Equation 5.11 numerically.

On one BSD68 image at o = 50 (input 14.76 dB) the slides report BM3D 26.14 dB, a
SURE-trained network 26.46 dB, and the same network trained with clean targets (MSE)
26.85 dB: SURE does not reach supervised quality, but it is close and it needs no clean
data. Figure 5.9 is that comparison.
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() Noisy image /14.76dB  (b) BM3D/26.14dB (C) SURE/2646dB  (d) SURE-T/26.46dB  (€) MSE/26.85dB

Figure 5: Denoising results of an image from the BSD68 dataset for =50

Figure 5.9.: SURE on a natural image: BSD68 at o = 50, with the noisy input at 14.76
dB. (c) is the network trained with the SURE loss and no clean data, (d) the
same with a transformed divergence estimate, and (e) the same architecture
trained on clean targets. The insets show that the 0.4 dB separating (c)
from (e) is visible mainly in fine texture. From slide 19 of the course slides
(Ye 2026¢), originally Fig. 5 of Soltanayev and Chun (2018).

5.8. A side-by-side comparison

Slide 20 puts the three approaches next to each other.

« Supervised learning: /() = |z — Fg(y)|*, with noisy-clean pairs (z, y).

« Noise2X (Noise2Noise, Noise2Self, Noise2Void, ...): £y 14,,(0) = |2 — Fo(y)|?,
where the target z is derived from the noisy data in a way specific to each algorithm:
a second noisy copy, the masked pixels, or (in Noisier2Noise (Moran et al. 2020))
the original y when the input is an even noisier version of it.

o SURE: |y — Fy(y)|? + 202 div, Fg(y), a divergence penalty compensating for the
use of y itself as target.

Written this way, the losses differ mainly in the target (z, z or y), together with what
each method adds to make that target usable: an independent second copy, a restriction
on what the network may see, or the divergence penalty. These algorithmic choices
look heuristic and unrelated, and each comes with its own proof. Is there a unified
mathematical theory of self-supervised denoising — one that explains why all of them

work and points to something better? The answer of Kim and Ye (2021) is Tweedie’s
formula.
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5.9. Tweedie’s formula

5.9.1. Exponential families and their posteriors

Following slides 22-23, a family of densities p(y | ) indexed by a parameter 7 is an
exponential family if it can be written as

p(y [ n) = po(y) exp(n"T(y) — (), (5.12)

where p,(y) depends on y only, T'(y) is the sufficient statistic, n is the natural parameter,
and ¢(n) depends on 7 only and makes the density integrate to one. The parameter
enters only through the cross term 7' T'(y). Gaussian, Poisson, Gamma, Bernoulli and
exponential distributions are all of this form, as the table in Section 5.9.6 shows. The
decomposition is not unique (we will see two for the Gaussian), but the result below does
not depend on the choice.

Put a prior p(n) on the parameter. Bayes’ rule gives the posterior

p(n ) = p(yz')gfw _ if((g exp(n7T()) e p(r),

and absorbing p,(y)/p(y) into the exponent,

p(nly) =exp(n"T(y) = A()) [p(n) e #™],  A(y) = log

(5.13)

where p(y) = [ p(y | n)p(n) dn is the marginal density of the data. The posterior is itself
an exponential family, now in 7, with the roles of parameter and statistic exchanged: the
cross term is again ' T'(y), and the bracket depends only on 7.

5.9.2. The closed form of the posterior mean

Under squared loss the Bayes-optimal estimate of 7 is the posterior mean 7 = E[n | y]
(Lemma 5.1). The remarkable fact, due to Robbins and Tweedie and popularized by
Efron (2011), is that this posterior mean can be written in terms of the marginal density
of y alone.

Theorem 5.4 (Tweedie’s formula for exponential families). Let y be scalar, let p(y | n)
have the form Equation 5.12 with T differentiable, and assume p(y) and py(y) are positive
and differentiable and that differentiation in y may be exchanged with integration in 7.
Then

198



5.9. Tweedie’s formula

T (y) = N(y) = =V, logpy(y) + V, logp(y) = —I5(y) + ' (y), (5.14)

where n = E[n | y] and T'(y) is the derivative of the sufficient statistic. The quantity
I'(y) = V,logp(y) is the score function of the noisy data.

Proof. The posterior Equation 5.13 integrates to one for every y:

/ exp(n'T(y) — A(y)) p(n) e #" dn = 1.

Differentiate both sides with respect to y. The bracket p(n)e_*o(m does not depend on y,
and the derivative of the exponent is n"T"(y) — A (y), so

[T @ =X ) st |y an =0

The first part of the integral is E[n | y]"T’(y); the second is X' (y) because p(n |
integrates to one. Hence 7'T"(y) = X(y). Finally, A(y) = logp(y) — logp,(y)
l(y) — ly(y), which gives the right-hand side of Equation 5.14.

ons

Read Equation 5.14 from right to left. The noise model fixes 7" and p,, which are known.
The only thing that depends on the unknown clean-image distribution is the score I’(y)
of the noisy data — and the noisy data are exactly what we have. If we can estimate the
score from noisy images, we obtain the Bayes-optimal estimate of n without ever seeing a
clean image.

For an image y € R™ with T(y) € R*, the same proof differentiates with respect to each
y;. Writing J(y) € R¥*" for the Jacobian of T, the result is

Jr(y) " Eln|y] =V,logp(y) — V,logpy(y). (5.15)

When the noise acts independently on each pixel, J is (block) diagonal and this is the
scalar formula applied pixel by pixel; the score V, log p(y), however, still depends on the
whole image, because the clean-image prior does not factorize. Two cautions follow from
the form of Equation 5.15. The score determines E[n | y] only through the linear map
J., which sends R* to R"; recovering an unrestricted k-dimensional E[n | y] needs this
map to be injective, i.e. rank J; = k (Jp has full row rank). Known components of
can supply the missing information, as for n; = a — 1 in the Gamma case below. And
E[n(z) | y] is in general not n(E[z | y]) when 7 is a nonlinear function of z; we meet both
points in the Poisson and Gamma cases below.
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5.9.3. Case 1: Gaussian noise

Let y = x + w with w ~ N(0,0?) and ¢ known (slides 24-25). Expanding the square in
the Gaussian likelihood separates the y-only, cross and z-only terms:

( | ) 1 _(1/7]02)2 1 _y722 < X 2 )

xr) = e 20 — € 204 €eX Y - .
P V2mo 2ro P a2 T%;) 202
Po(y) 1 e (n)

Son==z/0? T(y) =y with T"(y) = 1, and l,(y) = —% + const, whence —I)(y) = y/o>.
Substituting into Equation 5.14,

Ty,
[E[U|y]=§_7+l (y),
and multiplying by o2,
T=Ex|y=y+o*l'(y), U(y)=V,logp(y). (5.16)

For an image with w ~ N(0,0%I) the same computation holds pixel by pixel, with
I'(y) = V,logp(y) € R". More generally, for correlated Gaussian noise w ~ N (0, %)
the vector decomposition n = X1z, T(y) =y, ly(y) = —3y" Sy + const gives T7'7 =
Yy + V,logp(y), that is & = y + XV, logp(y); we return to this when we discuss
correlated noise.

The decomposition is not unique. The second Gaussian row of the table uses n =
[x/0%,—1/(26)]", T(y) = [y,4%]" and py(y) = 1/v/2m, so that I = 0 and T'(y) =
[1,2y]". Then Equation 5.14 reads # /0% —2y/(20%) = I’ (y), which is again Equation 5.16.
The term that was in p, has moved into n' T, and the answer is unchanged.

Denoising is score estimation. Equation 5.16 can be read in both directions:

) =TI TY by =y e |y = 02 (). (5.17)

An MMSE denoiser and the score of the noisy distribution determine each other. The
second identity answers the question left open by DnCNN: a network trained to predict
the noise from y converges to E[w | y], which is the score scaled by —o?. Predicting
noise, predicting the clean image and predicting the score are the same task. Figure 5.13
verifies Equation 5.16 on a two-component Gaussian mixture.

A direct check without exponential families. In the Gaussian case the formula can
also be verified by differentiating the marginal p(y) = [ N (y;z,0%I) p(x) dz under the
integral. Since V, N (y; z,0°I) = =4 N(y; x,0%1),
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5.9. Tweedie’s formula

Elz |yl —y
0-2

o2 ’

r—y
V,p(y) = / N(y;z,0*)p(x)de =V, logp(y) =
after dividing by p(y) and recognising the posterior p(x | y) inside the integral. This is
Equation 5.17 again, in any dimension.

A simple closed-form case. If x ~ N (u,72), then y ~ N(u, 72 + 02) and I'(y) =
—(y—p)/ (72 +0?), so Tweedie gives T = 72172023/—% %202 i, the familiar Wiener shrinkage.
With u =0, 72 =4, 02 =1 and y = 3, the score is —0.6 and Z = 3 + 1 - (—0.6) = 2.4;
the Bayes risk is 7202 /(72 + 02) = 0.8 against 1 for the raw observation.

5.9.4. Case 2: Poisson noise

Photon-limited imaging (low-light fluorescence, astronomy, PET; slide 26) produces
counts: y € {0,1,2,... } with mean z > 0,

Ve ® 1
plylz)=——= - exp(loga- y — z ).
y: & n Ty en=er

Po(y)

Here n =logz, T'(y) = y and T"(y) = 1. To differentiate in y we extend p(y) and py(y)
smoothly to real y, using y! = I'(y+1). Then [y(y) = —log'(y+1) and Ij(y) = —¢(y+1),
where 1) is the digamma function. The asymptotic expansion ¢(z) = logz — 5- + O(z72)
gives ¥(y + 1) =log(y + 1) + O(y~2), which is the approximation on the slides:

lo(y) ~ —log(y + 3)-

Substituting into Equation 5.14 gives the exact relation and its approximation,

Ellogz | y] = ¥(y+ 1) +1'(y) ~ log(y + 5) + ' (),

and writing log Z for the right-hand side,

z=(y+3)exp(l'(y)). (5.18)

One subtlety deserves to be stated. Tweedie’s formula gives the posterior mean of the
natural parameter, here logz. So Equation 5.18 is (approximately) exp(E[logz | y]), the
posterior geometric mean, which by Jensen’s inequality is never larger than E[z | y]; the
digamma approximation adds a further error at small counts. The worked example of
Section 5.15.1.4 measures both gaps.
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5. Self-supervised Denoising

For comparison, the exact posterior mean of z also has a closed form in terms of

the marginal, without any derivative (Robbins’ formula; see Efron (2011)). Since
xT- Ve ® __ ( + 1)32”“6’1
gy =W (y+D!

(y+1)p(y+1>=/w$yye!wp($>d$ = [E[fvly]Z(y+1)p(i<;1)-

For counts, a ratio of neighbouring probabilities plays the role that the score plays for
continuous data. Note that the two formulas estimate different quantities: Robbins’ ratio
gives the arithmetic posterior mean exactly, whereas Equation 5.18 approximates the
geometric one (compare the columns of Table 5.5 below).

5.9.5. Case 3: Gamma noise

Multiplicative noise — speckle in ultrasound and synthetic aperture radar, for instance
— is modelled by a Gamma distribution whose scale is proportional to the clean value.
Following slide 27, write

p(y | z) o (%)a_le‘ﬁg = exp((a —1)logy — gy —(a—1) 10gx),

with «, 8 known. This is the model y = xn with multiplicative noise n ~ Gamma(c, /3)
(shape a, rate (); the change of variables n = y/x contributes a factor 1/z, and the
normalized density is

B —1,-By/
— (07 x 0
p(y|z) Tz ¢ v>0,

with E[y | z] = ax/5. The noise has mean one when o« = 3 = k, which is the setting
“Gamma (k = 100)” of the experiments below. The z-only factors are absorbed in ¢(n),
which plays no role in Equation 5.14. The parameter enters through two cross terms, so
n and T are vectors:

I Ol A R o

(The summary table on the slides lists T'(y) = [logy, —y|"; with ny = —3/x, the sign that
reproduces e ¥/ is T,(y) = y, as on the derivation slide.) Since Ij = 0, Equation 5.14

gives

a—1

~BE[2]s] =1 )
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5.9. Tweedie’s formula

Writing 3/z for SE[1/x | y] and solving for z,

By
(a—1)—yl'(y)

':E:

(5.19)

Here 7 is the posterior harmonic mean, 1/E[1/x | y], again because the natural parameter
is —(3/x rather than z. For an exact score the denominator (a«—1)—yl'(y) = Sy E[1/z | y]
is positive; with an estimated score it can approach zero or change sign, which an
implementation has to guard against.

A conjugate example checks both the algebra and the interpretation. Take the prior
x ~ InverseGammal(ay, by ), with density proportional to z~%~!e~%/% Multiplying by the
likelihood gives the posterior InverseGamma(a, + «, by + By), and integrating x out gives
py) oy (b + By) "0t s0 U (y) = 27t — Beell Withag =2,0p =1, 0 = f =4
and y = 1: I’(1) = 3 —4.8 = —1.8, and Equation 5.19 gives £ = 4/(3 + 1.8) = 5/6.
The posterior is InverseGamma(6, 5), whose harmonic mean is b/a = 5/6 (exactly the
formula) and whose mean is b/(a — 1) = 1.

5.9.6. The full table

Repeating the computation for other members of the family gives the table of Kim
and Ye (2021) (slide 28). It is split here into the decompositions (Table 5.1) and the
resulting estimators (Table 5.2), with the Gamma sign corrected and the Gamma density
normalized as above.

Table 5.1.: Exponential-family decompositions of common noise models.

Distribution p(y | ) n T(y) Po(y)
()2 _ v
Gaussian zlme 207 z/o? Y \/21—7“76 202
Gaussian (alt.) same (&, —52z]" [y, y?]" \/%
Poisson wyy%% log x Y &
Gamma(a, ) Flce s ja—1,-L]T  [logy,y 1
Bernoulli r¥(1— )l log +*- Yy 1
Exponential ze ¥ y >0 —x Y 1

Table 5.2.: Tweedie denoisers obtained from Table 5.1 by solving 7" 7" (y) = —I{ (y)+1' (y).

Distribution lo(y) Tweedie estimate £ ~ What 7 is
Gaussian —y/o? y+ o2l (y) posterior mean
Gaussian (alt.) 0 y+ o2l (y) posterior mean

203



5. Self-supervised Denoising

Distribution 0(y) Tweedie estimate £ ~ What 7 is

Poisson ~ —log(y + %) (y+ ) exp('(y)) approx. posterior
geometric mean

Gamma(a, () 0 ((1—1)5—#@) posterior harmonic
mean

Bernoulli 0 156;7(;) logistic of posterior
mean of 7

Exponential 0 —U'(y) posterior mean of
the rate

The last two rows are one line each. For the exponential distribution, p(y | =) =
exp(—zy +logx), son=—x, T =y, p, = 1, and Equation 5.14 gives E[—x | y] = I'(y),
i.e. z = —l'(y); here Z is the genuine posterior mean of x because 7 is linear in x. For
the Bernoulli distribution, n = log ;%= and 7 = [’ (y); mapping back through the inverse
of the logit gives the sigmoid in the table (which, as in the Poisson case, is the image of
the posterior mean of 7, not the posterior mean of x; for a binary y the derivative must
again be understood through a smooth extension).

The message of the table, highlighted on the slides, is: as long as we can compute
the score function, optimal denoising can be achieved by Tweedie’s formula,
for every noise model in the family. “Optimal” here has a precise meaning: the formula
gives the posterior mean of the natural parameter, which is optimal for squared error
in that parameter. It is the MMSE estimate of x itself when 7 is linear in « (Gaussian,
exponential), and a geometric, harmonic or logistic posterior summary otherwise (Poisson,
Gamma, Bernoulli).

5.10. Noise2Score

5.10.1. Training once, denoising by formula

Noise2Score (Kim and Ye 2021) (slide 29) turns the table into an algorithm with two
phases.

1. Training phase (noise-model agnostic). Train a network Rg on noisy images
only so that Rg.(y) ~ l'(y) = V, logp(y).

2. Inference phase (noise-model specific). Plug the estimated score into the
Tweedie formula of Table 5.2 for the noise model at hand (Figure 5.10).

The noise model and its parameters (o, or o and ) enter only in the second phase,
and the training procedure is the same whatever the noise. This should not be read
as “one trained network serves every noise model”. The network learns the score of the
observed distribution p(y), and p(y) depends on the noise: data with Poisson noise and
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5.11. Estimating the score from noisy data

Score function
* Tweedie’s A
Y= R@(y) _> formula

Figure 5.10.: The Noise2Score pipeline. A network Rg. trained on noisy images outputs
an estimate of the score I'(y); Tweedie’s formula for the noise model at
hand turns the score into the estimate Z. From slide 29 of the course slides
(Ye 2026¢).

data with Gaussian noise have different marginals and need their own score networks (or
one network conditioned on the noise). What the separation buys is that, for a given
dataset, the noise model is needed only at inference, and the same training code applies
to every noise type.

This decomposition — learn the score of a distribution during training, design the
downstream use at inference — is precisely the structure of diffusion models. There, too,
training only learns a score, and sampling is a separate algorithm built on top of it; the
difference is that diffusion sampling iterates (denoise with Tweedie, then add a little less
noise), while Noise2Score denoises deterministically in one step. What remains is the
training phase: how do we estimate the score from noisy samples?

5.11. Estimating the score from noisy data

5.11.1. The score function

For a density pgq., (%) (slide 31), the score V logpy,., () is a vector field: at every point
it points in the direction in which the density increases fastest, towards the nearby modes,
with a magnitude that is large where the density changes quickly relative to its value
(Figure 5.11). It is the same object that diffusion models learn. Two features make it
convenient: it does not depend on the normalizing constant of p, since V log(cp) = V logp,
and it can be estimated from samples. Before diffusion models, two classical estimators
were known.

5.11.2. Denoising autoencoders estimate the score
The first is the denoising autoencoder (DAE). In the form shown on slide 32 (Alain and

Bengio 2014), we take the noisy data y, corrupt it further with artificial Gaussian noise
of level o,, and train the network to recover y:
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Figure 5.11.: A two-mode density (left) and its score (right). Each arrow points in the
local direction of steepest increase of the log-density, and the arrows vanish
at the modes. From slide 31 of the course slides (Ye 2026c¢); the slide credits
Yang Song’s blog post on score-based generative modelling.

2
EDAE((H)) =L y~ Py ||y - F@(y + Ua“)” . (520)
u~N(0,1)
o,~N(0,62)

Note that this is a Noise2X loss: the input is a modified version of y, the target is y.

Proposition 5.1 (The optimal DAE is a score estimator). Fiz the artificial noise level o,
and let p, = p*N(0,021) be the density of § = y+o,u. The minimizer of Equation 5.20
at this level is

Fo-(§) = §+ 07 Viogp, (i),

and as o, — 0,
Fo-(y) =y + 03 l'(y) + o(07). (5.21)

Proof. By Lemma 5.1 the minimizer is F*(y) = E[y | §]. The pair (y,7) is exactly a
“clean signal plus Gaussian noise” pair, with y in the role of the clean signal and o, in the
role of o, so the Gaussian Tweedie formula Equation 5.16 applies to it with the marginal
density p, of §: Ely | §] = §+02Vlog Py, (§). For the limit, p, solves the heat equation,
80 p, =P+ %ZAp + o(0?) for smooth p, and therefore Vlegp, = Vlegp + O(a?).
Multiplying by o2 gives Equation 5.21. O
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5.11. Estimating the score from noisy data

The score is then read off from the residual, I'(y) = (Fg.(y) — y)/o2. Subtracting two
nearly equal images and dividing by a tiny o2 is numerically fragile, so in practice the
network is parameterized in residual form, Fg(§) = § + 02 Rg(§). For a fized level o,
substituting § = y + o,u into Equation 5.20 gives

2 - Elu |y -
(ap(0) = 2 Elu+ 0, Bo(y + o0l Fenli) = — 1V = Viogp, (7).

a

so Rg is trained directly as a score network. Three cautions keep the argument honest.
First, at a fixed o, > 0 the DAE learns the score of the smoothed density Po, » and only
its rescaled residual converges to I” as o, — 0; at o, = 0 the task is the plain autoencoder
and the identity is optimal. Second, the slide samples o, ~ N (0,4?); a network that is
not told o, then learns a weighted mixture of smoothed scores, so the fixed-scale result
holds for it only approximately. Third, the auxiliary level o, is used only to learn the
score; denoising the real image uses the physical noise level, # = y + 0?Rg.(y), and
confusing the two gives the wrong correction. Two further observations follow.

e The limit is Tweedie for Gaussian noise. Equation 5.21 has exactly the form
y + o2l'(y) of Equation 5.16. The lecture asked the class where we had seen this
formula before; this is the answer. A DAE trained at level o, outputs the Tweedie
denoiser for Gaussian noise of level o,,.

o Noise2X methods are related to score estimation. Noisier2Noise (Moran et
al. 2020) adds further noise to the noisy image and regresses back to it, which is
the DAE loss with y as target; Moran et al. then apply a correction that depends
on the noise model (for additive noise of the same level, 2F(z) — z) to reach the
clean signal, and their method is not restricted to Gaussian noise. Noise2Noise
has the same population minimizer as supervised training (Theorem 5.1), the
MMSE denoiser, and for Gaussian noise that denoiser determines the score through
Equation 5.17, so a perfectly trained Noise2Noise network is the Gaussian Tweedie
denoiser. Blind-spot methods target the restricted conditional mean E[z; | y ]
instead, which is related to, but in general not equal to, the Tweedie denoiser. This
is the sense in which the lecture explains these methods through the score.

As the lecture added, this reading is specific to Gaussian noise.

5.11.3. SURE is implicit score matching

The second classical estimator is score matching (Hyvarinen 2005) (slide 33). Plug the
residual form

Fol) =y+o*Ro(y). () ="MW=V _ g ()
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5. Self-supervised Denoising

into the SURE loss Equation 5.9. (Slide 33 writes o, here; in SURE the level is the physical
noise level o, so we write 0.) The autoencoder term becomes ||y — Fg (y)|? = 04| Rg (y)|?
and the divergence is div, Fg = div, y + o? div, Rg =n+ o? div, Rg. Hence

Y

lsyrp(©) =E, p {ly — Foly )| + 202 div, Fo(y)}
ywpy{a‘lHR@ (y)]? + 204 div, Ro(y)} +20°n

= 20" E,op, { 31Ro () ? + div,, Ro(y) } +20°n.

Up to the positive factor 20% and an additive constant, this is the implicit score
matching loss of Hyvarinen (2005) with ¥¢ = Rg:

lsar(0) = Eyp, { H1We ()| + div, Wo (y) }. (5.22)

Theorem 5.5 (Implicit score matching estimates the score). Assume that p > 0 is
differentiable, that Vg is (weakly) differentiable, that E|¥g(y)|?, E|div, Yg(y)| and
E|V,logp(y)|? are finite, and that the boundary terms of the coordinatewise integration
by parts vanish (for example, p(y)Vg(y) — 0 as |y| — oo). Then

Lrsm(©) = 3By p, [Pe(y) — V, logp(y)* — 3 E,op, IV, log p(y)]%,

so Equation 5.22 is minimized by Yo =V, logp = .

Proof. Expand the square: $E[|¥ — Viogp|? = 1E|¥|?> — E[¥ "V logp] + 1|V logp|.
For the middle term use p Vlogp = Vp and integrate by parts in each coordinate; the
boundary terms vanish by assumption:

E[¥'Viogp| = /‘I’(y)TVp(y) dy = —/div U(y) ply) dy = —E[div V.
Substituting and rearranging gives the claim. O

The boundary condition is not a formality to be waved through. Several of the noise
models in Table 5.2 live on a half-line — Poisson, Gamma, exponential — and on a
one-sided or bounded support the coordinatewise integration by parts leaves a term
at the finite end as well, which has to be checked rather than discarded; it vanishes
when p(y)¥g(y) — 0 there too. The decay-at-infinity example above covers only the
unbounded case.

So the SURE network, written in residual form, is trained to output the score, and the
denoised image it produces is y + 021’ (y), once more the Gaussian Tweedie formula (by
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5.11. Estimating the score from noisy data

Theorem 5.5). The lecture’s conclusion (slide 34): Noise2X and SURE are score-
based approaches. For Gaussian noise, a DAE learns the score of a smoothed density,
SURE in residual form learns the score of p(y) itself, and Noise2Noise learns the MMSE
denoiser that is equivalent to that score; blind-spot methods learn a restricted version of
the same conditional mean.

For Gaussian noise the link is exact in three places: any MMSE denoiser determines
the score through Equation 5.17, a DAE identifies the score of the smoothed density,
and SURE in residual form ¢s implicit score matching. (The Noise2Noise and Noise2Self
identities themselves do not need Gaussian noise; Gaussianity is what makes the conversion
to a score simple.) The lecture extended the analogy to masked token prediction in
language models and to diffusion models: in its reading, much of the success of modern
self-supervised learning comes from the same decomposition into score estimation at
training time and a well-designed downstream task at inference time. For discrete tokens
this is an analogy between prediction tasks rather than a theorem about continuous
image scores.

5.11.4. Results

Because Noise2Score separates score estimation from the denoising formula, it can use
the correct formula for each noise model. Slides 35-36 compare it with a noise-specific
self-supervised baseline (SURE for Gaussian, its Poisson analogue PURE, Noise2Void for
Gamma) and with Noise2Self. Figure 5.12 shows the first set of images and Table 5.3
collects the PSNR values of both slides.
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Figure 5.12.:

'Nolsy

GT

~ SURE

Noise2Score (“Ours”) against the ground truth (GT), a noise-specific base-
line (SURE, PURE or Noise2Void) and Noise2Self (N2S) for Gaussian noise
(o = 50), Poisson noise (¢ = 0.05) and Gamma noise (kK = 100). The
number in each panel is its PSNR in dB; the insets magnify the boxed
region. From slide 35 of the course slides (Ye 2026¢), originally from Kim
and Ye (2021).

Table 5.3.: PSNR (dB) of the example images on slides 35-36 (Kim and Ye 2021). These
are selected single images, not benchmark averages.

SURE /

PURE /
Noise Image Noisy N2V Noise2Self Noise2Score
Gaussian, 1 15.26 27.13 28.14 28.71
o =150 (SURE)
Gaussian, 2 15.12 26.59 27.60 28.18
o =50 (SURE)
Poisson, 1 18.01 25.19 25.52 26.04
¢ =0.05 (PURE)
Poisson, 2 17.27 23.10 23.65 24.45
¢ =0.05 (PURE)
Gamma, 1 26.06 30.72 (N2V) 30.23 3291
k=100
Gamma, 2 24.89 25.72 (N2V) 26.82 29.47
k=150
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5.12. Where the independence assumption fails

The improvement over Noise2Self is about 0.6 dB for Gaussian noise and 0.5-0.8 dB for
Poisson noise, and grows to about 2.7 dB for Gamma noise. These six images show the
size of the gains; they do not by themselves establish the cause. Plausible contributors
are that Noise2Score uses the noisy centre pixel that a blind-spot network discards, and
that its reconstruction rule is matched to the noise model, but separating these would
need ablations that the slides do not report. Since PSNR is 1010g10(M2/MSE) for a
fixed peak M, a 2.68 dB gain means about 10268 ~ 1.85 times lower mean squared
error. The lecture also pointed out that fine structures survive better: what used to be a
collection of heuristics becomes one principled pipeline.

5.12. Where the independence assumption fails

Every identity in this chapter is carried by one assumption, and it is worth seeing them
in one place before looking at what happens when they fail.

Table 5.4.: What each result assumes. Every row is an independence, a zero-mean or a
regularity condition; none of them is checkable from the noisy data alone.

Result The assumption that carries the equality
Supervised squared error (Lemma 5.1) the conditional expectation E[x | y] exists
Noise2Noise (Theorem 5.1) the target noise has zero conditional mean,

Elw, | z,y,] =0

Noise2Self / Noise2Void (Theorem 5.2) the hidden values are withheld from the
network, and the noise is independent
across the partition

SURE (Theorem 5.3) additive Gaussian noise of known o, and
Fg weakly differentiable with integrable
divergence

Tweedie’s formula (Theorem 5.4) the likelihood is a known exponential

family, and the posterior normalization
may be differentiated under the integral
DAE as score estimator (Proposition 5.1)  the perturbation is Gaussian, and the
score is read in the limit o, — 0
Implicit score matching (Theorem 5.5) the boundary terms of the integration by
parts vanish

Each fails in a recognizable way when it does not hold.

« Noise2Noise needs E[w, | z,y;] = 0. If the two copies share a noise component
— fixed-pattern noise of a sensor, a common bias, a registration error between
the shots — that component is predictable from y; and the network learns to
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reproduce it; Section 5.15.1.2 shows the optimum sliding from 0.8 to the identity
as the correlation grows.

o Noise2Self and Noise2Void need the noise to be independent across the partition.
Real camera noise is often spatially correlated after demosaicing, compression or
the camera’s processing pipeline, and microscopy detectors can produce line or
stripe artifacts. A blind-spot network then predicts the noise at a pixel from its
correlated neighbours and leaves it in place. Structured masks that hide the whole
correlated neighbourhood (Broaddus et al. 2020) are one remedy.

e« SURE needs Gaussian noise with known ¢; Stein’s lemma is a Gaussian identity.

o Tweedie’s formula and Noise2Score need a known likelihood. The formula
in Table 5.2 is applied pixel by pixel, which presumes noise that is independent
across pixels. For Gaussian noise with a known covariance ¥, the vector form
r=y+3V,log p(y) derived above still holds; for unknown or non-exponential-
family noise, the formula has to be rederived or the noise model estimated.

5.13. Connections and further reading

5.13.0.1. From denoising to diffusion models

The lecture closed with the bridge to diffusion models (slides 37-38). Tweedie’s formula
holds at every noise level. A diffusion model adds controlled Gaussian noise of many
levels to clean images, z, = a,zy + b,e with e ~ N(0,I) (a, = 1, b, = 0, in the variance-
exploding form; a, = v/, b, = \/1 — @, in DDPM), and trains one network to estimate
the score V logp,(z,) of every noisy marginal. Applying Equation 5.16 to the clean signal
a; T, observed with noise level b,,

Ty + bt2 th log p, ()
Elzg [ 2] = a ) Ele | z,] = —b, Vact log p, (),
t

so the familiar e-prediction network of DDPM (Ho et al. 2020) is the same score, rescaled.
Generation then becomes an iterative downstream task: estimate the clean image with
Tweedie’s formula, add back a little less noise, and repeat (Y. Song et al. 2021). A
posterior mean is not a sample (Figure 5.13 (c) shows it falling between the modes), which
is why the sampler needs the noise schedule and the stochastic or deterministic dynamics
that later lectures specify. Self-supervised denoising is the one-step, deterministic special
case of this machinery, and generalizing it beyond denoising is the topic of the next
lecture.

5.13.0.2. Further reading

« Efron (2011) is a short, readable account of Tweedie’s formula and of empirical
Bayes, including Robbins’ formula for counts.
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5.14. Summary

» Batson and Royer (2019) develops J-invariance beyond denoising (for example, for
calibrating classical denoisers), and Broaddus et al. (2020) adapts the blind spot
to spatially correlated noise.

e Moran et al. (2020) gives the Noisier2Noise correction for general additive and
multiplicative noise.

o Vincent (2011) proves that denoising score matching and score matching are
equivalent, which is the bridge from the DAE of slide 32 to the training objectives
of Ho et al. (2020) and Y. Song et al. (2021).

5.14. Summary

o Denoising is the inverse problem with .4 = I. Classical methods regularize (sparsity,
TV, RED, which are MAP estimates) or exploit non-local self-similarity (BM3D).
Supervised networks such as DnCNN learn the posterior mean E[z | y] but require
clean targets.

¢ Noise2Noise trains on two independent noisy copies. Because the target noise is
zero-mean given the input, the loss differs from the supervised loss by a constant
(Theorem 5.1). The choice of loss selects the statistic: L, the mean, L, the median,
L, the mode.

o Noise2Self / Noise2Void train on one noisy copy with a blind spot. J-invariance
excludes the identity, and independence of the noise across pixels makes the self-
supervised loss equal to the true error plus a constant (Theorem 5.2).

e« SURE trains on one noisy copy with a divergence penalty; Stein’s lemma makes
it an unbiased estimate of the true error (Theorem 5.3), and the divergence is
estimated by Monte Carlo.

o« Tweedie’s formula expresses the posterior mean of the natural parameter of
any exponential-family noise model through the score [’(y) of the noisy data
(Theorem 5.4). For Gaussian noise, E[z | y] = y + 0%l'(y): denoising is score
estimation.

e Noise2Score learns the score of the observed data and applies the Tweedie formula
matched to the noise model (Gaussian, Poisson, Gamma, ..). For Gaussian noise,
the population optimum of SURE in residual form is the score (for a network class
that can represent it), that of Noise2Noise the equivalent MMSE denoiser, a DAE
the score of a smoothed density, and blind-spot methods a restricted conditional
mean; this is the lecture’s unified explanation of why they work. Noise2Noise and
Noise2Self themselves do not require Gaussian noise.

e Learning a score at training time and using it through Tweedie’s formula at inference
time is the core of diffusion models.
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5.15. Advanced topics

The lecture states the results below; what follows works them through with numbers,
and adds one example that points at the next chapter. None of it is needed to follow the
argument above.

5.15.1. Worked examples

Unlike the PSNR values above, which are copied from the slides, the examples in this
section are original to this note. Each is small enough to reproduce exactly, and each
ends with a short, self-contained NumPy/SciPy snippet that prints the numbers quoted
in the text, with the seeds used for the figures (the figures add only plotting calls).

5.15.1.1. Tweedie’'s formula on a Gaussian mixture

Let the clean signal be a two-component Gaussian mixture, p(z) = 0.4 N (z; —2,0.3%) +
0.6 NV (x;1.5,0.6%), and observe y = x + w with o = 0.8. Convolving each component
with the noise gives the noisy marginal in closed form,

9

W) = S N+ 08), () = IR
p(y) =) T N(Y: pyr 53 + 07), y) = ’
k k ZkﬂkN(y;Mk7Si+o-2>

with (7, g, 8) the mixture weights, means and standard deviations. We draw 4 x 10°
pairs (z,y), estimate E[z | y] by averaging x in narrow bins of y, and compare with
y + o2l (y) (Figure 5.13). Over the 45 bins of width 0.2 between —4.5 and 4.5 (bins
with fewer than 50 samples skipped), the largest discrepancy is 0.025, which reflects
Monte-Carlo error together with the bias of comparing a bin average with the value at
the bin centre. The denoiser is strongly nonlinear: near each mode it shrinks y towards
that mode, and between the modes it switches quickly from one to the other. This is
exactly what the score does in panel (b), where it changes sign at each mode and between
them.
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(a) densities (b) score I'(y) (c) denoiser
4
—— prior p(x) 44 identity X =y
—— noisy p(y) i Tweedie y + 02/'(y)
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Figure 5.13.: Tweedie’s formula on a 1D Gaussian mixture with o = 0.8. (a) The clean
prior and the noisy marginal p(y). (b) The score I’(y) of the noisy marginal.
(c) The Tweedie denoiser y+ oI’ (y) computed from the score alone, against
the posterior mean estimated by Monte Carlo from clean-noisy pairs. The
two coincide; the dashed line is the identity, i.e. no denoising.

The following code reproduces the numbers above; Figure 5.13 is plotted from the same
arrays.

import numpy as np
from scipy.stats import norm

#-- 1. Tweedie on a Gaussian mixture (Figure: tweedie-1d)
rng = np.random.default_rng(1)
pi = np.array([0.4, 0.6]); mu = np.array([-2.0, 1.5])

s = np.array([0.3, 0.6]); sig = 0.8
= S**2 + sig¥*2 # variances of p(y)
def score(y): # 1'(y) = d/dy log p(y)

w = pi * norm.pdf(y[:, Nonel, mu, np.sqrt(v))
return (w * (mu - y[:, Nonel) / v).sum(1) / w.sum(1)

k = rng.choice(2, 400_000, p=pi)

rng.normal (mul[k], s(k])

y = x + sig * rng.normal (size=x.size)

edges = np.linspace(-4.5, 4.5, 46) # bins of width 0.2

centre = 0.5 * (edges[1:] + edges[:-1])

b = np.digitize(y, edges)

mc = np.array([x[b == i] .mean() if (b == i).sum() > 50 else np.nan
for i in range(1, len(edges))])

tw = centre + sig**2 * score(centre)

print("1. max |Tweedie - MC| =", np.nanmax(np.abs(tw - mc)))

X
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5.15.1.2. Three objectives, one optimum — and what correlation does

A scalar model shows Theorem 5.1 and Theorem 5.3 in closed form and also shows the
failure mode of Noise2Noise quantitatively. Let x ~ N (0,4), observe y = z + w, and a
second copy z = z + w, with wy,wy ~ N(0,1) independent, and restrict the denoiser to
F,(y) = ay. Expanding each objective,

a

supervised: E(ay —z)? = 4(a — 1) + a?,
Noise2Noise: [E(ay — 2)? =4(a—1)2+a® + 1,
SURE: E[(ay —y)?+2a] —1=5(a—1)*+2a— 1 =4(a—1)? + a?,

using Fy? = 5 and div F,, = a. All three are minimized at a* = 4/5, the Tweedie/Wiener
coefficient 72 /(72 4+ 02). The Noise2Noise loss is larger by exactly Ew3 = 1 (Equation 5.7),
so comparing raw training-loss values across objectives is meaningless; only the minimizers
agree.

Now let the two noises be correlated, E[w,w,] = p. The cross term of Theorem 5.1 no
longer vanishes:

E(ay — 2)? = 4(a—1)% + a® + 1 — 2ap, at = ——.

At p = 0.6 the optimum moves to 0.92, and at p = 1 (the two copies share their noise) it
is @ = 1, the identity: Noise2Noise then learns to copy its input. This is the independence
condition of Theorem 5.1 failing in a measurable way.

The optima can be checked in one line each:

#-- 2. Scalar model: three objectives, correlated noise (exact)
for rho in (0.0, 0.6, 1.0):

print("2. rho =", rho, " a*x =", (4 + rho) / 5)

5.15.1.3. SURE without the clean image
Take a sparse vector z € R2°° with 200 nonzero entries drawn from N (0, 4?), observe
y =+ w with o = 1, and denoise by soft thresholding, F'(y), = sign(y;) max(|y;| —,0).
Its divergence is available in closed form, div, F' = #{i : |y;| > 7}, because each output
coordinate has derivative 1 where it is not thresholded and 0 where it is. Figure 5.14
plots, as functions of 7, the true error (which uses ), SURE Equation 5.10 with the exact
divergence, and SURE with the Monte-Carlo divergence Equation 5.11 using a single
probe (e = 1073). On a grid of 7 with step 0.05, the three curves track each other. The
true optimum is 7 = 1.25 with error 0.254 per entry; SURE with the exact divergence
picks the same 7 = 1.25, and the one-probe Monte-Carlo version picks 7 = 1.10, whose
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true error (0.262) is within 0.01 of the optimum. SURE picks a near-optimal denoiser
from the noisy data alone.

1.0 1 —— true error |F(y) — x||?/n (uses x)
= = SURE, exact divergence
= = SURE, Monte-Carlo divergence
© 0.8 A
—
(]
>
[
€ 0.6 1
(]
<
g
0.4

threshold T

Figure 5.14.: SURE as a function of the soft-threshold 7 for a sparse signal in Gaussian
noise (n = 2000, 0 = 1). The true per-entry error requires the clean signal;
SURE, with the divergence computed exactly or by the one-probe Monte-
Carlo estimate, requires only y and tracks the true error closely.

The code below produces the numbers in the text and the curves of Figure 5.14.
import numpy as np

#-- 3. SURE for soft thresholding (Figure: sure-check)

rng = np.random.default_rng(4)

d, sg = 2000, 1.0

xs = np.zeros(d)

xs [rng.choice(d, 200, replace=False)] = rng.normal(0, 4, 200)

ys = xs + sg * rng.normal (size=d)

probe, eps = rng.normal(size=d), le-3

soft = lambda u, t: np.sign(u) * np.maximum(np.abs(u) - t, 0)

taus = np.linspace(0, 4, 81) # grid with step 0.05

true, sure, sure mc = [], [1, []

for t in taus:
F = soft(ys, t)
fit_term = np.sum((ys - F) ** 2) - d * sgx*2
div_mc = probe @ (soft(ys + eps * probe, t) - F) / eps
true.append(np.sum((F - xs) **x 2) / d)
sure.append ((fit_term + 2 * sg**2 * np.sum(np.abs(ys) > t)) / d)
sure_mc.append((fit_term + 2 * sg**2 * div_mc) / d)

for name, c¢ in (("true", true), ("SURE", sure), ("MC-SURE", sure_mc)):
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i = int(np.argmin(c))
print("3.", name, "tau* =", taus[i], " true error there =",
round (truel[i], 4))

5.15.1.4. How good is the Poisson formula?

With a Gamma prior on the Poisson rate everything is available in closed form, which
lets us measure the error of Equation 5.18 exactly. Let x ~ Gammal(a, b) (shape a, rate
b) and y | x ~ Poisson(x). The posterior is Gamma(a + y,b + 1), so

a+y ew<a+y)
£l = .
1Y exp(Eloge | ) = &

Elz |y =

The marginal of y is negative binomial; extending it to real y through the Gamma
function, l(y) = logT'(a + y) — logl'(y + 1) — logI'(a) + alogb%1 — ylog(b + 1), so
U'(y) =va+y)—Yy+1) —log(b+1). For a =4, b =0.5:

Table 5.5.: Posterior mean, posterior geometric mean, and the Poisson Tweedie formula
for a Gamma(4, 0.5) prior.

y Elz | y] exp(Eflog z | y]) (y+ 3)exp(l'(y))
0 2.667 2.341 2.085

1 3.333 3.006 2.955

2 4.000 3.672 3.648

5 6.000 5.670 5.662

10 9.333 9.002 8.999

20 16.000 15.668 15.666

Three things are visible in Table 5.5 and Figure 5.15. First, the formula is essentially
exact for what it estimates, the geometric mean exp(E[logx | y]), except at the smallest
counts, where the approximation ¢(y + 1) ~ log(y + %) is crude. Second, the geometric
mean sits below the arithmetic posterior mean by an almost constant amount, here about
1/(2(b+ 1)) = 0.33, as predicted by 9(z) ~ log z — 5-. Third, the posterior mean pulls
the raw count towards the prior mean a/b =8 (up for y < 8, down for y > 8); the other
two columns are offset below it, so near y = 8 they sit slightly below both the count and
the prior mean.
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30 A

no denoising X =y
® posterior mean E[x|y]
= exp(E[log x|y])
204 X W+3expll'y)

10 A

estimate of x

0 5 10 15 20 25 30
observed count y

Figure 5.15.: Denoising Poisson counts with a Gamma(4, 0.5) prior: the exact posterior
mean, the posterior geometric mean exp(E[logx | y]), and the Tweedie
formula (y + 1) exp(’(y)) computed from the score of the marginal. The
formula tracks the geometric mean; both lie slightly below the posterior
mean.

The code below produces Table 5.5.

import numpy as np
from scipy.special import digamma

#-- 4. Poisson Tweedie vs exact posterior, Gamma(4, 0.5) prior (exact)
a, bb =4.0, 0.5
yy = np.arange(0, 31)
lp = digamma(a + yy) - digamma(yy + 1) - np.log(bb + 1) # 1'(y)
post_mean = (a + yy) / (bb + 1)
geo_mean = np.exp(digamma(a + yy)) / (bb + 1)
slide = (yy + 0.5) * np.exp(lp)
for j in (0, 1, 2, 5, 10, 20):

print("4. y=%2d %.3f %.3f %.3f"

% (j, post_mean[jl, geo_mean[j]l, slide[jl))

5.15.2. Tweedie’s formula on a DDPM forward marginal

One application is worth writing out because the next chapter opens with it. A single
step of the DDPM forward process produces

Y=\, o+ \/1—ac¢, e~ N(0,I), (5.23)
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with a mixing coefficient a, € (0,1], so that conditionally on z, the observation is
Gaussian with mean /o, x, and variance 1 — ¢,. Reading /a, x as the clean signal and
1 — &, as the noise variance, the Gaussian case of Equation 5.16 gives

y+(1—a;)V,logp,(y)
Vay

Vo, Elzg |yl =y+ (1—a)V,logp,(y), so Elzy|yl=

i

(5.24)
where p, is the marginal density of the noisy variable at time .

Nothing here is new: it is the identity of Equation 5.16 with the variance read off a
particular forward process. What it shows is that the quantity a diffusion model spends
its training budget estimating — the score of a noisy marginal — is the same quantity
this chapter has been estimating, and that recovering the clean signal from it is a formula
rather than a second network.

Based on the scribe note of Hyeonjae Kim, with material from Donggyu Kim, Mingeon
Kim and Jeonghun Lee; edited by Jong Chul Ye.
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6.1. Overview

A diffusion model splits the hard problem of sampling from a complex data distribution
into two parts: an easy forward process that adds a little Gaussian noise many times,
and a learned reverse process that undoes it. The forward process is fixed. It gradually
erases the structure of the data until the state is close to a standard Gaussian. The
reverse process starts from noise and is trained, as a neural network, to remove a little
noise at every step (Ho et al. 2020).

This chapter develops that construction from first principles, following slides 2-25 of
the lecture deck Diffusion Model Theory (Ye 2026e): the DDPM derivation on slides
2-16 and DDIM on slides 17-25. It begins with the probability tools needed to describe
a latent Markov chain, derives the closed-form forward marginal and the variational
training objective, and then turns the resulting Gaussian mean-matching problem into
noise prediction. The relation among noise, data and velocity prediction makes the role
of the loss weighting explicit. Finally, ancestral DDPM sampling is compared with the
non-Markovian inference family and deterministic sampling rule of DDIM (Sohl-Dickstein
et al. 2015; Ho et al. 2020; J. Song et al. 2021).

The construction rests on three mathematical facts.

1. Even after many Markov Gaussian transitions, z, at any time can be sampled from
Z, in a single step, in closed form.

2. Fitting the intractable reverse conditionals becomes, through a variational bound,
a sum of Gaussian KL divergences that can be computed.

3. Predicting the noise € that the forward process added, instead of the reverse mean,
turns each term of the objective into a weighted mean squared error, which DDPM
then simplifies to a plain one.

The exact reverse conditional is generally not Gaussian, but it becomes locally close
to Gaussian when each forward step is small. This motivates the many-step DDPM
construction. DDIM instead changes the inference path while preserving the same noisy
marginals, which permits deterministic and shortened sampling trajectories (Ho et al.
2020; J. Song et al. 2021). Short proofs follow the results they prove; longer verifications
are collected in the appendix (Section 6.9).

After reading this note you should be able to:
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6. Denoising Diffusion Probabilistic Models

o derive the closed form of ¢(z, | zy) from q(z; | z,_4);
o decompose the variational bound on the negative log-likelihood into L, L, ; and

Lo;

« compute the mean and variance of ¢(z,_; | ,,z,) by completing the square;
e show that mean prediction and noise prediction describe the same reverse mean,

and derive the noise-estimation loss;

e reproduce the DDPM training and ancestral sampling algorithms, and explain why

sampling adds noise back;

e explain what it means that the non-Markovian forward process of DDIM has the

same marginals as DDPM.

6.2. Notation

We follow the notation of the slides (Ye 2026¢e), which for DDPM is that of Ho et al.
(2020), except that vectors are written without boldface: z,, € and py. References of
the form “slide 12” point to that deck, so that each section can be checked against the
lecture. The symbols are collected in Table 6.1.

Table 6.1.: Notation.

Symbol Meaning

Ty ~ Qata clean sample from the data distribution,
T, € R?

Tyy Tyup latent at noise level ¢ (t =1,...,T);
Ty = (Tyy oy xp)

B, €(0,1) variance of the noise added at step ¢

o, =1—0, fraction of the signal kept in one step (in

_ ¢ _
Oy = HS:1 Qg, Qg = 1

ay =0y, by = /1 —ay

SNR(t) := a, /(1 — &)
€, 2~ N(0,I)

e~N(0,1), ¢

q; Gy, C_[,y

Py
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variance)

signal fraction accumulated from time 0 to
t

signal and noise coefficients in

T, = a, Ty + bye

signal-to-noise ratio at time ¢

noise of forward step ¢, and fresh noise of a
sampling step; mutually independent
noise of the one-step form z, = a,z, + b€
(written €, when its time matters);
independent of z, but along one path a
function of €, ..., ¢

fixed forward diffusion, its marginal ¢,(z,)
at time ¢, and the DDIM family

reverse generative model to be learned



6.3. Background: the Markov property and Gaussian tools

Symbol Meaning

oy Bt mean and variance of the exact forward
posterior q(x,_; | z;, )

g, €9, T reverse mean, noise prediction, and the
data prediction computed from it

g, S covariance of the reverse transition, and
the score estimate —e,/+/1 — &,

o? variance of the DDPM reverse transition

w, coefficient of the noise-prediction MSE at

time ¢ in the variational bound
posterior variance of the DDIM family g.;

7% > 0 is the variance of its decoder

po(@o | 1)

n interpolation between DDIM (n = 0) and
DDPM (n = 1) through ~, = n\/ﬁjt

v, P, velocity target, and the angle with
a; = cos ¢, b, = sin ¢,

N(xz;m,X) density at x of a Gaussian with mean m

and covariance X

Norms are Euclidean unless stated otherwise. £, denotes expectation over xj ~ qq,y, and
all latents generated by the forward diffusion.

6.3. Background: the Markov property and Gaussian tools

The derivation uses the KL divergence, Jensen’s inequality and the evidence lower bound
of a latent-variable model, which Section 1.6 and Section 4.3 develop. It also uses the
Markov property and a few Gaussian identities, which this section states before they are
applied.

6.3.1. Latent paths and the Markov factorization

The observed datum is a single x,, but a diffusion model introduces latents z,, ...,z
at increasing noise levels, so its likelihood py(zg) = [ pg(zg.r) dzq,p is bounded as for
the variational autoencoder of Chapter 4, with two differences: the latent is a whole
diffusion path rather than a single code, and the “encoder” q(zy.; | ) is fixed rather
than learned (Kingma and Welling 2014; Ho et al. 2020).

Definition 6.1 (First-order Markov chain). A sequence z,z,, ...,z is a first-order
Markov chain if for all t =1,...,T

223



6. Denoising Diffusion Probabilistic Models

q(zy | 2o4—1) = qlay | 74_1). (6.1)

Equivalently, z, 1l xq, o | z,_;.

Substituting Equation 6.1 into the chain rule gives q¢(x1.p | zy) = H;‘le (| Toyo1) =

HtT: L4z, | z,_q). This factorization defines the forward path distribution used below.

Proposition 6.1 (A Markov chain read backwards is still Markov). If the forward chain
is Markov, then q(x,_q | zpp) = q(x,_4 | ;) for all t. Proof in Section 6.9.2.

The Markov property of the reverse chain holds whatever the step size. What needs
small steps is the approximation that the reverse transition ¢(z,_; | ;) has a Gaussian
functional form, which is discussed with the reverse process.

6.3.2. Chapman—Kolmogorov composition and marginals

Integrating out intermediate states composes several transitions:

a(z, | 7o) = / 0@, | 2o )@ | 20) dzy . (6.2)

The first factor can be written ¢(z, | x,_,) instead of ¢(z, | z,_1,x,) because of the
Markov property. In DDPM both factors are linear Gaussian, so the integral is Gaussian
too.

It is important to distinguish the joint distribution of a path from the marginal
at one time. The product of Markov transitions fixes how the whole path is coupled,
but knowing only ¢(x, | z,) does not determine the coupling between different times.
DDIM uses exactly this freedom: it keeps the same ¢(z, | z,) as DDPM while using a
non-Markovian path (Section 6.5) (J. Song et al. 2021).

6.3.3. Gaussian tools

Every closed form in this chapter follows from three lemmas. Their proofs are in
Section 6.9.1.

Lemma 6.1 (Linear combinations of independent Gaussians). If u ~ N(m,,%,) and
v~ N(m,,X,) are independent, then for constant matrices A, B and a vector ¢, Au +
Bv+ ¢~ N(Am, + Bm, + ¢, AS,A"T + BY, BT).
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Lemma 6.2 (Completing the square). If A is symmetric positive definite and h € R?,
then

—%J‘TAZE +hTx = —% (x— Ailh)T A(x— A7 h) + %hTAflh.

Hence a density proportional to exp(—%xTAac +hTxz) is N(A th, A71): the quadratic
coefficient is the precision, and the inverse precision times the linear coefficient
is the mean.

Lemma 6.3 (KL divergence between isotropic Gaussians). If ¢ = N(my,s31,;) and
p = N(my,s31,), then

1. s2 my — ms|? 52
Dy (qlp) = 5 d%+M—d+dlog% . (6.3)
2 55 52 Eh

In particular, if s; = s, = s then Dyy(q|p) = |m; —my|?/(252).

6.3.4. Scope and assumptions

e 1, € R? is continuous and qg,,, has a finite second moment; only the discretized
decoder of Section 6.4.2.5 treats 8-bit data as discrete. Images are usually scaled
to [—1, 1] per channel (Ho et al. 2020, sec. 3.3).

e T'<o00,0<p, <1, a, =1—pf,, and the noise schedule is fixed before training.

o The ¢, at different steps are N (0, ) samples independent of z, and of each other.

e (Gaussian variances are positive. The degenerate endpoint ,51 =0at ¢ =1is handled
by L.

e That the network represents the ideal conditional expectation is an idealization
used for interpretation.

6.4. Denoising diffusion probabilistic models

This section derives DDPM in six steps: the fixed forward process (Section 6.4.1), the
reverse process and its variational bound (Section 6.4.2), the tractable forward posterior
(Section 6.4.3), the change from mean prediction to noise prediction (Section 6.4.4), the
three equivalent prediction targets (Section 6.4.5), and training and ancestral sampling
(Section 6.4.6).
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6.4.1. The forward process

Figure 6.1 summarizes the structure of DDPM. The solid arrows py(z,_; | x;), pointing
right, form the learned generative chain from the standard Gaussian x, back to the data
xo; the dashed arrow ¢(z, | z,_;), pointing left, is the fixed forward transition from data
to noise (Ho et al. 2020, fig. 2).

po(xi—1 | 1)
O— —O0
q(@e | ze-1)

N(0,1) t =301 and t — 1 = 300 (linear schedule) data

Figure 6.1.: A fixed forward chain and a learned reverse chain on the same latents. Solid
arrows are the learned transitions py(x, ; | ;) that turn noise into data;
the dashed arrow is the fixed transition ¢(z, | z,_;) that adds noise. The
thumbnails show a synthetic 64 x 64 image, drawn for this chapter from
solid-colour shapes, as the data x, after ¢t —1 = 300 and ¢ = 301 steps of
the linear schedule, and as pure noise x.

The forward direction repeatedly attenuates the previous state and adds noise until the
state is close to a standard Gaussian. The reverse direction models each denoising step
as a transition with parameters p, and X,; applying these transitions from z, to z
produces a new sample rather than reconstructing a particular training example. Adding
noise is fixed and tractable, whereas reversing the entropy increase requires information
stored in the learned parameters. Small forward steps make a Gaussian approximation
to each reverse transition plausible.

6.4.1.1. The forward chain

The forward process of DDPM (slide 4) is a Markov chain in the sense of Definition 6.1
with Gaussian transitions (Ho et al. 2020, Eq. 2)

T

a(z1.p | 20) Hq Ty | 2y y) Q(mt’wtfl):N(\/l_ﬁtxtfhﬂtI):N(\/OTtxtflaﬁtI»
t=1

(6.4)

Reparameterizing the same transition gives
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Ty =0y + Biey e ~ N(0,1). (6.5)

The factor ,/a; shrinks the previous signal and \/67 adds fresh noise. Because o, + 3, = 1,
this step preserves unit covariance, as the energy computation below makes precise. The
{B,}L | are not learned but fixed in advance. This finite variance schedule determines
both the forward corruption levels and the coefficients used by the reverse model.

6.4.1.2. Jumping to any time in one step

x, can be sampled directly from z, without running the chain ¢ times. Unrolling
Equation 6.5 twice, as on slide 5, gives

Ty =0y (\/O‘tfll'th + v /Btfletfl) +/B.e,
= Va0 1T o+ VB e+ VBe -

~N(0, (1—ayay 1))

The sum of two independent Gaussian noises is again Gaussian, with variance o, 5,_;+08, =
a,(1—a;_;)+(1—a;) = 1—a,a,_;. Repeating this argument gives the following result.

Proposition 6.2 (Closed form of the forward marginal). For every t = 0,1,...,T there
is €, ~ N(0,1), independent of x, such that

zo=a o+ V1-a6,  a=]]a,
that is, q(x, | xy) = N(\/&two, (1— dt)I) .
Proof. By induction on ¢; at ¢ = 0, a; = 1 and the claim is trivial. Suppose that

Ty =0 129+ +/1—0y_; €4, where €,_; depends only on €,,...,¢€,_;. Substituting
into Equation 6.5 and using o, a1 = ay,

Ty = \/O_Ttxo + <\/ ay(l—ap )64+ \/EQ)-

The two noises in the parentheses are independent of each other and of x, so by Lemma 6.1
the parenthesis is Gaussian with mean 0 and covariance [oy, (1 —&,_1) + 3|1 = (1 —a,)1,
as in the two-step computation above. Writing it as /1 — &, €, gives €, ~ N(0,1),
independent of z,. Equivalently, substituting the induction hypothesis into Equation 6.2
evaluates a Gaussian integral with the same result. [

This sample representation is the one-step renoising formula:
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Ty =\ uxg+ /1 — aue, e~ N(0,1). (6.7)

It matters a great deal for training: after drawing any ¢, z, is built with one Gaussian
draw, without generating the intermediate states x,,...,z,_;. As t grows and &, — 0,
the data component disappears and g(x, | zy) ~ N(0,I), so generation can start from
xp ~ N(0,1). Multiplying the Markov transitions has therefore produced a direct
transition from xz, to any selected time .

6.4.1.3. Energy, the noise schedule and the SNR

What “keeping the energy” means. Let ¥, ; be the covariance of x, ;. Since ¢, is
independent of x,_;, the covariance of the sum in Equation 6.5 is the sum of the two
covariances; no Gaussian assumption on z,_; is needed. Hence

Yy=aX  + 8] = B -I=a, (3 1) =a,(3,—I).

If the data have unit covariance, the covariance stays I at every step (variance preserving);
otherwise >, — I as o, — 0. The mean is Lz, = \/a, Exy — 0.

The linear schedule and the signal-to-noise ratio. The size of one step is set by
B,, but the signal left at time ¢ is set by a;, and the corresponding signal-to-noise ratio
is SNR(t) = @, /(1 — ;). The original paper uses a linear schedule from 8; = 10~ to
Br = 0.02 with 7" = 1000 (Ho et al. 2020, sec. 4). As Figure 6.2 shows, f3, is linear but
&, decays nonlinearly: signal and noise variances become equal (@, = %) between ¢ = 259
and t = 260, and @, ~ 4.0 x 107°. The SNR spans more than eight orders of magnitude,
from about 10% at ¢t = 1 to 4 x 107° at t = T', and a uniform ¢ covers them unevenly: the
four decades above SNR = 1 get only the first 259 steps, the remaining 4.4 decades the
other 741.

Other schedules. Nichol and Dhariwal (2021, sec. 3.2) prescribe &, directly by the cosine
schedule o, = f(t)/f(0), f(t) = COSz<t/17::;S -Z) with s = 0.008, and set 8, = 1—a, /a,_,
clipped at 0.999. It destroys information more gradually: with 7" = 1000 its &, is closest
to 5 at t = 496, against ¢ = 259 for the linear schedule (Section 6.6.4). A schedule is thus

best seen as a design of the path of a,, that is, of the SNR, rather than of 3, itself.

6.4.2. The reverse process and the variational bound
6.4.2.1. The generative model

The reverse generative model is
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(a) per-step variance f3; (b) coefficients in x; = axo + bee (c) SNR(t) = a:/(1 — &)
0.02

0.01

0 500 1000 500 1000
t t t

Figure 6.2.: A linear (3, removes the signal nonlinearly. (a) The per-step variance 3, of
the original DDPM (7" = 1000) is linear. (b) The coefficients a, = /&, and
b, = y/1 — o, of the one-step renoising formula cross between ¢ = 259 and
t = 260 (dotted line at ¢t = 259), so half of the signal variance is gone after
about a quarter of the chain. (c¢) SNR(¢) falls through more than eight orders
of magnitude, from about 10* to 4 x 107°. Schedule of Ho et al. (2020), Sec.
4; curves from curves() in Section 6.6.4.

N

po(zo.r) = p(@7) Hpe(wtfl | ), (6.8)

t=1

with p(xp) = N(0,1) and, as in Ho et al. (2020), Eq. 1, and on slide 6, each reverse
transition modelled as

Po(Ty 1 | Ty) = N(pg(xy, 1), Bg(x4,1)) -

A common choice fixes ¥4(x,,t) = 021 from the forward schedule and predicts only the
mean. The time index is an explicit input because the noise level changes throughout the
chain; Ho et al. (2020, sec. 4) feed ¢ to a U-Net through a sinusoidal position embedding.
The exact reverse conditional need not be Gaussian. Slide 6 states that in the limit of
small steps it has the same functional form as the forward process; the next subsection
explains why, and why large jumps require more care.

6.4.2.2. Why the reverse transition is nearly Gaussian for small steps

In Bayes’ rule ¢(z,_; | ;) x q(z; | x,_1) ¢;_1(x,_;), the first factor is a narrow Gaussian
of width /f8,/c,. Expanding logg, ; to first order inside that region and applying
Lemma 6.2 gives the heuristic approximation (derived in Section 6.9.3)

B
Ja + atV]ogqt1<@), aZI) : (6.9)

q(zyq | 2y) = N(
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6. Denoising Diffusion Probabilistic Models

One reverse step undoes the forward shrinkage, moves along the score Vlogg, ; (the
gradient of the log-density) of the marginal, and carries noise of the same size as the
forward step. The approximation keeps the slope of log g, ; across one step and drops
its curvature. For sharply concentrated data the dropped term has relative size of the
order of

By _ SNR(t—1)
a,(1—a,;)  SNR(t)

-1, (6.10)

the relative drop of the SNR over one step. The error has two sources.

e Gaussian data. The exact reverse conditional is Gaussian, but the variance of
Equation 6.9 is too large by a relative amount that is at most this ratio, and
reaches it as the data variance goes to zero; the mean errs only at second order
(Section 6.9.3).

o Non-Gaussian data. The exact reverse conditional is not Gaussian at all. If log g, ;
is smooth, with curvature bounded on the scale \/B: of one step, this error comes
from the dropped higher-order terms of the expansion and also vanishes as 3, — 0.

Both errors are small when the noise variance of one step is much smaller than
the noise variance accumulated so far. This is a scale rather than a sharp condition,
since between well-separated modes the curvature of logg,_; can be larger. For the linear
schedule the ratio is largest at ¢ = 2, about 1.2, and at ¢ = 1 it is undefined, so the last
step x; — x is the hardest to approximate by a Gaussian.

6.4.2.3. An upper bound on the negative log-likelihood

The goal is a small negative log-likelihood. Multiplying and dividing by the forward path
distribution, as on slide 7, gives

_ . e — " " Po(Zo.7) e — Po(Zo.7)
po(To) = /pe( o) dTy.p /Q( v | o)q@l:T S dzy.q [Eq[Q<$1:T | %)] )

and by Jensen’s inequality

E[—logpy(zo)] < E, [— log M] =: Lyip- (6.11)

Minimizing £y therefore minimizes an upper bound on the negative log-likelihood.
Substituting py(zo.r) = pe(xy) Pe(1.p | o) shows that for fixed x, the gap of the bound
is Dy, (q(z.p | ) || po(z1.2 | 20)), so the bound is tight only when the forward path
distribution equals the model’s posterior over paths.
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6.4.2.4. Decomposing the variational bound

Theorem 6.1 (Decomposition of the variational bound). For Equation 6./ and Equa-
tion 6.8,

Lyip = [Eq[DKL(Q(fUT | 2) [ p(z7))]

+ Z E [Dkr(q(zy oy | 2 w0) [Pl 1 | 2,))] (6.12)

t=2
Ly

+ B [—logpy(z | 71)] -
LO

The algebra of slides 7-9 turns Equation 6.11 into Equation 6.12 in three steps; the full
proof with every change of measure justified is in Section 6.9.4.

First, substituting Equation 6.4 and Equation 6.8, the loss is

py(x x
Lyrp = E, | —logp(zr) Zl og extﬁv‘ 1t)) . (6.13)
t>1 it

Next, the Markov property and Bayes’ rule rewrite the denominator for ¢t > 2:

Q(xt ’ :UO) (614)

ey ) = aley | 2r o) = 0@ |2 3) ot

Setting the ¢ = 1 term aside and substituting this identity for ¢ > 2, the terms log g(x,_; |
xy) —logq(x, | x) telescope (slide 8):

po(xq | 7) T, | )
log —=————- log ——————"~ +logpy(wg | ¥;1) —logq(ar | ().
; q(zy | 24q) Z 33t1|35ta$0) o ree

The telescoping sum is why all intermediate marginal-density terms disappear. Substi-
tuting it into Equation 6.13 and reading the expectations under g of the log-ratios as KL
divergences gives Equation 6.12.

The roles of the terms are as follows. L, measures how close the last forward distribution
is to the prior and does not depend on §. L, ; matches one reverse step to the computable
exact posterior; it is the main training signal of DDPM. The target q(z,_; | x4, ;) can
be computed during training because x is known. L, is the negative log-likelihood of
the final reconstruction z; — z,. The Markov factorization and telescoping identity are
what reduce a path-space expectation to this sum of local terms.

Figure 6.3 shows where on the chain each kind of term sits.
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polzo |z1)
T o Tt ). ATt s —> T1 |__
q(xe | ze—1) q(z1 | o)

p(zr) = N(0,1)

H/_/
Lt = Dxy, (q(ZT_ | zo) || p(z1)) Li—1 =Eq Dx(q(zi—1 | ¢, 20) || po(zi—1 | 1)) Lo = Eq[ — log pg (w0 | z1)]
no 0; ~ 10~° bits/dim one term per t = 2,...,T; Gaussian vs. Gaussian decoder endpoint (;1 =0)

Figure 6.3.: Where each term of the bound sits on the chain. L, compares the end of
the forward chain with the prior and contains no parameters; each L, ; is a
Gaussian-to-Gaussian KL divergence at one interior transition; L, scores the
final reconstruction in data space. Solid arrows are the learned transitions
Dy, grey dashed arrows the fixed transitions ¢, and the blue dotted arrow
marks that the target ¢(x,_; | z;,x,) also conditions on the clean z.

6.4.2.5. The end terms of the bound

The prior term L;. Ly has a closed form. Substituting m; = \/apz, s3 =1 — ar,
my =0, s% =1 into Lemma 6.3,

1

Dy (q(zq [ o) [ N(0,1)) = % [dT (H%”Q - d) —dlog(1 — dT)] ~ 55@”%“2‘

Since |zo|? < d for data scaled to [—1,1]¢, the bracket is at most —dlog(1 — @),
so Ly < —2log(1 — a&y). Per dimension, L;/d < —1log(l — ay) ~ 2.0 x 107° nats
~ 2.9 x 107° bits, and Ho et al. (2020) report about 10~ bits/dim on real data (Sec. 4).
The cost of q(zp | zy) &~ N(0,1) is negligible.

The decoder term L. Ho et al. (2020) scale the 8-bit pixel values {0, ..., 255} linearly
to [—1, 1], so neighbouring values are 2/255 apart, and use the discrete decoder (Sec. 3.3,
Eq. 13)

i=10_(z})
5o (z) =4 r=1 (6.15)
x) = .
* T+ %, x <1,
—00, T =—1,
o_(z)= { ) )
T— 355, T>—
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where i indexes the coordinates. Each factor is the probability of the bin of width 2/255
around the observed value, with the two edge bins extended to infinity, so L, and with it
the whole bound, is a code length for discrete data; Equation 6.11 then bounds a discrete
negative log-likelihood by the same Jensen argument. The decoder needs its own positive
variance o2, because the choice o7 = BNt adopted below gives 61 = 0; for concreteness this
chapter takes 02 = ;. This is a convention of the chapter, not a value stated by Ho et

al. (2020); any value of the same order, such as 52 ~ 5.5 x 1079, behaves the same way
below.

6.4.3. The forward posterior

Computing L, ; requires q(x;_; | x;,x,). As on slide 10, Bayes’ rule and the Markov
property give

q(zy |2y 1) q(zy 1 | 70)
q(zy | )
N (x4 NCT R BI) N (x5 12, (1 — 0 1)I)
N (2 Vg, (1 —ay)I) '

Q(l‘tq ‘ l‘ta%) =

The numerator is a product of two Gaussians, the second of which is the one-step marginal
Equation 6.6, and the denominator does not depend on z,_;. Expanding the squared
norms in the exponents and keeping only the terms that contain z,_;,

_ T
1 (0% 1 £ O Q.
log q(z,_y | x4, 2g) = =5 (Bt T4 1) ||xt1||2+( Tyt —o% : 550) Ty q-tconst,
t t— t—1

and completing the square (Lemma 6.2) gives the following (slides 10-11).

~

Proposition 6.3 (Forward posterior). Fort > 2, q(x, 4 | z;,x) = N(ﬁt(xt,xo),ﬁtl)
with

Val =) Vaih

fiy (g, 09) = ————— 1, ——— o,
_1_ % L= (6.16)
t — 1 _ at t*

Proof. By Lemma 6.2 the precision is the coefficient of —1[z,_;|? above and the variance
is its inverse. Putting the precision over a common denominator and using &, = o, 0
and o, + 3, =1,
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X 1 _ol-a )+8 _ 1-a, 1
By l—a 4 By(1— O_ét71> Bi(1— O_‘t71> /gt

The mean is the variance ﬁNt times the linear coefficient, and multiplying out, B}, /o, /B, =

@(1 —a;1)/(1—a;) and Bt\/ /(I —=ay ) =Va, 1 6,/(1—a,). O

It is important that this distribution is conditioned on the clean z, as well as on z,.
During training x is known, so the target can be computed; during generation it is not,
s0 pg(z,_; | ;) has to approximate the resulting reverse conditional. DDIM will preserve
the same noisy marginals while changing how the latent path depends on z.

6.4.3.1. Choice of the reverse variance

Slide 13 fixes the reverse variance to o7 := @, one of the two fixed choices of Ho et al.
(2020, sec. 3.2); the other is 02 = 3,. The former is optimal when z is a single point,
the latter when xy ~ N(0, ), and the two give similar results. Neither is chosen freely
at each step: the forward schedule {f3,} determines both in closed form. Their ratio
Bt/ﬂt =(1—0a_4)/(1—a) is close to 1 except at small ¢ (Nichol and Dhariwal 2021,
sec. 3.1, Fig. 1), the same region where the Gaussian approximation of Section 6.4.2.2
is worst. At ¢t =1, 51 = 0 means that the forward posterior is a point mass, not that a
logarithm of 0 must be computed; this endpoint is handled by L, and the sampler sets
z = 0 at the last step.

6.4.4. From mean prediction to noise prediction
6.4.4.1. Simplifying the Gaussian KL divergence

With the reverse variance fixed, L, ; is a KL divergence between two Gaussians: one
is the posterior computed from the real data, the other the parameterized model to be
estimated by a neural network. Choosing different variances leaves an additional variance
term; choosing them equal leaves only the squared distance between the means
(Lemma 6.3). Hence (slide 12)

1. 2
Liy = By | gg Iz 2o) — polay, )7 | + C, (6.17)
207

where C, > 0 is a constant independent of # that vanishes when o7 = Bt (Section 6.9.5).
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6.4.4.2. Replacing the dependence on the data by the noise

The target i, in Equation 6.17 depends on x, which the network has to infer from z, at
generation time. As on slide 12, inverting the one-step renoising formula Equation 6.7
rewrites that dependence as one on the noise, so that the network can be asked to
predict the noise instead: =y = (x, — /1 — a, €)/1/&;. Substituting this expression into
Equation 6.16,

- \/O‘t(l_o_étfl)xt—i'ﬁt\/o_étflJ%(xt_ 1_6%5)
He = ’

1—a,
_ 1 o — oy + By _5t\/1_5‘tE _ 1 v B c
Ja; 1—a, 1—a, va \'t 1—a )

t
The second line factors out 1/,/a; using /&, ,/\/a, = 1/\/a; and /o, (1 — a,_;) =
(o — @)/ /oy the last equality holds because o, + 3, = 1 makes the numerator 1 — &.
The exact posterior mean is now expressed through z, and the noise € that produced
it.

(6.18)

6.4.4.3. The noise parameterization and its loss

[, is a training target computed from the data, whereas the network estimates f.
Following Equation 6.18, the network can be parameterized to predict the noise €4(x,,t)
instead of the mean (slide 13):

() = \/% (as - %eem,w) . (6.19)

The difference of the two means is a constant multiple of the difference of the noises,

i — 1ty = ——
t— Mo = =
Vo1 —a,

Substituting this relation into Equation 6.17 and replacing the expectation over x, by
one over (x,,€) through Equation 6.7 gives the loss of slide 13,

(€p(x4,t) =€) .

Ly =wk, . [ ‘6 — eg(ﬁfzro + 1 — aue, t)“z} + O,
) (6.20)

t
W, = ————
! 20?%(1_5%)
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This trains the network to estimate the noise used to construct z, at the selected noise
level. The noise-prediction MSE is therefore not an arbitrary surrogate: it is the Gaussian
reverse-mean matching objective written in observable training variables.

6.4.4.4. The simplified objective

In practice DDPM drops the time coeflicient w, of Equation 6.20 and trains on the
following objective, the loss minimized by Algorithm 1 on slide 14 (Ho et al. 2020, Eq.
14):

2 — =
’Csimple - lEtNS?lE?iljlti:T}, [”6 - 66<$t7t>H } y Ty =0T+ 1— Q€. (621)
e~N(0.1)

6.4.4.5. The simplified objective is a reweighted ELBO

Dropping w, changes how training effort is distributed over noise levels. The next
calculation makes explicit what changes, what stays fixed at the population optimum,
and why the reweighting can improve samples.

What changes. Apart from the end terms L, and L, discussed below, Lyp is
Doy Wi Ele— €g|® plus a constant, and £, replaces every w, by 1, up to the factor
1/T from averaging over ¢ (its ¢ = 1 term corresponds to L, as shown below). For the

two fixed variance choices,

) _ A _ Bl — ) _ b
=0 = T A A —a )B - 2l —a, ) (6.22)
2= f w= P

t =P ET 20,(1—ay)

The ratio g, /(o (1 — @,_;)) in the first expression is the ratio Equation 6.10 that set the
heuristic error scale of the Gaussian approximation in Section 6.4.2.2. Written with the
SNR,

1 [SNR(t—1) .
wp =3 (SNR(t) - 1) (o7 =By, (6.23)

so the exact VLB weights the noise-prediction error at each step by the relative loss of
SNR in that step. Table 6.2 quantifies this for the linear schedule. With o7 = 5,5 the
weight at t = 2 is about 59 times the mean, and for ¢t < 100 it decays roughly like 1/¢
(Figure 6.4). The first 1% of the chain carries 18.4% of the total weight, against 0.9%
under L. The exact VLB thus concentrates the training signal on easy denoising

problems with almost no noise, and L. sharply lowers their share.
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Table 6.2.: Weights of the interior terms ¢ = 2, ..., T for the linear schedule (7" = 1000);
the t = 1 term is L, whose coefficient w, is undefined for o7 = Bt because
51 = 0. The first four columns give w, divided by its mean; the last two give
the share of the total weight carried by ¢ < 10 and by ¢ < 100. Computed by
the code in Section 6.6.4.

share of share of
o2 [loss t=2 t=10 ¢ =100 t = 500 +< 10 + <100
VLB, 3, 589 8.49 1.01 0.54 18.4% 39.2%
VLB, 8,  29.1 7.87 1.08 0.59 12.8% 34.1%
£ iinple 1 1 1 1 0.9% 9.9%

Per-step weight of the e-MSE, normalized to mean 1 over t = 2,...,T

102
—— Lvis, 07 = B we = B/ (2ou(l — 1))
S~ ——— LVLB, 01f2 = ,Bti we = ,8,5/(2at(1 — @t))
%D Lot S N = o Lsimple: we =1
K3
2
)
2
=
< 100
s
10~1 .

2 10 100 1000
diffusion step ¢ (log scale)

Figure 6.4.: The exact bound puts most of its weight on the first few steps. The time
coefficients w, of Equation 6.22 for both fixed variance choices, normalized
to mean 1 over ¢t = 2, ..., T (linear schedule, " = 1000, log scales), reach tens
of times the average at small ¢ and decay roughly like 1/t; £, (dotted)
weights all times equally. Values in Table 6.2.

What does not change. If the network can represent an arbitrary function of x, for

each t, then for any positive weights {A;} the minimizer of - ,Efe — €y(z, t)|? is the
same,

€ (xy,t) = Ele | ] (6.24)

(Section 6.9.6). The weights matter only in the practical situation where one finite
network is shared across all ¢: they decide how capacity and gradient are allocated
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across noise levels.

What it buys. Ho et al. (2020) explain that the simplified loss lowers the weight of
the small-t terms, the easy tasks of removing very little noise, so that the network can
focus on the harder denoising tasks at larger ¢, and that this improves sample quality
(Sec. 3.4). On CIFAR-10, training on the exact VLB with a fixed isotropic variance
gave IS 7.67, FID 13.51 and NLL < 3.70 bits/dim, while £, . gave IS 9.46, FID 3.17
and NLL < 3.75 bits/dim (Ho et al. 2020, Tables 1-2). The reweighting trades a
little log-likelihood for a large gain in sample quality. This benefit is empirical:
the numerical examples of this chapter use the Bayes-optimal predictor, for which the
weights do not matter (Equation 6.24), so they cannot show it; Nichol and Dhariwal
(2021) recover much of the lost likelihood by also learning the variance.

The ablation of Ho et al. (2020, sec. 4.2, Table 2) shows why the noise parameterization
matters: predicting /i, works only with the true bound (FID 13.22 with a fixed isotropic
variance; its unweighted MSE was unstable), whereas predicting € is about as good under
the bound (FID 13.51) and much better under £ (FID 3.17).

simple

Learning the variance. The constant C, of Equation 6.17 is independent of 6 only
because the variance is fixed. Nichol and Dhariwal (2021) instead learn a diagonal
Yo (x,,t) with entries exp(vlog 3, + (1 — v)log Bt), an interpolation in the log domain
between the two fixed choices, where the network outputs one v per dimension (Sec.
3.1). The variance term C, of the KL divergence then depends on 6 and trains v. They
minimize Ly priq = Loimple T 0.001 Ly p with a stop-gradient on the mean inside Ly p,
so the mean keeps the reweighting of £ . while the bound trains the variance. The
rest of this chapter keeps the variance fixed, as on the slides.

Why not optimize the bound directly? Besides sample quality there is an optimiza-
tion reason. The terms of the bound differ by orders of magnitude (Table 6.2), so with ¢
drawn uniformly its gradient is very noisy. Nichol and Dhariwal (2021) keep the bound
but sample ¢ with probability proportional to \/E[L? ;] and divide each term by that
probability, which leaves the bound unbiased and makes it far less noisy to optimize (Sec.
3.3).

The end terms. The weights w, above apply only to the interior KL terms, ¢t > 2; L
does not depend on 6. If each bin integral of Equation 6.15 is approximated by density
times bin width, —logpy(x, | 1) becomes |y — py(z1, 1)||?/(20%) plus a constant. At
t =1,z = Jajz, + +/Bie and Equation 6.19 give z — pg(21,1) = /By /oy (eg —€),
SO

A1
Ly~ 20,07 Elle — eg(aq, 1)[* + const,

formally a noise-prediction MSE with weight 1/(2a;) ~ 3 for o7 = 3;: up to this weight,

the t = 1 term of £, 1. (Ho et al. 2020, sec. 3.4). The approximation gives the form of
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the term rather than its value, since the bin width 2/255 &~ 0.0078 is not small next to
o, = 0.01.

Where the bound spends its nats. Figure 6.5 shows the small-t concentration from
two sides: in (a), the two fixed variances Bt and g3, differ only in the first steps; in (b),
the interior terms L, ;, computed exactly for the one-dimensional example of Section 6.6,
fall by six orders of magnitude, as the weights of Table 6.2 predict. Nichol and Dhariwal
(2021) report the same pattern for a trained image model (Fig. 2).

(a) the two variance choices (b) interior VLB terms, ideal predictor
1
107!
. =
51073
< 05 =
'R — T=100 T
— T'=250 =105
— T =500
— T = 1000
o" . ) 10— 7 . . :
0 0.5 1 2 10 100 1000
diffusion step t/T diffusion step ¢ (log scale)

Figure 6.5.: The two variance choices differ only near ¢ = 0, where the bound spends
most of its nats. (a) The ratio 3,/8, for the linear schedule shortened to
T = 100,250, 500, 1000 steps (both endpoints of /3, multiplied by 1000/T)
is close to 1 except for the first steps. (b) The interior VLB terms L, ; of
the one-dimensional mixture of Section 6.6 with the Bayes-optimal predictor
and 0?7 = Bt (log axes) fall by six orders of magnitude, and ¢ < 10 carries
42.6% of their total. Panel (a) from curves() in Section 6.6.4, panel (b)
from vlb_terms() in the code of Section 6.6.

6.4.5. Noise, data and velocity prediction

Diffusion models can predict the noise €, the clean data x, or the velocity v. These
targets are algebraically interchangeable, but the corresponding MSE objectives weight
reconstruction errors differently across noise levels (Salimans and Ho 2022, sec. 4 and
App. D).

With a, = \/a, and b, = /1 — &, we have z, = a,x, + b,e and af + b7 = 1.

6.4.5.1. Noise prediction and data prediction

If the network outputs € = ¢4(x,,t), the data prediction is
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x, — b€

Tg = ———— 6.25
Lo a, ) ( )
and if it outputs 7, directly instead,
o= Tt %o (6.26)
by

The two are algebraically equivalent at interior times with a,, b, > 0. But at very low SNR,
a, ~ 0 and the 1/a, in Equation 6.25 strongly amplifies errors in the noise prediction;
at very high SNR, b, ~ 0 and the 1/b, in Equation 6.26 strongly amplifies errors in the
data prediction. Even though they represent the same ideal solution, the conditioning of
training differs at finite precision and capacity. For the same reason samplers often clip
the data prediction to the data range, z, < clip(Zy, —1, 1), before it is used; this static
thresholding keeps samples in range but departs from the exact noise-parameterized
mean (Saharia et al. 2022, secs. 2.3, arXiv:2205.11487).

Whichever target is predicted, the DDPM reverse mean is the posterior mean of Equa-
tion 6.16 evaluated at the data prediction, py(x,,t) = f,(z,,Zy): substituting Equa-
tion 6.25 for z, is exactly the computation of Equation 6.18 and gives back Equation 6.19.
For the same underlying prediction the three parameterizations therefore define the same
sampler; they differ only in what the network is asked to output.

6.4.5.2. Velocity prediction is an orthogonal rotation

Since a? +b? = 1, define the angle ¢, := arctan(b,/a,) € (0,7/2), so that a, = cos ¢, and
b, = sin ¢,. The velocity target is defined as

da,
dey

vi=a e —bxy =

Tq,€ fixed

The second equality follows by differentiating x, = cos ¢, x, + sin ¢, € with respect to ¢,,
which explains the name “velocity” (Salimans and Ho 2022, App. D). In matrix form,

Tyl _ | ap by |z
v|  |=b, a || e’
the two rows are orthogonal and the determinant is a? + b? = 1, so the matrix is a

rotation: (x;,v) are the coordinates of the pair (z,€) along axes turned by the angle ¢,.
The inverse is the transpose,

xy = a,x, — byv, € =bx, +av. (6.27)
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6.4. Denoising diffusion probabilistic models

For small ¢, a, ~# 1 and v ~ ¢; for large ¢, b, ~ 1 and v ~ —x,. A v-predicting network
enters the sampler through z, = a,z, — b,0, that is, through fi,(x,,Z,) as above.

This is why Salimans and Ho (2022) introduced v-prediction for progressive distillation
(Sec. 4). A distilled sampler takes a few large steps and evaluates the network close
to SNR = 0, where Equation 6.25 amplifies the error of € by b,/a, — oo, whereas
Zo = a,x, — b0 from Equation 6.27 stays bounded.

6.4.5.3. Same error, different weights

Converting one prediction into another at the same (z,,t), Equation 6.25 and Equa-

tion 6.27 give e — € = Z—tt(fco —xy) and xy — Ty = —b,(v — 0), hence

112 a ~ 2 ~112
le — €l =b%||xo—woll =ai Jv—12]". (6.28)
t

Since a?/b? = SNR(t) and 1/b7 = 1 + SNR(t),

le —él* = SNR(t) |z — 3o [v— 3% = (1 + SNR(2))zg — Zo*-

Concretely, Algorithm 1 changes only in its last step. From the same draw (z),¢)
and the same x,, z,-prediction minimizes |z, — Zo(x,,t)|?, and v-prediction computes
v = a,e — bry and minimizes |v — 9(z,,t)|?; either output is turned into Z, for the
sampler by Equation 6.27. An unweighted e-MSE is therefore an SNR-weighted error in
xy-space, and an unweighted v-MSE is an “SNR+1"-weighted one (Salimans and Ho 2022,
sec. 4). As SNR— 0 (large t), the e-MSE puts almost no weight on the reconstruction
error of ), while the v-MSE keeps a weight of at least 1. The three parameterizations are
not different generative models but different coordinate systems for the same latent pair;
they differ in how much weight the error at each time receives (Figure 6.6).

Back to the variational bound. The same conversion makes the VLB weights of
Equation 6.23 transparent. Multiplying by SNR(¢), which converts an e-error into an
zgy-error by Equation 6.28, each interior term is

Ly = 5(SNR(t—1) = SNR(®) Eleg — Folop )2 (07 =5, (629)

which is the discrete-time loss of Kingma et al. (2021), Sec. 4, Eq. 13. The VLB weights
the zy-error at a step by the SNR lost in that step, whereas L, . weights it by
SNR(¢) itself. In v-space, by the same identities, the VLB weight is 1 (SNR(t — 1) —
SNR(t))/(1 + SNR(t)). The VLB weights sum to (SNR(1) — SNR(T')), and since the
linear schedule loses most of its SNR in the first steps (SNR(1) a2 10%), most of this total
falls on small ¢.
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6. Denoising Diffusion Probabilistic Models

(a) (wo,€) > (t,v) is a rotation by ¢
(b) same error, different MSE weights

t > 500 N:c 104 e-MSE: SNR(t)
e N ——— v-MSE: 1+ SNR(t)

by = sin ¢y t-----------= t =300 o
| 8
i 8
Tt | o =100 =
= 5
¢t i g-—_:

' t=1, = ‘ ‘

at = cos ¢ o 0 500 1000

t

Figure 6.6.: Three prediction targets are one rotation with three loss weightings. (a)
In the coefficient plane of (x,€), the noisy input z, and the velocity v are
orthogonal axes turned by the angle ¢,; grey dots mark (a,,b,) along the
linear schedule and are already bunched near the e axis for ¢ > 500. (b) The
weights that the e-, x,- and v-MSE put on the same z reconstruction error:
SNR(t), 1 and 14+SNR(?) (log axis). Definitions and weights of Salimans and
Ho (2022), Sec. 4 and App. D; SNR values from curves() in Section 6.6.4.

6.4.6. Training and ancestral sampling
6.4.6.1. The training algorithm

One training iteration of Equation 6.21 is (Ho et al. 2020, Algorithm 1; Ye 2026e, slide
14):

Draw 2 ~ qgata-

Draw ¢ ~ Unif{1,...,T'}.

Draw the noise € ~ N (0, I), which is therefore known.
Build z, in one step with Equation 6.7.

Update 6 with Ve — ey(z,,t)|>.

CU N

Because the noise is drawn by us and added to clean data, the target € is known exactly
and no human labels are needed. Diffusion training is therefore self-supervised: the
model constructs its own input-target pairs. Figure 6.7 shows the same clean image
corrupted at several noise strengths, with the network estimating the added noise.

6.4.6.2. Reverse sampling

After training, draw xz, ~ N(0,1) and then z,_; ~ py(z,_; | ;) for each ¢ in turn. This
samples the joint py(xy.p) in ancestral order; apart from the last step, which reports the
mean of py(z, | x;) instead of a draw from it, the output is a sample of py(z,). With
Equation 6.19 one step is (slides 13-14)

242



6.4. Denoising diffusion probabilistic models

input z; = Vot xo + 1 — Qe target: the added noise €

T 5 —

] ) (l‘t, t)
one network
eo(-,t) €g(zt,1)
shared by
all noise levels
clean g

€o (CL’t, t)

loss ||e — ep(z¢,)[|2, with ¢ drawn uniformly: labels come from the data themselves

Figure 6.7.: Diffusion training makes its own labels. A synthetic clean image x,, drawn for
this chapter from solid-colour shapes, is noised with the one-step renoising
formula at three levels of the linear schedule (¢ = 50,200,500, so &, =
0.97,0.66,0.08), each with its own noise €. A single network €y(+, t), shared
by all noise levels, receives z, and ¢ and must output the noise that was
added.
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6. Denoising Diffusion Probabilistic Models

Ty = L (act — mee(act,t)> + 0,2, z~N(0,1I). (6.30)

va\" " Ji-a,
In full (Ho et al. 2020, Algorithm 2):

1. Draw zp ~ N(0,1).

2. Fort =T,T—1,...,1: draw z ~ N(0,I) if ¢t > 1 and set z = 0 if ¢ = 1, then
compute z,_; with Equation 6.30.

3. Return z.

The lecture puts the two algorithms side by side and highlights one line in each (Figure 6.8).
In training it is the argument of €,: the noisy image is built in a single jump with
Equation 6.7, and no chain is ever simulated. In sampling it is the bracket: the model
mean fig(x,,t), to which the fresh noise o,z is then added. Those two lines are the whole
method; everything above derives them.

Algorithm 1 Training Algorithm 2 Sampling

éi repeat (x0) 1: xr ~ N(0,1)

. 2: fort="T,...,1d

3: ¢~ Uniform({1,...,T}) 3: 0er N(6 I 0

4: e~ N(0,I) ’ -

5: Take gradient descent step on 4 xi-1= \/L—L (xf - ﬁ@(xht)) + otz

Vo |le - eg(l\/o'Ttxo +v/1- dtel t)||2 5: end for
6: until converged 6: return xo

Figure 6.8.: The two algorithms of Ho et al. (2020) as the lecture presents them (slide
14). Left, training: draw a clean image, a time and a noise vector, build =z,
in one jump and take a gradient step on the squared error between € and
€g(x,,t). Right, sampling: start from Gaussian noise and apply T reverse
steps, each the model mean plus fresh noise of standard deviation o,. The
boxed parts are the one-jump construction of x, and the model mean. From

slide 14 of the course slides (Ye 2026e), after Ho et al. (2020).

Because 1 —a, = 3,, the coefficient in Ho et al. (2020), Algorithm 2 is exactly 5,/1/1 — &;.
The final step sets z = 0: the output is ug(z,,1), the mean of the Gaussian inside the
decoder, reported without noise (Ho et al. 2020, sec. 3.3). Training costs one network
evaluation per sampled time, but ancestral sampling needs 1" sequential evaluations.

Written out, the two algorithms are shorter than their derivation. Each line below is
one of the equations above: x_t is Equation 6.7, loss is Equation 6.21, and the reverse
update is Equation 6.30 with o? = 3,.
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6.4. Denoising diffusion probabilistic models

import torch

def ddpm_training_step(model, x_0, alpha_bar):
"""One training iteration (Algorithm 1)."""
T = len(alpha_bar) - 1

t = torch.randint(1, T + 1, (1,)).item() # t ~ Unif{l,...,T}
epsilon = torch.randn_like(x_0) # the target, known to us
x_t = (torch.sqrt(alpha_bar[t]) * x_0O # one jump, no chain

+ torch.sqrt(l - alpha_bar[t]) * epsilon)
return torch.mean((epsilon - model(x_t, t)) ** 2)

@torch.no_grad()
def ddpm_sample(model, shape, alpha, alpha_bar, sigma):
"""Ancestral sampling (Algorithm 2)."""
T = len(alpha) - 1
X_t = torch.randn(shape) # x T ~ N(O, I)
for t in range(T, 0, -1):
z = torch.randn_like(x_t) if t > 1 else torch.zeros_like(x_t)
beta_t = 1 - alphal[t]
x_t = (1 / torch.sqrt(alphalt])
* (x_t - beta_t / torch.sqrt(l - alpha_bar[t]) * model(x_t, t))
+ sigmalt] * z)
return x_t

Two details are worth reading off the code. Training never simulates the chain: one draw
of ¢t and one of € give z, directly, which is why a thousand-step model costs no more
per iteration than a ten-step one. Sampling does the opposite, T' sequential network
evaluations with no way to parallelize over ¢, and that asymmetry is what the rest of the
chapter, and much of the literature after it, works to remove.

Figure 6.9 shows the whole procedure on a two-dimensional example, in the spirit of the
first figure of Sohl-Dickstein et al. (2015, sec. 2, Fig. 1). The forward chain spreads the
data into noise, ancestral sampling carries the noise back, and the drift field shows how
the reverse mean pulls samples towards the data: diffusion moves the whole probability
mass, not a single blurred sample.

6.4.6.3. Why add noise back to the mean?

Why is 0,2 added when €, has already predicted a noise vector? The two quantities play
different roles:

o ¢y(xy,1) is the network output used to compute the conditional mean py(z,,1t);
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generation reads the second row from right to left; arrows rescaled per panel

Figure 6.9.: Diffusion moves the whole probability mass, not a single sample. Top:
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forward samples of a Swiss roll at t = 0, 60 and T'. Middle: 600 ancestral
DDPM samples (02 = Bt) recorded at the same times; generation reads this
row from right to left. Bottom: the reverse drift u(z,,t) —x, at t =1, 60
and T, rescaled per panel. The reverse process uses the exact score of the
empirical law of 1500 Swiss-roll points, so no network is trained, and the
samples at ¢ = 0 land on those training points: the figure shows transport of
mass, not generalization. Values from swiss_roll_figure() (Section 6.6.3).



6.4. Denoising diffusion probabilistic models

o 2z is a fresh random draw used to sample from the conditional Gaussian py(z,_; | z;)
centred at that mean.

DDPM minimizes a KL divergence between the posterior computed from data and a
parameterized reverse Gaussian, so both sides are modelled as Gaussian transitions.
Sampling from a Gaussian needs the mean plus noise of its standard deviation o,; using
the mean alone picks a single point instead of sampling the conditional distribution.
Without the injected noise the reverse chain can contract to almost a single point; the
numerical example of Section 6.6 shows this. Removing the noise consistently also changes
the mean, which is what DDIM does (Section 6.5).

6.4.6.4. The score, Tweedie’s formula and the DDPM mean

Let q,(2;) := [ Qaata(z0)a(x, | o) dzy be the marginal at time ¢. Under regularity that
allows exchanging differentiation and integration (Section 6.9.7),

Ele | z,] _ € (wy,t)

Vioggy(w) = ———— = ————
t t

z, +(1—a,)Viogq,(x
[E[.’L'0|$t] _ ( t) t( t).

Vay

(6.31)

The second identity is Tweedie’s formula; plugging the optimal predictor into z, of
Equation 6.25 gives exactly this posterior mean. In the same way, writing the DDPM
mean Equation 6.19 with the score s, := —¢y/+/1 — @, gives

ol t) = = (s Bl ). (6:32)

which agrees with the mean of the small-step approximation Equation 6.9 to first order
in B,. Applying Tweedie’s formula directly to the one-step model z, = /oy, 1 + \/B:€;
gives

z, + B, Vlogq,(x
Elz,_y | o] = TPV 1084 (z0) (6.33)

NG

(Section 6.9.7), which is exactly Equation 6.32 with the true score. The ideal DDPM
mean is therefore the posterior-mean (Tweedie) denoiser for one step, consistent with
the minimizer of Equation 6.17 being E[i, | z,] = E[z,_; | =,]. Up to time weights,
e-prediction MSE is therefore denoising score matching (Vincent 2011), the denoising
form of the score matching of Hyvarinen (2005).
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6. Denoising Diffusion Probabilistic Models

6.4.6.5. Connection to Noise2Score

Tweedie’s formula (Equation 6.31) connects noise prediction to the score, so one network
that estimates the noise, equivalently the score of the noisy data, supplies the information
needed for both denoising and generation. Noise2Score (Kim and Ye 2021) learns that
score from noisy images alone and applies Tweedie’s formula once and determinis-
tically at the noise level of the image. DDPM sampling applies it iteratively and
stochastically over a sequence of noise levels to create a new sample. Training one noise
estimator and reusing it, repeatedly and for several downstream tasks such as denoising
and generation, is what slide 14 calls the pattern of foundation models: pretraining
followed by (iterative) downstream tasks.

6.5. DDIM: a non-Markovian forward process and deterministic
sampling

DDIM, the subject of slides 1725, changes the latent inference path while retaining the
same family of noisy marginals (J. Song et al. 2021). Because those marginals determine
the denoising inputs, the same noise-prediction network can be reused, under assumptions
made precise below. This freedom yields a deterministic sampler and permits generation
on a shorter subsequence of times. Slide 17 and the original DDIM paper write DDPM’s
o, as a,; all equations below use the notation of this chapter (J. Song et al. 2021).

6.5.1. Motivation: is the Markov property needed?

DDPM specifies a Markov forward path and models its small reverse steps with Gaussian
transitions. DDIM observes that the simplified loss Equation 6.21 depends on the forward
process only through the noisy marginals q(x; | z,), not through the coupling between
different times. It therefore constructs a broader inference family in which a transition
can depend directly on the clean endpoint z,. The blue dashed arrows in Figure 6.10
(b) show this dependence. The generative update (Equation 6.36) still depends on the
current state x, and fresh noise only, so the generative process is Markov; the forward
inference distribution ¢, is the non-Markovian object.

6.5.2. The non-Markovian forward family

For each sequence v = (Vq,...,v7) with 0 <2 <1 — @, ;, define the family of slides
19-21 (J. Song et al. 2021, sec. 3.1, Egs. 6-7)
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(a) DDPM: Markovian inference (b) DDIM: non-Markovian inference
generation pg(ze—1 | ¢): x3 — o generation pg(zi—1 | z¢): 3 — xo
VR N\ 7N\
A 7
\\\\ \\\\ //:://
~ ST

~~ —

q(x¢ | x¢—1): previous state only g~(zt | zt—1,20): also conditioned on zq

Figure 6.10.: DDIM keeps the marginals and changes only the inference path. (a) In
DDPM each forward transition ¢(x, | ,_;) (grey dashed) depends only on
the previous state. (b) In DDIM each forward transition ¢ (v, | ¥, 1, %)
also conditions on the clean z, (blue dashed). Both models share the
generative chain py(x,_; | z;) from z5 to z, (solid) and the marginals

q(zy | ).

4y (2 | zg) (\ﬁl‘m (1— )

T

q'y(:l;lT | o) = q’y Ty | T qu zyq | x4, 70),
t=2

a,T
q, (w1 | my,20) = (\/ 0y &y + \/ ’Yf, \ﬁ 0 t2[> . (6.34)

The family is built so that the DDPM marginals survive.

Proposition 6.4 (Marginal preservation). The family Equation 6.3/ has the same
marginals as DDPM for every t = 1,...,T: q,(z; | o) = N (Vxg, (1 — a,)I). Slide 20
states the result.

Proof. By backward induction from ¢t = T' (J. Song et al. 2021, App. B, Lemma 1).
At t = T the claim is the definition. If it holds at ¢, write x, = Joyzy + /1 —a, €
with € ~ N(0,1) and draw x,_; from Equation 6.34 with a fresh z ~ N(0,I). Since

(zy — \/(thfo)/\/ 11—, =g

Ty g =\ 1Ty + \/ l—oy q — ’Yt2 €+ V%%,

and since € and z are independent, Lemma 6.1 gives the mean \/&,_; %, and the covariance
[(1—a =)+ =(1—a,4). O
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6. Denoising Diffusion Probabilistic Models

The coefficient \/1 — a,_; — 77 is essential: with &, in place of a;_; the covariance would
be (1 — a;)I and the induction would break.

With the marginals in hand, the forward-time conditional follows from Bayes’ rule (slide
19):

q'y<xt|x0)
q (2, | 1, o) = q (41 | X4y 2p) —/—————.
'y( t | t—17%0 y\Ft—1 ‘ t 0) q’y<xt_1 ‘ :I:O)

All three factors are Gaussian, so this conditional can be written out. Given
xg, write z, = oz + \/1—a,e and draw z, ; from Equation 6.34 as
Ty, = VO 7y + V/1—a, 1 —7% € + 2. The pair is jointly Gaussian with
Cov(wy, @y | mg) = \/(1 —ay)(1—a,y —v¢) 1 and Cov(z,_; | zy) = (1 —&,_1)I, and
conditioning on x, ; gives, for v, > 0,

qu<$t | $t_1,$0> = N(\/OTt-TO + \/(1 —O_ét)(l — 0y _'7t2) (zt_l _ @xo% O_WI) .

L—a; L=y
(6.35)

For 72 = Bt the coefficient of z, ; is /a;, the x, terms cancel because /&, = /o /@, 1,
and the variance is f3;, so Equation 6.35 reduces to the DDPM transition Equation 6.4.
For any other -y, this transition depends on the clean image x, as well as on the previous
state, so the inference path is not Markov, although its marginals are those of DDPM.

Because the marginals are the same, DDIM uses the same one-step renoising inputs as
Equation 6.7. The relation between its variational objective and the simplified loss is
derived below. The DDIM posterior mean should not be identified with the DDPM
mean fi, in general; the two coincide only for the variance choice 77 = BNt proved in
Proposition 6.5.

6.5.3. The generative step

At generation time z is unknown, so the prediction z, = (z, — /1 — oy €g(x4, 1))/ /Oy
of Equation 6.25 is substituted for z, in Equation 6.34 (slides 21-22). Then (z, —

Vo Zy)/v/1—a, = €y(x,, t) exactly, so one step is

oz, — /1 —a,eh(my, t) -
T = — \/&—t g VI—d@ =77 ele, )+ vz . (6.36)
t

-
random noise

predicted g direction pointing to z,
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This is the update of slide 17, J. Song et al. (2021), Sec. 4.1, Eq. 12, in the notation of
this chapter. Comparing it with Equation 6.30 shows that both the fresh-noise coefficient
and the deterministic mean direction depend on ;.

6.5.4. The exact relation to DDPM and deterministic sampling

Writing both samplers in the same coordinates makes their relation exact.

Proposition 6.5 (Reduction to DDPM). With v2 = @, Equation 6.3/ equals the DDPM
posterior N (fi,, 8,1). The DDPM ancestral step Equation 6.30 (o7 = [3,) can therefore
be written

wPHPM =0 Ty + Y 1=y — Bt €g(y,t) + \V Bt Z. (6.37)

Proof in Section 6.9.9.

Deterministic DDIM (v, = 0), on the other hand, is

ap™ = V@ B+ V1= g gz, t). (6.38)

The two differ in exactly two places. (i) The variance Bt that DDPM injects as fresh
noise is carried deterministically by DDIM along the predicted noise direction €, so the
coefficient of the “direction pointing to x,” grows from /1 —a,_; — Bt to /1 —ay_;.
(ii) There is no z term. Seen in the original DDPM form Equation 6.30, this is why the
mean looks different and there seems to be an extra €, term.

Intermediate choices are parameterized as v, = n\/ﬁjt , with n = 1 giving DDPM and
n = 0 giving DDIM (J. Song et al. 2021, sec. 5, Eq. 16). With -, = 0 the whole path
down to z is fixed as soon as zp is fixed, so DDIM is an implicit probabilistic model;
the initial z; is still drawn at random.

6.5.4.1. Denoise, then re-noise
The three terms of Equation 6.36 were named after J. Song et al. (2021), which is how

they are usually quoted. The lecture renames them, and the renaming is the point of the
slide (slide 23):

Ty =\ Qg io(fﬂtvt) + \/ l—ayy — %2 €p(y,t) + ’ﬁj . (6.39)

Tweedie’s denoiser parametric noise stochastic noise
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The first term is not merely a prediction of z,: by Equation 6.31 it is the Tweedie denoiser
of Section 6.4.6.5 applied at noise level ¢ — the same Theorem 5.4 that the previous
chapter derived for self-supervised denoising. What the second and third terms do is put
the sample back at the noise level t — 1, splitting that re-noising between a direction
the network computes and a draw that it does not. Every sampler in this chapter is
one denoising step followed by one re-noising step, and 7 decides only how much of the
re-noising is random.

This also explains why the noise cannot simply be dropped from DDPM while the mean
is kept. The marginal of z,_; has to carry variance 1 — &,_;; take away the 7,z term and
the coefficient of €5 must grow to make up the difference, which is exactly Equation 6.38.
The lecture draws this as a sequence of manifolds ), one per noise level, with each step
dropping to the data manifold and climbing back to the next one up (slide 24). Keeping
that transition on the right manifold is what the later chapters return to.

6.5.5. Why the same network serves every variance choice

The common noise-prediction objective follows from Theorem 1 of J. Song et al. (2021,
sec. 3.2). Because q.(z1.p | 7o) is defined directly in reverse order, its variational bound
splits into KL terms like Equation 6.12 without the Bayes rearrangement Equation 6.14.
In each interior term both Gaussians have covariance 21, and their means differ only
through x, versus z,. Let ¢, be the coefficient of z in the mean of Equation 6.34,

= _ «Q
¢ =y —\J1—a,  —77F 1—td > 0.
\ t

Then each interior term is a weighted noise-prediction error,

2
Ct

AN = g
b 2y2 SNR(ge)4 ’0)

[Eq [DKL(q'yCEtfl | 2y, 0) || po(wy_y | :Et))] =\ Ele— Ee(xtvt)”27

for every v, > 0 (Section 6.9.8). Here py(x,_, | z,) is the generative step (Equation 6.36),
and by Proposition 6.4 the expectation runs over the same pairs z, = /o, x5+ /1 — o€

as £ For 72 = Et, A, reduces to w, of Equation 6.22, as it must.

simple*

Since every ), is positive, Equation 6.24 applies. If €4(-, ) can represent any function
of z, for each ¢, the idealization of Section 6.9.6, then all these objectives and L,
have the same minimizer Ele | z,]. In this sense the network trained for DDPM can be
used for any v without retraining. A finite network shared across ¢t only approximates
this common minimizer. The deterministic case 7y, = 0 is not covered by this identity,
since A, — oo as 7, — 0. J. Song et al. (2021, sec. 4.1) introduce it as the special case
v, = 0 of the generative process and note that, although their Theorem 1 does not cover
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it, it can be approximated by making v, very small; every such v shares the minimizer
above.

6.5.6. Skipping steps

Choose a subsequence 1 = 7; < -+ < 7g = T and write Equation 6.34 for each consecutive
pair s = 7,_; <t = T7;, with a, in place of a, ;. The proof of Proposition 6.4 uses only
the marginals at the two times involved, so every selected time keeps its marginal; J.
Song et al. (2021) attach the unselected times directly to x, through ¢(z, | ,), which
keeps the bound valid and plays no role in sampling [App. C.1]. A model trained with
T = 1000 can therefore sample in S <« T steps (J. Song et al. 2021, sec. 4.2). For n =1
the variance is the posterior variance of the jump: Proposition 6.3 with f, replaced by the
variance 1 — &, /a, of the forward transition from s to ¢, and &;,_; by &,. The marginals
remain exact for large jumps, but errors in 7, and discretization errors grow with the
jump (Section 6.6). Deterministic sampling tolerates large jumps best: with 20 to 100
steps DDIM gives samples comparable to 1000-step models, a 10 to 50 times speed-up (J.
Song et al. 2021, sec. 5.1). In full, generalized DDIM sampling on a subsequence is:

1. Choose 1 =71 < <79 =T and n € [0,1], and draw z__ ~ N(0,I).

2. Fori=S,..,1, witht =7, s = 7,_; and 7 := 0: compute € = ¢y(z,;,t) and 7, by
Equation 6.25, set v% = 772%(1—%2), and update z, = \/a, To++/1 —a, —y? €+
vz with a fresh z ~ N(0,1).

3. Return x,. At the last step a, = 1 gives v = 0 and z, = Z, the counterpart of
reporting the decoder mean in DDPM.

The function ddim in Section 6.6 implements exactly these steps.

6.5.7. DDPM and DDIM side by side

Table 6.3 collects the differences between the two samplers.

Table 6.3.: DDPM and DDIM compared. The last two rows draw on Section 6.5.4 and
Section 6.5.6.

DDPM DDIM

Forward structure Markov chain linking non-Markovian family ¢,
adjacent states only that may depend on z

Marginal at each time Equation 6.6 same as DDPM

(Proposition 6.4)

Training €g(xy, 1) trained with the same €y(z,,t) reused
Equation 6.21

One step Equation 6.30 Equation 6.36; with v, =0,

Equation 6.38
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DDPM DDIM
Stochasticity fresh noise at every step controlled by 7 € [0, 1];
deterministic for n =0
Number of steps all T training steps in Ho et any subsequence of S < T
al. (2020); on a steps
subsequence it is DDIM
withn =1

6.6. Reproducible numerical examples

The following computations check the equations numerically and isolate the difference
between the DDPM and DDIM samplers using the Bayes-optimal noise predictor. All
code uses only the Python standard library, except the Swiss-roll snippet of Section 6.6.3,
which uses NumPy. The plotted figures are drawn with TikZ directly from the values
these functions return; the drawing code only places those values on axes.

6.6.1. A two-step scalar example

Fix two steps with z, = 2, (51,85) = (0.1,0.2) and (ey,€65) = (0.5,—1). Then
(v, g, 09) = (0.9,0.8,0.72), and the forward samples are

ry = Vv0.9(2) + v0.1(0.5) ~ 2.0555,
xy = V0.8(2.0555) + v0.2(—1) ~ 1.3913,
Ty — V0.72x

e=———— ~—0.5779.
v/0.28

The variance of the two-step noise is a,0; + B3 = 0.28 = 1 — @5, so the last line is the
noise that expresses the same z, in one step through Equation 6.7. Substituting the
same numbers into Equation 6.16,

~ 1-09 1
By = 107 (0.2) = ™ 0.07143,
v/0.8(1 —0.9)(1.391 .24/0.9(2

The actual z; = 2.0555 on this path lies about 0.96 standard deviations above the
posterior mean: the posterior mean is the centre of the conditional distribution, not the
latent that happened to be drawn.
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Assume an oracle predictor that returns exactly the noise of this path, €,(x5,2) =
e = —0.5779. Then Equation 6.25 returns z, = 2 exactly, and three updates can be
compared:

+ Equation 6.18 (the DDPM mean): ﬁ(l.SQlB - %(—0.5779)) ~ 1.7997, equal

t0 fig.

+ Equation 6.36 with 72 = By: v0.9(2) + v0.1 — 0.07143(—0.5779) ~ 1.7997, equal
to the DDPM mean as Proposition 6.5 says.

« Deterministic DDIM (v, = 0): v/0.9(2) + v0.1(—0.5779) ~ 1.7146. Instead of
adding fresh noise, it moves further along the € direction.

import math

sq = math.sqrt

x0, bl, b2, el, e2 = 2.0, 0.1, 0.2, 0.5, -1.0
al, a2 =1 -Dbl, 1 - b2

abl, ab2 = al, al * a2

x1 = sq(al) * x0 + sq(bl) * el # forward step 1
x2 = sq(a2) * x1 + sq(b2) * e2 # forward step 2
eps = (x2 - sq(ab2) * x0) / sq(l - ab2) # one-step noise
bt = (1 - abl) / (1 - ab2) * b2 # beta_tilde 2

mu = (sq(a2) * (1 - abl) * x2 + b2 * sq(abl) * x0) / (1 - ab2)
mu_eps = (x2 - b2 / sq(1 - ab2) * eps) / sq(a2) # epsilon form
x0_hat = (x2 - sq(1 - ab2) * eps) / sq(ab2) # exact eps given
ddim0 = sq(abl) * xO0_hat + sq(1 - abl) * eps # gamma = 0

ddimb = sq(abl) * x0_hat + sq(l - abl - bt) * eps # gamma™2 = bt

z = (x1 - mu) / sq(bt)

print (f"x1={x1:.4f} x2={x2:.4f} eps={eps:.4f} beta_tilde={bt:.5f}")
print (f"mu={mu: .4f} mu_eps={mu_eps:.4f} z={z:.3f}")

print (£"x0_hat={x0_hat:.4f} ddim0={ddimO:.4f} ddim_bt={ddimb:.4f}")
# x1=2.0555 x2=1.3913 eps=-0.5779 beta_tilde=0.07143

# mu=1.7997 mu_eps=1.7997 z=0.957

# x0_hat=2.0000 ddim0=1.7146 ddim_bt=1.7997

6.6.2. DDPM and DDIM on a one-dimensional mixture

Using the Bayes-optimal noise predictor €*(z,,t) = E[e | z,] (Equation 6.24), computed
analytically, instead of a trained network isolates the properties of the samplers from
training error. Note that this is the conditional mean of the noise, not the noise
actually added on a path. Take the data to be the one-dimensional Gaussian mixture
zy ~ 0.3N(—1.5,0.22) + 0.7 NV (1,0.3%). Blurring each component with Equation 6.6
gives qy(z) = >, mpN (@5 v/, Vi yp) With V= a,s2+1—a,. With the responsibilities
(@) = mpN (x5 v/ Qg Vi i) /6, (x), Equation 6.31 gives
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= = T — 4/
e (2,8) = —/1—a, Viogq,(z) = \/@Zrk(@ﬂg
t,k

k

With the linear schedule (T' = 1000), N = 4000 draws x, ~ N (0, I) were run through
1000-step DDPM (07 = ﬁt) and through deterministic DDIM on an evenly spaced
subsequence of S steps. Table 6.4 reports the fraction P in the right mode and the mean
/ standard deviation of each mode (boundary x = —0.25).

Table 6.4.: Final samples on the one-dimensional mixture with the Bayes-optimal predic-
tor (N = 4000). Each mode entry is mean / standard deviation.

Sampler Steps S P(right) Left mode Right mode

Target — 0.700 —1.500 / 0.200 +1.000 / 0.300
DDPM 1000 0.706 —1.487 / 0.200 +1.003 / 0.293
DDIM, n=0 50 0.701 —1.479 / 0.191 +0.991 / 0.286
DDIM, =0 10 0.721  —1.404 / 0.230 +0.932 / 0.263

With N = 4000 the standard error of P is about 0.007. Three observations follow.

1. Both samplers closely approximate the same target. With ¢*, 1000-step
DDPM and 50-step deterministic DDIM (7 = 0) reproduce the target mode fraction
to within one standard error, and the mode means and standard deviations to
within 0.021 (Figure 6.11 (c)). The remaining discrepancies come from the Gaussian
reverse-transition approximation in finite-step DDPM, the discretization error of
finite-step DDIM, the small mismatch between ¢, and N (0, I), and Monte Carlo
error. The experiment therefore supports reuse of the same ideal noise predictor
without claiming that either finite-step sampler is exact.

2. DDIM is deterministic. Started twice from the same x = 0.3, DDIM returns
0.9608 both times, while DDPM returns different values each time, here —1.4437
and 1.3192, in different modes. In Figure 6.11 (a)—(b), DDPM paths jitter at every
step and can reach different modes from the same start, while DDIM paths are
smooth and, for these 50 steps, keep the order of their starting points.

3. Too few steps fail. At S = 10 deterministic DDIM errs clearly: the right-mode
fraction is 0.721 against 0.700, the left-mode mean —1.404 against —1.500, and the
left-mode spread 0.230 against 0.200. The inference family keeps exact marginals
on any subsequence (Section 6.5.6), but the generative chain substitutes z, for xz,
and the resulting error grows with the size of each jump.

Dropping the noise of DDPM. Running the DDPM mean with z = 0 at every
step, from the first 400 of the same draws z, sends every sample to z, € [0.955,0.965]:
without the injected noise the chain here contracts to almost a single point near the
larger mode, which is why the sampler of Section 6.4.6 adds o,z.
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(a) DDPM, 1000 stochastic steps (b) DDIM, 50 deterministic steps (c¢) final samples (N = 4000)

true density
) ) —— DDPM
[ M T , |- DDIM i
: ,4"‘ 1 r“"\.,ﬁ,‘y"Wﬂ,‘.’l"-v" S soeec=— Y '
‘\\JI'A"’&\"”WMM’;”" i‘&’&’%mu# M =
8 O‘tVWIWWMﬂﬂ'* 0 2
; M HOMPL "W 5
‘,‘l ‘ N < 05
™
o W _9 T
; T 1 T | 0
1000 500 0 1000 500 0
step ¢ (generation runs left to right) step ¢ (generation runs left to right) Zo

Figure 6.11.: One noise predictor, two samplers, the same target. With the Bayes-optimal
predictor €* on the mixture of Table 6.4: (a) eight paths of 1000-step DDPM
jitter because fresh noise enters at every step; (b) 50-step deterministic
DDIM paths from the same eight starts are smooth, with dots where €*
is evaluated; (c) histograms (45 bins on [—2.5,2]) of the N = 4000 final
samples of both samplers match the true density (grey). Grey horizontal
lines in (a) and (b) mark the mode means —1.5 and 1, and generation runs
from left to right. All plotted values are returned by figure_data() in the
code below.

The following code reproduces Table 6.4, the determinism check, the z = 0 experiment
and panel (b) of Figure 6.5 exactly (about 20 seconds with CPython 3.12); its output is
listed in the final comments, and figure_data() returns the paths and histograms of
Figure 6.11.

import math, random

T = 1000
# betal[t-1] = beta_t, linear from le-4 to 0.02
beta = [le-4 + (0.02 - 1le-4) x i / (T - 1) for i in range(T)]
abar = [1.0] # abar[t], abar[0] = 1
for b in beta:
abar.append (abar[-1] * (1 - b))

# data: 0.3 N(-1.5, 0.272) + 0.7 N(1, 0.372)
PI, MU, SD = (0.3, 0.7), (-1.5, 1.0), (0.2, 0.3)

def eps_star(x, t):
"""Exact E[eps | x_t = x] = -sqrt(1 - abar_t) * score."""
a, logw, z = abar[t]l, [1, []
for p, m, s in zip(PI, MU, SD):
var = a * s *x s + 1 - a # Var(x_t | component)
d = x - math.sqrt(a) * m
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1lp = math.log(p) - 0.5 * math.log(var) - d * d / (2 * var)
logw.append (1p)
z.append(d / var)

w = [math.exp(l - max(logw)) for 1 in logw]

num = sum(wi * zi for wi, zi in zip(w, z))

return math.sqrt(1 - a) * num / sum(w)

def ddpm(x, rng, path=None):
"""Ancestral sampling with sigma_t~2 = beta_tilde_t."""
for t in range(T, 0, -1):
b = betal[t - 1]
e = eps_star(x, t)
mean = (x - b / math.sqrt(1 - abar[t]) * e)
mean /= math.sqrt(l - b)
var = (1 - abar([t - 1]) / (1 - abar[t]) * b

if t > 1: #z=0att=1
mean += math.sqrt(var) * rng.gauss(0, 1)
X = mean
if path is not None: path.append((t - 1, x))
return x

def ddim(x, steps=50, eta=0.0, rng=None, path=None):
"""Generalized DDIM on an evenly spaced sub-sequence of 1..T."""
taus = [round(1 + i * (T - 1) / (steps - 1))
for i in range(steps)]
for i in range(steps - 1, -1, -1):
t, s = taus[i], (taus[i - 1] if i > 0 else 0)
e = eps_star(x, t)
x0_hat = (x - math.sqrt(l - abar[t]) * e)
x0_hat /= math.sqrt(abar[t])
r = 1 - abar[t] / abar[s]
g2 = eta ** 2 x (1 - abar([s]) / (1 - abar[t]) * r
k = math.sqrt(l - abar[s] - g2)
x = math.sqrt(abar[s]) * xO_hat + k * e
if g2 > 0: x += math.sqrt(g2) * rng.gauss(0, 1)
if path is not None: path.append((s, x))
return x

def summary(xs):
def ms(xs):
m = sum(xs) / len(xs)
return m, math.sqrt(sum((u - m) ** 2 for u in xs) / len(xs))
L = [u for u in xs if u <= -0.25]
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R = [u for u in xs if u > -0.25]
return len(R) / len(xs), ms(L), ms(R)

report(name, xs):

p, (mL, sL), (mR, sR) = summary(xs)

print (£f"{name:13s} P={p:.3f} L {mL:+.3f}/{sL:.3f}"
f" R {mR:+.3f}/{sR:.3f}")

figure_data():
"""Paths and histograms drawn in the figure."""
starts = [-1.6, -0.9, -0.35, 0.05, 0.3, 0.75, 1.3, 1.9]
prng, paths_ddpm, paths_ddim = random.Random(7), [], []
for x in starts:
p = [(T, x)]
ddpm(x, prng, p)
paths_ddpm.append(p[::8] + [p[-1]1]1) # every 8th step
q = (T, ©)]
ddim(x, 50, path=q)
paths_ddim.append(q)
rng = random.Random(0)
xT = [rng.gauss(0, 1) for _ in range(4000)]

s_ddpm = [ddpm(x, rng) for x in xT] # same draws as the table

s_ddim = [ddim(x, 50) for x in xT]
lo, hi, nb = -2.5, 2.0, 45
def hist(xs): # density per bin
cnt = [0] * nb
for x in xs:
i = int((x - 1o) / (hi - lo) * nb)
if 0 <= i < nb: cntl[i] += 1
return [n / (len(xs) * (hi - 1lo) / nb) for n in cnt]
return paths_ddpm, paths_ddim, hist(s_ddpm), hist(s_ddim)

vlb_terms(n=1401):
"""Interior VLB terms L_{t-1} (nats), t = 2..T, with epsx."""
h, out = 14 / (n - 1), []
for t in range(2, T + 1):
a, e2 = abar[t], 0.0
for i in range(n):
x=-7+1x*xh
g = sum(p * math.exp(-(x - math.sqrt(a) * m) ** 2
/ (2x (a*xs *xs+1-a)))
/ math.sqrt(2 * math.pi * (a * s *x s + 1 - a))
for p, m, s in zip(PI, MU, SD))
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e2 += q * eps_star(x, t) ** 2 x h
b = betalt - 1]
out.append(b / (2 * (1 - b) * (1 - abar[t - 1])) * (1 - e2))
return out

def ddpm_mean_only(x):

if

H OH HF O H OH H H

__name__ ==

"""DDPM with the noise term dropped: z = 0 at every step."""
for t in range(T, 0, -1):

b = betalt - 1]

e = eps_star(x, t)

x = (x - b / math.sqrt(1 - abar[t]) * e) / math.sqrt(l - b)
return x

__ " main__":
rng, N = random.Random(0), 4000
xT = [rng.gauss(0, 1) for _ in range(N)]
print("target P=0.700 L -1.500/0.200 R +1.000/0.300")
report ("DDPM, T=1000", [ddpm(x, rng) for x in xT])
for steps in (50, 10):
report (f"DDIM, S={steps}", [ddim(x, steps) for x in xT])

di, d2 = ddim(0.3), ddim(0.3)
pl, p2 = ddpm(0.3, rng), ddpm(0.3, rng)
print("x_T = 0.3: DDIM", round(dl, 4), round(d2, 4),

"| DDPM", round(pl, 4), round(p2, 4))
zs = [ddpm_mean_only(x) for x in xT[:400]]
print("z = 0 throughout: x_0 in [%.3f, %.3f]"

% (min(zs), max(zs)))
L = vlb_terms()
print ("VLB terms: L_1 %.2f, L_999 %.1e" % (L[0], L[9981),

"| share of t<=10: %.1f%%" % (100 * sum(L[:9]) / sum(L)))

target P=0.700 L -1.500/0.200 R +1.000/0.300

DDPM, T=1000 P=0.706

DDIM, S=10 P=0.721

-1.487/0.200 R +1.003/0.293

-1.404/0.230 R +0.932/0.263

IL,

DDIM, S=50 P=0.701 L -1.479/0.191 R +0.991/0.286
IL
0.

x_T = 0.3: DDIM 0.9608

V4

9608 | DDPM -1.4437 1.3192
= 0 throughout: x_0 in [0.955, 0.965]

VLB terms: L_1 0.60, L 999 5.7e-07 | share of t<=10: 42.6Y%

6.6.3. The Swiss roll

Figure 6.9 uses the exact score of an empirical distribution: with data points dq, ...

d

s Yno

the noisy marginal ¢, is a mixture of Gaussians centred at \/c,d;, and €* follows from
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Equation 6.31 as a softmax-weighted average. The following NumPy code returns the
plotted points and arrows (about 40 seconds). Its check, listed in the final comment,
confirms the caption: the median distance from a generated sample at ¢ = 0 to the
nearest training point is 0.0045, far below the 0.03 jitter of the data.

import math
import numpy as np

T = 1000
beta = np.linspace(le-4, 0.02, T)
abar = np.concatenate([[1.0], np.cumprod(l - beta)])

def roll(n, rng):
th = 1.5 * np.pi + 3 * np.pi * rng.random(n)
p = np.stack([th * np.cos(th), th * np.sin(th)], 1) / 6
return p + 0.03 * rng.standard_normal (p.shape)

data = roll(1500, np.random.default_rng(0))  # empirical law

def eps_star(x, t):
"""Eleps | x_t = x] under the empirical data law."""
a, b2 = math.sqrt(abar[t]), 1 - abar[t]
d2 = ((x[:, None] - a * data[None]) ** 2).sum(-1)
w = np.exp(-(d2 - d2.min(1, keepdims=True)) / (2 * b2))
w /= w.sum(1l, keepdims=True)
return (x - a * w @ data) / math.sqrt(b2)

def mean(x, t): # DDPM reverse mean
e = eps_star(x, t)
return (x - betalt - 1] / math.sqrt(l - abar[t]) * e) \
/ math.sqrt(l - betalt - 1])

def swiss_roll_figure(times=(0, 60, T)):

"""Forward samples, reverse samples and drift field."""

x0 = roll(600, np.random.default_rng(1l))

z = np.random.default_rng(2).standard_normal (x0.shape)

fwd = {t: math.sqrt(abar[t]) * x0 + math.sqrt(l - abar[t]) * z

for t in times}

g = np.random.default_rng(3)

X = g.standard_normal ((600, 2))

rev = {T: x.copy(O}

for t in range(T, 0, -1):
var = (1 - abar[t - 1]) / (1 - abar[t]) * betal[t - 1]
x = mean(x, t)
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if t > 1:
x = x + math.sqrt(var) * g.standard_normal(x.shape)
if t - 1 in times:
rev[t - 1] = x.copy(Q)
s = np.linspace(-2.4, 2.4, 13)
grid = np.stack(np.meshgrid(s, s), -1).reshape(-1, 2)
drift = {t: mean(grid, max(t, 1)) - grid for t in times}
return fwd, rev, drift

if __name__ == "__main__":
fwd, rev, drift = swiss_roll_figure()
d = np.sqrt(((rev[0][:, Nonel - data[None]) ** 2).sum(-1))
print("t=0 samples: median distance to nearest data point",
round (float (np.median(d.min(1))), 4))
# t=0 samples: median distance to nearest data point 0.0045

6.6.4. Schedule and weight statistics

The schedule and weight values quoted in Section 6.4.1.3 (including the cosine schedule),
Section 6.4.2.2, Section 6.4.2.5 and Table 6.2 are reproduced by the following code, whose
output is listed in the final comments; curves () returns the curves plotted in Figure 6.2,
Figure 6.6 (b) and Figure 6.5 (a).

import math

T = 1000
beta = [le-4 + (0.02 - 1le-4) * i / (T - 1) for i in range(T)]
abar = [1.0]
for b in beta:
abar.append(abar[-1] * (1 - b))

def snr(t):
return abar[t] / (1 - abar[t])

def ratio(t): # beta_t / (alpha_t (1 - abar_{t-1}))
return betalt - 1] / ((1 - betalt - 1]) * (1 - abar[t - 1]))

def curves(TT=1000) :
"""beta_t, abar_t, SNR(t) and tilde-beta_t / beta_t of the
linear schedule shortened to TT steps (ends times 1000/TT)."""
sc = 1000 / TT
b = [sc * (le-4 + (0.02 - 1e-4) *x i / (TT - 1))
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for i in range(TT)]
ab = [1.0]
for x in b:
ab.append(ab[-1] * (1 - x))
snr_t = [ab[t] / (1 - ab[t]) for t in range(l, TT + 1)]
ratio_t = [(1 - ab[t - 1]) / (1 - ab[t])
for t in range(l, TT + 1)]
return b, ab, snr_t, ratio_t

def cosine_abar(t, s=0.008): # Nichol & Dhariwal, Sec. 3.2
f = lambda u: math.cos((u / T + s8) / (1 + s) * math.pi / 2) *x 2
return f(t) / £(0)

half = min(range(1, T + 1), key=lambda t: abs(abar[t] - 0.5))
print("abar_t closest to 1/2 at t =", half,
"| abar T =", f"{abar[T]:.1le}")
print("cosine: abar_t closest to 1/2 at t =",
min(range(1, T + 1), key=lambda t: abs(cosine_abar(t) - 0.5)))
print ("SNR(1) =", f"{snr(1):.0f}", "| SNR(T) =", £"{snr(T):.le}")
print("L_T/d bound:", £"{-0.5 * math.log(l - abar[T]):.le} nats")
print("ratio at t = 2:", round(ratio(2), 2))
ts = range(2, T + 1) # interior terms t = 2..T
w = {"tilde": [ratio(t) / 2 for t in ts],
"beta": [betalt - 1] / (2 * (1 - betalt - 1]) * (1 - abar[t]))
for t in ts],
"simple": [1.0 for t in ts]}

for k, vals in w.items():

m, tot = sum(vals) / len(vals), sum(vals)

rel = [round(vals[t - 2] / m, 2) for t in (2, 10, 100, 500)]

print (£"{k:6s}", rel, f"t<=10 {sum(vals[:9]) / tot:.1%}",

£"t<=100 {sum(vals[:99]) / tot:.1%}")

x = [math.log(t) for t in range(2, 101)]
y = [math.log(w["tilde"][t - 2]) for t in range(2, 101)]
mx, my = sum(x) / len(x), sum(y) / len(y)
num = sum((a - mx) * (b - my) for a, b in zip(x, y))
print("log-log slope, t = 2..100:",

round(num / sum((a - mx) ** 2 for a in x), 2))
abar_t closest to 1/2 at t = 259 | abar_T = 4.0e-05
cosine: abar t closest to 1/2 at t = 496
SNR(1) = 9999 | SNR(T) = 4.0e-05
L_T/d bound: 2.0e-05 nats
ratio at t = 2: 1.2
tilde [58.9, 8.49, 1.01, 0.54] t<=10 18.4} t<=100 39.2

H OH H H H H

263



6. Denoising Diffusion Probabilistic Models

# beta [29.1, 7.87, 1.08, 0.59] t<=10 12.8% t<=100 34.1%
# simple [1.0, 1.0, 1.0, 1.0] t<=10 0.9% t<=100 9.9%
# log-log slope, t = 2..100: -0.96

6.7.

6.8.
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Summary

. Markov forward transitions and Gaussian closure give q(z, | zy) = N (/o xg, (1 —

a,)I), the one-step renoising formula (Proposition 6.2).

. The reverse process is approximated by Gaussian Markov transitions for small

steps, and the upper bound on the negative log-likelihood decomposes, by Bayes’

rule and a telescoping sum, into L, + Zt>2 L, ,+ L,

. Completing the square gives the exact posterior N (ﬂt,gtl ) (Proposition 6.3);

rewriting fi, with the one-step renoising formula turns mean prediction into the
noise-estimation loss. Training is self-supervised.

In the fixed-variance DDPM considered here, ancestral sampling adds fresh noise
0,z to the mean, with o, determined in closed form by the forward schedule;
learned-variance variants relax this choice.

. DDIM uses a non-Markovian family with the same marginals as DDPM, and keeps

the same loss and the same noise estimator.

. The DDPM reverse chain is always Markov. A Gaussian reverse step is, heuristically,

accurate when the relative SNR drop per step, SNR(¢t — 1)/SNR(¢) — 1, is small;
for the linear schedule the drop is largest in the first steps (about 1.2 at t = 2).
The simplified loss is a reweighting that sets the VLB coefficients w, to 1; in
zy-space the VLB weights each step by the SNR it loses, £ (SNR(t — 1) — SNR(¢))
(Equation 6.29). The reweighting improves FID from 13.51 to 3.17 at the cost of
NLL rising slightly from 3.70 to 3.75 bits/dim.

. €, - and v-prediction are rotated coordinates of the same latent pair, and in

xo-space they weight the error by SNR, 1 and SNR+1.

. DDIM becomes DDPM for 72 = Bt and a deterministic sampler for v, = 0. For

every v > 0 its bound is a positively weighted noise-prediction MSE, so an ideal
noise predictor serves every v; DDIM can also skip steps along a subsequence,
where deterministic sampling degrades least.

Connections and further reading

Latent-variable models. The variational bound has the same structure as
the VAE ELBO (Kingma and Welling 2014, arXiv:1312.6114). DDPM is a deep
latent-variable model whose inference path is fixed rather than learned.
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o Continuous time. Score-based SDEs place stochastic DDPM sampling and
deterministic probability-flow sampling in a common continuous-time framework
(Y. Song et al. 2021, arXiv:2011.13456).

e Original papers. Diffusion probabilistic models start with Sohl-Dickstein et al.
(2015, arXiv:1503.03585); the DDPM derivation and the simplified loss are in Ho et
al. (2020, arXiv:2006.11239), Secs. 3—4; learned variances, the cosine schedule and
the VLB analysis in Nichol and Dhariwal (2021, arXiv:2102.09672); the SNR form
of the bound in Kingma et al. (2021, arXiv:2107.00630); DDIM in J. Song et al.
(2021, arXiv:2010.02502), Secs. 3-5; v-prediction and loss weighting in Salimans
and Ho (2022, arXiv:2202.00512), Sec. 4 and App. D; Noise2Score in Kim and
Ye (2021, arXiv:2106.07009); score matching and its denoising form in Hyvarinen
(2005, JMLR 6, 695-709) and Vincent (2011, Neural Computation 23, 1661-1674).

6.9. Appendix: proofs

This appendix collects the longer proofs and algebraic checks of results stated in the
main text.

6.9.1. Gaussian lemmas

Proof of Lemma 6.1. By independence the characteristic function factorizes,
ik (Au v+c ikTc : :

E etk (AutBure) — eikie o, (ATk) o, (BTk), and since ¢, (k) = exp(ikTm, — 3kTX, k) the

product is exp(ik'(Am, + Bm,, + ¢) — 3k" (AX,AT + BX,BT)k), the characteristic

function of the claimed Gaussian. [

Proof of Lemma 6.2. Expanding the right-hand side gives —%xTAx+a:Th—%hTA*1h+
%hTA_lh, which is the left-hand side. The last term does not depend on = and is absorbed
into the normalizing constant. [J

Proof of Lemma 6.3. logq(z) — logp(z) = Zlogss — lzzmll 4 leomal® - yypger
coe 2 57 2 252

257
x ~ q, E|Jz —my|* = ds?, and since the cross term has zero mean, E|z — my|? =
Ell(z —my) + (mq —my)|> = ds? + |m; — my|%. Substituting gives Equation 6.3. [J

6.9.2. The reverse chain is Markov
Proof of Proposition 6.1. If the forward chain is Markov, then ¢(z, .7 | 24, 2,_1) =

q(zpy1p | 24), SO

q(zy 1) q(xy | 24 q) Q(fﬁtﬂ:T ED _ q(z, 1) q(x, |24 1)
q(zy) Q<$t+1:T | ;) q(zy)

Q@ | wpp) = = q(7_q | 7).
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6. Denoising Diffusion Probabilistic Models

The numerator is the chain rule for the joint, and the denominator is q(z.p) =
q(xy) ¢(x4 1.7 | ;). No assumption on the step size is used. [

6.9.3. The Gaussian approximation for small steps (heuristic)

Derivation of Equation 6.9. This is a first-order approximation, not a rigorous proof.
By Bayes’ rule,

Q<$t | It71> q1(Ty 1)

gy | y) =
e qy ()
o o0 g b —ml g, e S
R t o,
using |z, — \/agz, 4 |* = oz, —m,|?. The first factor is a Gaussian of width

\/Bi/ay, so for small 5, the mass of z,_; is concentrated near m,. Expanding there,
logqy 1 (z,1) = loggq,_(my) + gf (v,_y —my) + 1y with g, == Vlogg, 1(m,), where
the remainder 7, is of order 3|V*loggq, .| |z,_, — m,|*>. Dropping r, and applying
Lemma 6.2 with precision A = (o, /f;)I and linear term h = («,/8;)m, + g, gives the
mean A~'h =m, + (3,/a,)g, and the covariance (3,/c;)I.

Since ||z,_; —m,|? ~ dfB,/c, in that region, the dropped r,, compared with the Gaussian
exponent %”%4 —my|? ~ d/2, has relative size about 3,|V?logq,_,|/c;. If the data
are sharply concentrated, ¢,_; is the data blurred by a Gaussian of variance 1 —a;_;, so
[V2logq, 4| ~1/(1 — @, ;). For data with several well-separated modes the curvature
between the modes can be larger, so this is a scale rather than a bound. For Gaussian
data x, ~ N(0,s%I) this can be checked exactly. Then ¢, ; = N(0,x]) with x =
a, 18%+1—a, ;, the precision of the exact posterior is a, /3, +1/k, and with 6 := 3, /()
the exact mean and variance are m,/(1 + ¢) and (5,/a,)/(1 + §). Equation 6.9, with
Vloggq, ,(m,) = —m, /K, gives the mean m,(1 — §) and the variance /3,/a,. The means
differ by m,6%/(1 + §), a relative error of 62, while the approximate variance is too large
by the relative amount d; both vanish as 6 — 0. As s =0, 6 = ,/(a,(1 —;_)). Since
SNR(t—1)/SNR(t) = (1 — @) /(e (1 — @) and (1 — @) —oy(1—a,_y) = 1 -, = By,
this limit equals SNR(¢ — 1)/SNR(¢) — 1, which is Equation 6.10.

6.9.4. Decomposition of the variational bound

Proof of Theorem 6.1. Start from the joint factorizations and justify each change of
measure in turn.

Step 1. From Equation 6.4 and Equation 6.8, % = p(zp) Hthl %; taking
logarithms gives Equation 6.13. '

_ Po(@glz1)
Step 2. Separate the t = 1 term log q‘?xlol%l) from the sum.
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Step 3. For t > 2 the Markov property gives ¢(x, | z,_,) = q(x, | z,_1,2,), and Bayes’
rule for the two variables (x,_;,z,) conditioned on x, gives Equation 6.14. Each term
with ¢t > 2 becomes

log Po(Ts1 | @) — 1o Po(z41 | @) +log q(wy | 550).

a(@y [ @y y) (x| 24, 70) qz; | o)

At t =1, x,_, =z, is itself the conditioning variable, so ¢(z, | x1,x,) degenerates to a
point mass and this rewriting is not used. This is why the ¢t = 1 term was separated in
step 2.

Step 4. Summing the second log-ratio over t = 2,..., T telescopes to logq(zy | zy) —
log g(xzp | y). Combined with the ¢ = 1 term of step 2, logq(z, | zy) cancels, which
gives the displayed equation in the main text.

Step 5. Substituting into Equation 6.13 and grouping —logp(z,) + logq(z | z4) =

o p(rT)
log ‘1(17T‘7;70)7
pe T, | )
L =F |—1 1 —1 .
VLB [ og Z og 02,1 | 24, 20) og py(zg | 951)]

Step 6. The integrand of each term with ¢ > 2 depends only on (z(,z,_;, ;). Marginal-

izing q(z1.p | @) onto (z,_y, ) gives q(wy 1,2y | zg) = qlz; | o) a(@iy | 2, 30),
SO

C](ﬂft—1 |93t=550)] [/ Q(ﬂft—1 |93ta$o>
Eoizow |l0g =51 =E 10 gz, | 2y, x9) log ————F—F dx,_
warleo) |08 7T Ty | T Eetwen | f 4@ [remo)log = TR AT Ay

= By oo [P (@(T1 [ 24 20) [Py (@1 [ 24))] -

In the same way the first term becomes Dy (¢(zr | zg) | p(x7)). Averaging over x5 ~ qyata
gives Equation 6.12. [J

6.9.5. The constant term when the variances differ

Proof of Equation 6.17. Substituting m; = fi,, s = ﬁt, my = g, S5 = 07 into
Lemma 6.3,

I, — gl d | B o?
Dy (q(wyq | 7, m0) | Po(2y 4 | 7)) = tTa + 5 *t 1+4log | .
t t

C
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6. Denoising Diffusion Probabilistic Models
With ¢ := ﬁt/af the bracket is £ —1 —log& > 0, with equality only at £ =1, so C, > 0,

with equality only when o? = 3,. Taking the expectation over ¢ gives Equation 6.17.
O

6.9.6. An optimum that does not depend on the weights

Proof of Equation 6.24. For fixed ¢t and any function f, the tower property makes the
cross term E[(e — Ele | z,])T(Ele | x,] — f(z,))] vanish, so

Elle — f(z)|* = Ele — Ele | 2, I* + E|E[e | z,] — f(2)]?.

The second term vanishes only for f = Ele | ,]. If €y(-,t) can represent an arbitrary
function independently for each ¢, the minimizer of the sum weighted by A, > 0 is the
same [E[e | z,] at every time. O

6.9.7. The score identity and Tweedie’'s formula

Proof of Equation 6.31. Exchanging differentiation and integration (justified by
dominated convergence, since for the Gaussian kernel V, ¢(z, | z) is bounded uniformly
in zy; no moment condition on the data is needed),

I Gaata(®0) a2y | 20) th logq(z, | 7o) dzy
@ ()

Vlegq,(z,) = = [E[vzt log q(z, | ) ‘xt] :

From Equation 6.6, V, logq(z, | o) = —(2, — Vayx)/(1 — &) = —¢/\/1—ay,
which gives the first identity, and the optimal predictor is € = E[e | z,] of Equa-
tion 6.24. The second identity follows by taking the conditional expectation given x,
of x, = /a,zy + /1 —a,e, which gives E[z, | 2] = (2, — /1 —a, Ele | z,])/v/,
and substituting the first identity. Equation 6.32 follows directly by substituting
€g = —+/1—q,; sy into Equation 6.19, since —\/I’Bjidfe@ = [;s9. The one-step iden-

tity Equation 6.33 follows from the same argument: exchanging differentiation and
integration in ¢,(z,) = [ q,_(z,1) N (24 \Jayz,_y, B 1) dz,_y gives

Ty = /O Tyy
By

Vlegg,(z,) = [E[—

] T \/OTt[E[xt—l | ]
‘rt - ﬂt )

which is solved for E[z, ; | z;]. O
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6.9.8. The DDIM objective is a weighted noise-prediction loss

Proof of Equation 6.40. This proves Theorem 1 of J. Song et al. (2021, App. B)
in this note’s notation. Their generative model has p(x,) = N (0, 1), the transitions
po(xi1 | @) == q, (7, | 2, %g(7,, 1)) for £ > 2, which is the step Equation 6.36, and a
Gaussian decoder py(zq | ;) = N (Zo(z1,1),72I) with 47 > 0 (Sec. 3.2, Eq. 10). Since
¢, (Ty7 | 20) = ¢, (21 | o) HtT:2 ¢, (7, | 24, 1) is already written in reverse order,

T | @ T T T,, X
long( v | 0)210 q’y T| +Zl q’y 1 | T, )

—logpy(zg | 1),
pe(%w) Po(Tyy | T4) o

and taking expectations as in step 6 of Section 6.9.4 turns the first two groups into KL
divergences. The first does not depend on 6.

For t > 2 write the mean of Equation 6.34 as ¢,z +e,x, with e, := /1 — @, ; — /1 — @y
The generative mean is ¢,Z, + e,z;, so the two means differ by ¢,(z, — Z,). From
z, = Va,xo+ /1 — a, € and Equation 6.25, x, — 2, = (eg(z,,t) —€)/+/SNR(t). Both co-
variances are 421, so Lemma 6.3 gives the KL divergence c||z,—Z,]?/(272) = A/ e —¢gl?
with A, of Equation 6.40. By Proposition 6.4, ¥, ~ ¢, (, | 74) is the one-step renoising
of x, for every 7, so the expectation runs over the same (z, €) as in Ly, j.- In the same
way —logpy(xy | ©1) = e — €p(xy,1)|?/ (292 SNR(1)) + const. Altogether the bound
equals Zthl A Elle — €g(z4,1)]|? + C with Ay :=1/(2v7 SNR(1)) and a constant C.

Positivity. c, increases with ~,. At v, = 0, multiplying by /1 — &, shows that ¢, > 0
is equivalent to a;_;(1 — ;) > (1 — a,_; ), that is, to a;_; > &,, which holds because
a; < 1. Hence A\, > 0 for every ~, > 0.

Check. For v = f,, Section 6.9.9 gives ¢, = /&, 14,/(1 —a,). With 3, = (1 —
& 1)B/(1 —ay) and &y _y /oy = 1/ vy,

dt—lﬁ? ] l—ay ) I —ay _ By 0
(1— 6‘15)2 2(1 —a, )b, oy 20, (1 —ay_q)

A =

6.9.9. Reduction of DDIM to DDPM

Proof of Proposition 6.5. The variances agree by definition, so it suffices to compare
the coefficients of the mean. Using 8, = (1—a,_4)6,/(1—a;) and 1 —a, — 3, = o, — ¢, =

o (1 —ayq),

_ ~ o l—a,— B a(l—a, )
l—a, 1 —B=0—-a; ) Lt = p )
¢ g g 1—a, 1—a,

G = Vo (l—ay )
! Ji—a,

L=y —
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6. Denoising Diffusion Probabilistic Models

So the coefficient of z, in the mean of Equation 6.34 is \/o;(1 —ay,_4)/(1 — &), as in
Equation 6.16, and, using ,/o;\/a, = a;\/ay_;, the coefficient of z is

I

VE — Vo (l— oy )Vay _ @(1—@)_%(1_@71) _Vab,

1—a, 1—a, 1—a,

which also agrees. Both generative steps substitute the same z, for z,, and (x, —
Va,Zy)/v/1 — a, = €, so Equation 6.37 has the same mean as Equation 6.30. O

Based on the scribe note of Hyewon Park, with material from Donghyeon Kim, Seojeong
Gu and Chankyu Lee — the four scribes of lecture 06; edited by Jong Chul Ye.
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7. Score-based Generative Models with
SDEs

1 Not yet written

Lecture 07 of AI618, given 2026-10-06. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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8. Conditional Diffusion Models

1 Not yet written

Lecture 08 of AI618, given 2026-10-08. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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0. Latent Diffusion

1 Not yet written

Lecture 09 of AI618, given 2026-10-13. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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10. Schrodinger Bridge Problems

1 Not yet written

Lecture 10 of AI618, given 2026-10-15. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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11. Acceleration: High-order Solvers and
Consistency Models

1 Not yet written

Lecture 11 of AI618, given 2026-10-27. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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12. Image Editing and Inverse Problems

1 Not yet written

Lecture 12 of AI618, given 2026-10-29. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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13. Video and 3D Diffusion

1 Not yet written

Lecture 13 of AI618, given 2026-11-03. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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Part Il

Flow Models
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14. Flow Matching

1 Not yet written

Lecture 14 of AI618, given 2026-11-05. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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15. Rectified Flow

1 Not yet written

Lecture 15 of AI618, given 2026-11-10. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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16. Relation between Flow and Diffusion
Models

1 Not yet written

Lecture 16 of AI618, given 2026-11-12. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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17. Probability Paths and the Kolmogorov
Equation

1 Not yet written

Lecture 17 of AI618, given 2026-11-17. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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Part 1V.

Discrete Diffusion
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18. Discrete Flow Matching

1 Not yet written

Lecture 18 of AI618, given 2026-11-19. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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19. Diffusion Language Models

1 Not yet written

Lecture 19 of AI618, given 2026-11-24. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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20. Diffusion Duality

1 Not yet written

Lecture 20 of AI618, given 2026-11-26. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.

301






21. LLaDA and MMaDA

1 Not yet written

Lecture 21 of AI618, given 2026-12-01. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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Part V.

Alignment with Reinforcement
Learning
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22. RL Review: RLHF, DPO, DDPO and
GRPO

1 Not yet written

Lecture 22 of AI618, given 2026-12-03. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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23. Diffusion DPO, DDPO, DanceGRPO
and FlowGRPO

1 Not yet written

Lecture 23 of AI618, given 2026-12-08. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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24. DiffusionNFT, Reward Score Matching
and Reward Adjoint Matching

1 Not yet written

Lecture 24 of AI618, given 2026-12-10. This chapter is merged from the scribe notes
for that lecture; until those are written and graded it stands empty.
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